

    
      
          
            
  
欢迎来到 LMDeploy 的中文教程！


[image: LMDeploy]


LMDeploy 是一个高效且友好的 LLMs 模型部署工具箱，功能涵盖了量化、推理和服务
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安装

LMDeploy 是一个用于大型语言模型（LLMs）和视觉-语言模型（VLMs）压缩、部署和服务的 Python 库。
其核心推理引擎包括 TurboMind 引擎和 PyTorch 引擎。前者由 C++ 和 CUDA 开发，致力于推理性能的优化，而后者纯 Python 开发，旨在降低开发者的门槛。

LMDeploy 支持在 Linux 和 Windows 平台上部署 LLMs 和 VLMs，最低要求 CUDA 版本为 11.3。此外，它还与以下 NVIDIA GPU 兼容：

Volta(sm70): V100
Turing(sm75): 20 系列，T4
Ampere(sm80,sm86): 30 系列，A10, A16, A30, A100
Ada Lovelace(sm89): 40 系列


使用 pip 安装（推荐）

我们推荐在一个干净的conda环境下（python3.10 - 3.13），安装 lmdeploy：

conda create -n lmdeploy python=3.12 -y
conda activate lmdeploy
pip install lmdeploy







从源码安装

默认情况下，LMDeploy 将面向 NVIDIA CUDA 环境进行编译安装，并同时启用 Turbomind 和 PyTorch 两种后端引擎。在安装 LMDeploy 之前，请确保已成功安装 CUDA 工具包。

成功安装 CUDA 工具包后，您可以使用以下单行命令构建并安装 LMDeploy：

pip install git+https://github.com/InternLM/lmdeploy.git





您还可以通过设置 DISABLE_TURBOMIND 环境变量，显式禁用 Turbomind 后端，以避免 CUDA 编译：

DISABLE_TURBOMIND=1 pip install git+https://github.com/InternLM/lmdeploy.git





如果您希望使用特定版本，而不是 LMDeploy 的 main 分支，可以在命令行中指定：

pip install https://github.com/InternLM/lmdeploy/archive/refs/tags/v0.11.0.zip





如果您希望构建支持昇腾、寒武纪或沐熙的 LMDeploy，请使用相应的 LMDEPLOY_TARGET_DEVICE 环境变量进行安装。

LMDeploy 也支持在 AMD GPU 的 ROCm 环境中安装。

#The recommended way is to use the official ROCm PyTorch Docker image with pre-installed dependencies:
docker run -it \
    --cap-add=SYS_PTRACE \
    --security-opt seccomp=unconfined \
    --device=/dev/kfd \
    --device=/dev/dri \
    --group-add video \
    --ipc=host \
    --network=host \
    --shm-size 32G \
    -v /root:/workspace \
    rocm/pytorch:latest


#Once inside the container, install LMDeploy with ROCm support:
LMDEPLOY_TARGET_DEVICE=rocm pip install  git+https://github.com/InternLM/lmdeploy.git
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快速开始

LMDeploy提供了快速安装、模型量化、离线批处理、在线推理服务等功能。每个功能只需简单的几行代码或者命令就可以完成。

本教程将展示 LMDeploy 在以下几方面的使用方法：


	LLM 模型和 VLM 模型的离线推理


	搭建与 OpenAI 接口兼容的 LLM 或 VLM 模型服务


	通过控制台命令行与 LLM 模型进行交互式聊天




在继续阅读之前，请确保你已经按照安装指南安装了 lmdeploy。


离线批处理


LLM 推理

import lmdeploy
pipe = lmdeploy.pipeline("internlm/internlm2_5-7b-chat")
response = pipe(["Hi, pls intro yourself", "Shanghai is"])
print(response)





在构造 pipeline 时，如果没有指定使用 TurboMind 引擎或 PyTorch 引擎进行推理，LMDeploy 将根据它们各自的能力自动分配一个，默认优先使用 TurboMind 引擎。

然而，你可以选择手动选择一个引擎。例如，

from lmdeploy import pipeline, TurbomindEngineConfig
pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=TurbomindEngineConfig(
                    max_batch_size=32,
                    enable_prefix_caching=True,
                    cache_max_entry_count=0.8,
                    session_len=8192,
                ))





或者，

from lmdeploy import pipeline, PytorchEngineConfig
pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=PytorchEngineConfig(
                    max_batch_size=32,
                    enable_prefix_caching=True,
                    cache_max_entry_count=0.8,
                    session_len=8192,
                ))






备注

参数 “cache_max_entry_count” 显著影响 GPU 内存占用。它表示加载模型权重后 K/V 缓存占用的空闲 GPU 内存的比例。
默认值是 0.8。K/V 缓存分配方式是一次性申请，重复性使用，这就是为什么 pipeline 以及下文中的 api_server 在启动后会消耗大量 GPU 内存。
如果你遇到内存不足(OOM)错误的错误，可能需要考虑降低 cache_max_entry_count 的值。



当使用 pipe() 生成提示词的 token 时，你可以通过 GenerationConfig 设置采样参数，如下所示：

from lmdeploy import GenerationConfig, pipeline

pipe = pipeline('internlm/internlm2_5-7b-chat')
prompts = ['Hi, pls intro yourself', 'Shanghai is']
response = pipe(prompts,
                gen_config=GenerationConfig(
                    max_new_tokens=1024,
                    top_p=0.8,
                    top_k=40,
                    temperature=0.6
                ))





在 GenerationConfig 中，top_k=1 或 temperature=0.0 表示贪心搜索。

有关 pipeline 的更多信息，请参考这里



VLM 推理

VLM 推理 pipeline 与 LLM 类似，但增加了使用 pipeline 处理图像数据的能力。例如，你可以使用以下代码片段对 InternVL 模型进行推理：

from lmdeploy import pipeline
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2-8B')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)





在 VLM pipeline 中，默认的图像处理批量大小是 1。这可以通过 VisionConfig 调整。例如，你可以这样设置：

from lmdeploy import pipeline, VisionConfig
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2-8B',
                vision_config=VisionConfig(
                    max_batch_size=8
                ))

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)





然而，图像批量大小越大，OOM 错误的风险越大，因为 VLM 模型中的 LLM 部分会提前预分配大量的内存。

VLM pipeline 对于推理引擎的选择方式与 LLM pipeline 类似。你可以参考 LLM 推理并结合两个引擎支持的 VLM 模型列表，手动选择和配置推理引擎。




模型服务

类似前文离线批量推理，我们在本章节介绍 LLM 和 VLM 各自构建服务方法。


LLM 模型服务

lmdeploy serve api_server internlm/internlm2_5-7b-chat





此命令将在本地主机上的端口 23333 启动一个与 OpenAI 接口兼容的模型推理服务。你可以使用 --server-port 选项指定不同的服务器端口。
更多选项，请通过运行 lmdeploy serve api_server --help 查阅帮助文档。这些选项大多与引擎配置一致。

要访问服务，你可以使用官方的 OpenAI Python 包 pip install openai。以下是演示如何使用入口点 v1/chat/completions 的示例：

from openai import OpenAI
client = OpenAI(
    api_key='YOUR_API_KEY',
    base_url="http://0.0.0.0:23333/v1"
)
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
  model=model_name,
  messages=[
    {"role": "system", "content": "You are a helpful assistant."},
    {"role": "user", "content": " provide three suggestions about time management"},
  ],
    temperature=0.8,
    top_p=0.8
)
print(response)





我们鼓励你参考详细指南，了解关于使用 Docker 部署服务、工具调用和其他更多功能的信息。



VLM 模型服务

lmdeploy serve api_server OpenGVLab/InternVL2-8B






备注

LMDeploy 复用了上游 VLM 仓库的视觉组件。而每个上游的 VLM 模型，它们的视觉模型可能互不相同，依赖库也各有区别。
因此，LMDeploy 决定不在自身的依赖列表中加入上游 VLM 库的依赖。如果你在使用 LMDeploy 推理 VLM 模型时出现 “ImportError” 的问题，请自行安装相关的依赖。



服务成功启动后，你可以以类似访问 gptv4 服务的方式访问 VLM 服务：

from openai import OpenAI

client = OpenAI(api_key='YOUR_API_KEY', # A dummy api_key is required
                base_url='http://0.0.0.0:23333/v1')
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role':
        'user',
        'content': [{
            'type': 'text',
            'text': 'Describe the image please',
        }, {
            'type': 'image_url',
            'image_url': {
                'url':
                'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg',
            },
        }],
    }],
    temperature=0.8,
    top_p=0.8)
print(response)








使用命令行与 LLM 模型对话

LMDeploy 提供了一个非常方便的 CLI 工具，供用户与 LLM 模型进行本地聊天。例如：

lmdeploy chat internlm/internlm2_5-7b-chat --backend turbomind





它的设计目的是帮助用户检查和验证 LMDeploy 是否支持提供的模型，聊天模板是否被正确应用，以及推理结果是否正确。

另外，lmdeploy check_env 收集基本的环境信息。在给 LMDeploy 提交问题报告时，这非常重要，因为它有助于我们更有效地诊断和解决问题。

如果你对它们的使用方法有任何疑问，你可以尝试使用 --help 选项获取详细信息。
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其他软硬件平台


OtherPF


	华为昇腾

	沐曦C500

	寒武纪云端加速卡
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华为昇腾

我们基于 LMDeploy 的 PytorchEngine，增加了华为昇腾设备的支持，目前支持的型号是Atlas 800T A3，Atlas 800T A2和Atlas 300I Duo。在华为昇腾上使用 LMDeploy 的方法与在英伟达 GPU 上使用 PytorchEngine 后端的方法几乎相同。在阅读本教程之前，请先阅读原版的快速开始。

支持的模型列表在这里.


[!IMPORTANT]
我们已经在阿里云上提供了构建完成的鲲鹏CPU版本的镜像。
请使用下面的命令来拉取镜像:

Atlas 800T A3:
docker pull crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/ascend:a3-latest
（Atlas 800T A3目前只支持Qwen系列的算子模式下运行）

Atlas 800T A2:
docker pull crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/ascend:a2-latest

Atlas 300I Duo:
docker pull crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/ascend:300i-duo-latest
（Atlas 300I Duo目前只支持非eager模式）

如果您希望自己构建环境，请参考这里的dockerfile来自己构建。





离线批处理


LLM 推理

将device_type="ascend"加入PytorchEngineConfig的参数中。

from lmdeploy import pipeline
from lmdeploy import PytorchEngineConfig
pipe = pipeline("internlm/internlm2_5-7b-chat",
             backend_config=PytorchEngineConfig(tp=1, device_type="ascend"))
question = ["Shanghai is", "Please introduce China", "How are you?"]
response = pipe(question)
print(response)







VLM 推理

将device_type="ascend"加入PytorchEngineConfig的参数中。

from lmdeploy import pipeline, PytorchEngineConfig
from lmdeploy.vl import load_image
pipe = pipeline('OpenGVLab/InternVL2-2B',
     backend_config=PytorchEngineConfig(tp=1, device_type='ascend'))
image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)








在线服务


LLM 模型服务

将--device ascend加入到服务启动命令中。

lmdeploy serve api_server --backend pytorch --device ascend internlm/internlm2_5-7b-chat





也可以运行以下命令启动容器运行LLM模型服务。

docker run -it --net=host crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/ascend:a2-latest \
    bash -i -c "lmdeploy serve api_server --backend pytorch --device ascend internlm/internlm2_5-7b-chat"







VLM 模型服务

将--device ascend加入到服务启动命令中。

lmdeploy serve api_server --backend pytorch --device ascend OpenGVLab/InternVL2-2B





也可以运行以下命令启动容器运行VLM模型服务。

docker run -it --net=host crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/ascend:a2-latest \
    bash -i -c "lmdeploy serve api_server --backend pytorch --device ascend OpenGVLab/InternVL2-2B"








使用命令行与LLM模型对话

将--device ascend加入到服务启动命令中。

lmdeploy chat internlm/internlm2_5-7b-chat --backend pytorch --device ascend





也可以运行以下命令使启动容器后开启lmdeploy聊天

docker run -it crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/ascend:a2-latest \
    bash -i -c "lmdeploy chat --backend pytorch --device ascend internlm/internlm2_5-7b-chat"







量化


w4a16 AWQ

运行下面的代码可以在Atlas 800T A2上对权重进行W4A16量化。

lmdeploy lite auto_awq $HF_MODEL --work-dir $WORK_DIR --device npu





支持的模型列表请参考支持的模型。



w8a8 SMOOTH_QUANT

运行下面的代码可以在Atlas 800T A2上对权重进行W8A8量化。

lmdeploy lite smooth_quant $HF_MODEL --work-dir $WORK_DIR --device npu





支持的模型列表请参考支持的模型。



int8 KV-cache 量化

昇腾后端现在支持了在eager模式下的离线int8 KV-cache量化。

详细使用方式请请参考这篇文章 [https://github.com/DeepLink-org/dlinfer/blob/main/docs/quant/ascend_kv_quant.md]。




Atlas 300I Duo上的限制


	只支持dtype=float16。


	只支持图模式，请不要加上–eager-mode。








            

          

      

      

    

  

  
    
    

    沐曦C500
    

    

    

    

    
 
  

    
      
          
            
  
沐曦C500

我们基于 LMDeploy 的 PytorchEngine，增加了沐曦C500设备的支持。所以，在沐曦上使用 LMDeploy 的方法与在英伟达 GPU 上使用 PytorchEngine 后端的方法几乎相同。在阅读本教程之前，请先阅读原版的快速开始。

支持的模型列表在这里.


[!IMPORTANT]
我们已经在阿里云上提供了构建完成的沐曦的镜像。
请使用下面的命令来拉取镜像:
docker pull crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/maca:latest





离线批处理


LLM 推理

将device_type="maca"加入PytorchEngineConfig的参数中。

from lmdeploy import pipeline
from lmdeploy import PytorchEngineConfig
pipe = pipeline("internlm/internlm2_5-7b-chat",
             backend_config=PytorchEngineConfig(tp=1, device_type="maca"))
question = ["Shanghai is", "Please introduce China", "How are you?"]
response = pipe(question)
print(response)







VLM 推理

将device_type="maca"加入PytorchEngineConfig的参数中。

from lmdeploy import pipeline, PytorchEngineConfig
from lmdeploy.vl import load_image
pipe = pipeline('OpenGVLab/InternVL2-2B',
     backend_config=PytorchEngineConfig(tp=1, device_type='maca'))
image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)








在线服务


LLM 模型服务

将--device maca加入到服务启动命令中。

lmdeploy serve api_server --backend pytorch --device maca internlm/internlm2_5-7b-chat





也可以运行以下命令启动容器运行LLM模型服务。

docker run -it --net=host crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/maca:latest \
    bash -i -c "lmdeploy serve api_server --backend pytorch --device maca internlm/internlm2_5-7b-chat"







VLM 模型服务

将--device maca加入到服务启动命令中。

lmdeploy serve api_server --backend pytorch --device maca OpenGVLab/InternVL2-2B





也可以运行以下命令启动容器运行VLM模型服务。

docker run -it --net=host crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/maca:latest \
    bash -i -c "lmdeploy serve api_server --backend pytorch --device maca OpenGVLab/InternVL2-2B"








使用命令行与LLM模型对话

将--device maca加入到服务启动命令中。

lmdeploy chat internlm/internlm2_5-7b-chat --backend pytorch --device maca





也可以运行以下命令使启动容器后开启lmdeploy聊天

docker run -it crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/maca:latest \
    bash -i -c "lmdeploy chat --backend pytorch --device maca internlm/internlm2_5-7b-chat"
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寒武纪云端加速卡

我们基于 LMDeploy 的 PytorchEngine，增加了寒武纪云端加速卡设备的支持。所以，在寒武纪云端加速卡上使用 LMDeploy 的方法与在英伟达 GPU 上使用 PytorchEngine 后端的方法几乎相同。在阅读本教程之前，请先阅读原版的快速开始。

支持的模型列表在这里.


[!IMPORTANT]
我们已经在阿里云上提供了构建完成的寒武纪云端加速卡镜像。
请使用下面的命令来拉取镜像:

docker pull crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/camb:latest





[!IMPORTANT]
目前寒武纪加速卡上启动多卡推理需要手动启动ray。下面是一个2卡的例子：

 export MLU_VISIBLE_DEVICES=0,1
 ray start --head --resources='{"MLU": 2}'









离线批处理


LLM 推理

将device_type="camb"加入PytorchEngineConfig的参数中。

from lmdeploy import pipeline
from lmdeploy import PytorchEngineConfig
pipe = pipeline("internlm/internlm2_5-7b-chat",
             backend_config=PytorchEngineConfig(tp=1, device_type="camb"))
question = ["Shanghai is", "Please introduce China", "How are you?"]
response = pipe(question)
print(response)







VLM 推理

将device_type="camb"加入PytorchEngineConfig的参数中。

from lmdeploy import pipeline, PytorchEngineConfig
from lmdeploy.vl import load_image
pipe = pipeline('OpenGVLab/InternVL2-2B',
     backend_config=PytorchEngineConfig(tp=1, device_type='camb'))
image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)








在线服务


LLM 模型服务

将--device camb加入到服务启动命令中。

lmdeploy serve api_server --backend pytorch --device camb internlm/internlm2_5-7b-chat





也可以运行以下命令启动容器运行LLM模型服务。

docker run -it --net=host crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/camb:latest \
    bash -i -c "lmdeploy serve api_server --backend pytorch --device camb internlm/internlm2_5-7b-chat"







VLM 模型服务

将--device camb加入到服务启动命令中。

lmdeploy serve api_server --backend pytorch --device camb OpenGVLab/InternVL2-2B





也可以运行以下命令启动容器运行VLM模型服务。

docker run -it --net=host crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/camb:latest \
    bash -i -c "lmdeploy serve api_server --backend pytorch --device camb OpenGVLab/InternVL2-2B"








使用命令行与LLM模型对话

将--device camb加入到服务启动命令中。

lmdeploy chat internlm/internlm2_5-7b-chat --backend pytorch --device camb





也可以运行以下命令使启动容器后开启lmdeploy聊天

docker run -it crpi-4crprmm5baj1v8iv.cn-hangzhou.personal.cr.aliyuncs.com/lmdeploy_dlinfer/camb:latest \
    bash -i -c "lmdeploy chat --backend pytorch --device camb internlm/internlm2_5-7b-chat"
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支持的模型

以下列表分别为 LMDeploy TurboMind 引擎和 PyTorch 引擎在不同软硬件平台下支持的模型


TurboMind CUDA 平台



	Model

	Size

	Type

	FP16/BF16

	KV INT8

	KV INT4

	W4A16





	Llama

	7B - 65B

	LLM

	Yes

	Yes

	Yes

	Yes



	Llama2

	7B - 70B

	LLM

	Yes

	Yes

	Yes

	Yes



	Llama3

	8B, 70B

	LLM

	Yes

	Yes

	Yes

	Yes



	Llama3.1

	8B, 70B

	LLM

	Yes

	Yes

	Yes

	Yes



	Llama3.2[2]

	1B, 3B

	LLM

	Yes

	Yes*

	Yes*

	Yes



	InternLM

	7B - 20B

	LLM

	Yes

	Yes

	Yes

	Yes



	InternLM2

	7B - 20B

	LLM

	Yes

	Yes

	Yes

	Yes



	InternLM2.5

	7B

	LLM

	Yes

	Yes

	Yes

	Yes



	InternLM3

	8B

	LLM

	Yes

	Yes

	Yes

	Yes



	InternLM-XComposer2

	7B, 4khd-7B

	MLLM

	Yes

	Yes

	Yes

	Yes



	InternLM-XComposer2.5

	7B

	MLLM

	Yes

	Yes

	Yes

	Yes



	Intern-S1

	241B

	MLLM

	Yes

	Yes

	Yes

	No



	Intern-S1-mini

	8.3B

	MLLM

	Yes

	Yes

	Yes

	No



	Intern-S1-Pro

	1TB

	MLLM

	Yes

	-

	-

	No



	Qwen

	1.8B - 72B

	LLM

	Yes

	Yes

	Yes

	Yes



	Qwen1.5[1]

	1.8B - 110B

	LLM

	Yes

	Yes

	Yes

	Yes



	Qwen2[2]

	0.5B - 72B

	LLM

	Yes

	Yes*

	Yes*

	Yes



	Qwen2-MoE

	57BA14B

	LLM

	Yes

	Yes

	Yes

	Yes



	Qwen2.5[2]

	0.5B - 72B

	LLM

	Yes

	Yes*

	Yes*

	Yes



	Qwen3

	0.6B-235B

	LLM

	Yes

	Yes

	Yes*

	Yes



	Qwen3.5[3]

	0.8B-397B

	LLM

	Yes

	Yes

	No

	Yes



	Mistral[1]

	7B

	LLM

	Yes

	Yes

	Yes

	No



	Mixtral

	8x7B, 8x22B

	LLM

	Yes

	Yes

	Yes

	Yes



	DeepSeek-V2

	16B, 236B

	LLM

	Yes

	Yes

	Yes

	No



	DeepSeek-V2.5

	236B

	LLM

	Yes

	Yes

	Yes

	No



	Qwen-VL

	7B

	MLLM

	Yes

	Yes

	Yes

	Yes



	DeepSeek-VL

	7B

	MLLM

	Yes

	Yes

	Yes

	Yes



	Baichuan

	7B

	LLM

	Yes

	Yes

	Yes

	Yes



	Baichuan2

	7B

	LLM

	Yes

	Yes

	Yes

	Yes



	Code Llama

	7B - 34B

	LLM

	Yes

	Yes

	Yes

	No



	YI

	6B - 34B

	LLM

	Yes

	Yes

	Yes

	Yes



	LLaVA(1.5,1.6)

	7B - 34B

	MLLM

	Yes

	Yes

	Yes

	Yes



	InternVL

	v1.1 - v1.5

	MLLM

	Yes

	Yes

	Yes

	Yes



	InternVL2

	1-2B, 8B - 76B

	MLLM

	Yes

	Yes*

	Yes*

	Yes



	InternVL2.5(MPO)[2]

	1 - 78B

	MLLM

	Yes

	Yes*

	Yes*

	Yes



	InternVL3[2]

	1 - 78B

	MLLM

	Yes

	Yes*

	Yes*

	Yes



	InternVL3.5[3]

	1 - 241BA28B

	MLLM

	Yes

	Yes*

	Yes*

	No



	ChemVLM

	8B - 26B

	MLLM

	Yes

	Yes

	Yes

	Yes



	MiniCPM-Llama3-V-2_5

	-

	MLLM

	Yes

	Yes

	Yes

	Yes



	MiniCPM-V-2_6

	-

	MLLM

	Yes

	Yes

	Yes

	Yes



	GLM4

	9B

	LLM

	Yes

	Yes

	Yes

	Yes



	CodeGeeX4

	9B

	LLM

	Yes

	Yes

	Yes

	-



	Molmo

	7B-D,72B

	MLLM

	Yes

	Yes

	Yes

	No



	gpt-oss

	20B,120B

	LLM

	Yes

	Yes

	Yes

	Yes






“-” 表示还没有验证。


备注


	[1] turbomind 引擎不支持 window attention。所以，对于应用了 window attention，并开启了对应的开关”use_sliding_window”的模型，比如 Mistral、Qwen1.5 等，在推理时，请选择 pytorch engine


	[2] 当模型的 head_dim 非 128 时，turbomind 不支持它的 kv cache 4/8 bit 量化和推理。比如，llama3.2-1B，qwen2-0.5B，internvl2-1B 等等


	[3] turbomind 目前暂不支持 Qwen3.5 系列的视觉编码器。








PyTorchEngine CUDA 平台



	Model

	Size

	Type

	FP16/BF16

	KV INT8

	KV INT4

	W8A8

	W4A16





	Llama

	7B - 65B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Llama2

	7B - 70B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Llama3

	8B, 70B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Llama3.1

	8B, 70B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Llama3.2

	1B, 3B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Llama4

	Scout, Maverick

	MLLM

	Yes

	Yes

	Yes

	-

	-



	InternLM

	7B - 20B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	InternLM2

	7B - 20B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	InternLM2.5

	7B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	InternLM3

	8B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Intern-S1

	241B

	MLLM

	Yes

	Yes

	Yes

	Yes

	-



	Intern-S1-mini

	8.3B

	MLLM

	Yes

	Yes

	Yes

	Yes

	-



	Baichuan2

	7B

	LLM

	Yes

	Yes

	Yes

	Yes

	No



	Baichuan2

	13B

	LLM

	Yes

	Yes

	Yes

	No

	No



	ChatGLM2

	6B

	LLM

	Yes

	Yes

	Yes

	No

	No



	YI

	6B - 34B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Mistral

	7B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Mixtral

	8x7B, 8x22B

	LLM

	Yes

	Yes

	Yes

	No

	No



	QWen

	1.8B - 72B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	QWen1.5

	0.5B - 110B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	QWen1.5-MoE

	A2.7B

	LLM

	Yes

	Yes

	Yes

	No

	No



	QWen2

	0.5B - 72B

	LLM

	Yes

	Yes

	No

	Yes

	Yes



	Qwen2.5

	0.5B - 72B

	LLM

	Yes

	Yes

	No

	Yes

	Yes



	Qwen3

	0.6B - 235B

	LLM

	Yes

	Yes

	Yes*

	-

	Yes



	QWen3.5

	0.8B-397B

	MLLM

	Yes

	No

	No

	No

	No



	QWen3-Next

	80B

	LLM

	Yes

	No

	No

	No

	No



	QWen2-VL

	2B, 7B

	MLLM

	Yes

	Yes

	No

	No

	Yes



	QWen2.5-VL

	3B - 72B

	MLLM

	Yes

	No

	No

	No

	No



	QWen3-VL

	2B - 235B

	MLLM

	Yes

	No

	No

	No

	No



	DeepSeek-MoE

	16B

	LLM

	Yes

	No

	No

	No

	No



	DeepSeek-V2

	16B, 236B

	LLM

	Yes

	No

	No

	No

	No



	DeepSeek-V2.5

	236B

	LLM

	Yes

	No

	No

	No

	No



	DeepSeek-V3

	685B

	LLM

	Yes

	No

	No

	No

	No



	DeepSeek-V3.2

	685B

	LLM

	Yes

	No

	No

	No

	No



	DeepSeek-VL2

	3B - 27B

	MLLM

	Yes

	No

	No

	No

	No



	MiniCPM3

	4B

	LLM

	Yes

	Yes

	Yes

	No

	No



	MiniCPM-V-2_6

	8B

	LLM

	Yes

	No

	No

	No

	Yes



	Gemma

	2B-7B

	LLM

	Yes

	Yes

	Yes

	No

	No



	StarCoder2

	3B-15B

	LLM

	Yes

	Yes

	Yes

	No

	No



	Phi-3-mini

	3.8B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	Phi-3-vision

	4.2B

	MLLM

	Yes

	Yes

	Yes

	-

	-



	Phi-4-mini

	3.8B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes



	CogVLM-Chat

	17B

	MLLM

	Yes

	Yes

	Yes

	-

	-



	CogVLM2-Chat

	19B

	MLLM

	Yes

	Yes

	Yes

	-

	-



	LLaVA(1.5,1.6)[2]

	7B-34B

	MLLM

	No

	No

	No

	No

	No



	InternVL(v1.5)

	2B-26B

	MLLM

	Yes

	Yes

	Yes

	No

	Yes



	InternVL2

	1B-76B

	MLLM

	Yes

	Yes

	Yes

	-

	-



	InternVL2.5(MPO)

	1B-78B

	MLLM

	Yes

	Yes

	Yes

	-

	-



	InternVL3

	1B-78B

	MLLM

	Yes

	Yes

	Yes

	-

	-



	InternVL3.5

	1B-241BA28B

	MLLM

	Yes

	Yes

	Yes

	No

	No



	Mono-InternVL[1]

	2B

	MLLM

	Yes*

	Yes

	Yes

	-

	-



	ChemVLM

	8B-26B

	MLLM

	Yes

	Yes

	No

	-

	-



	Gemma2

	9B-27B

	LLM

	Yes

	Yes

	Yes

	-

	-



	Gemma3

	1B-27B

	MLLM

	Yes

	Yes

	Yes

	-

	-



	GLM-4

	9B

	LLM

	Yes

	Yes

	Yes

	No

	No



	GLM-4-0414

	9B

	LLM

	Yes

	Yes

	Yes

	-

	-



	GLM-4V

	9B

	MLLM

	Yes

	Yes

	Yes

	No

	Yes



	GLM-4.1V-Thinking

	9B

	MLLM

	Yes

	Yes

	Yes

	-

	-



	GLM-4.5

	355B

	LLM

	Yes

	Yes

	Yes

	-

	-



	GLM-4.5-Air

	106B

	LLM

	Yes

	Yes

	Yes

	-

	-



	GLM-4.7-Flash

	30B

	LLM

	Yes

	No

	No

	No

	No



	GLM-5

	754B

	LLM

	Yes

	No

	No

	No

	No



	CodeGeeX4

	9B

	LLM

	Yes

	Yes

	Yes

	-

	-



	Phi-3.5-mini

	3.8B

	LLM

	Yes

	Yes

	No

	-

	-



	Phi-3.5-MoE

	16x3.8B

	LLM

	Yes

	Yes

	No

	-

	-



	Phi-3.5-vision

	4.2B

	MLLM

	Yes

	Yes

	No

	-

	-



	SDAR

	1.7B-30B

	LLM

	Yes

	Yes

	No

	-

	-







备注


	[1] 目前，Mono-InternVL不支持FP16，因为数值不稳定。请改用BF16


	[2] 自 0.6.4 之后，PyTorch 引擎移除了对 llava 模型原始格式的支持。我们建议使用它们对应的 transformers 格式的模型。这些模型可以在 https://huggingface.co/llava-hf 中找到
自 0.11.1 起，PytorchEngine 移除了 mllama 的支持








PyTorchEngine 其他平台



	

	

	

	Atlas 800T A2

	Atlas 800T A2

	Atlas 800T A2

	Atlas 800T A2

	Atlas 300I Duo

	Atlas 800T A3

	Maca C500

	Cambricon





	Model

	Size

	Type

	FP16/BF16(eager)

	FP16/BF16(graph)

	W8A8(graph)

	W4A16(eager)

	FP16(graph)

	FP16/BF16(eager)

	BF/FP16

	BF/FP16



	Llama2

	7B - 70B

	LLM

	Yes

	Yes

	Yes

	Yes

	-

	Yes

	Yes

	Yes



	Llama3

	8B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes



	Llama3.1

	8B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes



	InternLM2

	7B - 20B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes



	InternLM2.5

	7B - 20B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes



	InternLM3

	8B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes

	Yes



	Mixtral

	8x7B

	LLM

	Yes

	Yes

	No

	No

	Yes

	-

	Yes

	Yes



	QWen1.5-MoE

	A2.7B

	LLM

	Yes

	-

	No

	No

	-

	-

	Yes

	-



	QWen2(.5)

	7B

	LLM

	Yes

	Yes

	Yes

	Yes

	Yes

	-

	Yes

	Yes



	QWen2-VL

	2B, 7B

	MLLM

	Yes

	Yes

	-

	-

	-

	-

	Yes

	No



	QWen2.5-VL

	3B - 72B

	MLLM

	Yes

	Yes

	-

	-

	Yes

	-

	Yes

	No



	QWen2-MoE

	A14.57B

	LLM

	Yes

	-

	No

	No

	-

	-

	Yes

	-



	QWen3

	0.6B-235B

	LLM

	Yes

	Yes

	No

	No

	Yes

	Yes

	Yes

	Yes



	DeepSeek-V2

	16B

	LLM

	No

	Yes

	No

	No

	-

	-

	-

	-



	InternVL(v1.5)

	2B-26B

	MLLM

	Yes

	-

	Yes

	Yes

	-

	-

	Yes

	-



	InternVL2

	1B-40B

	MLLM

	Yes

	Yes

	Yes

	Yes

	Yes

	-

	Yes

	Yes



	InternVL2.5

	1B-78B

	MLLM

	Yes

	Yes

	Yes

	Yes

	Yes

	-

	Yes

	Yes



	InternVL3

	1B-78B

	MLLM

	Yes

	Yes

	Yes

	Yes

	Yes

	-

	Yes

	Yes



	CogVLM2-chat

	19B

	MLLM

	Yes

	No

	-

	-

	-

	-

	Yes

	-



	GLM4V

	9B

	MLLM

	Yes

	No

	-

	-

	-

	-

	-

	-










            

          

      

      

    

  

  
    
    

    奖励模型
    

    

    

    

    
 
  

    
      
          
            
  
奖励模型

LMDeploy 支持以下奖励模型：



	Model

	Size

	Supported Inference Engine





	Qwen2.5-Math-RM

	72B

	PyTorch



	InternLM2-Reward

	1.8B, 7B, 20B

	PyTorch



	POLAR

	1.8B, 7B

	PyTorch







离线推理

我们以 internlm/internlm2-1_8b-reward 为例：

from transformers import AutoTokenizer
from lmdeploy import pipeline, PytorchEngineConfig

model_path = "internlm/internlm2-1_8b-reward"
chat = [
    {"role": "system", "content": "Please reason step by step, and put your final answer within \\boxed{}."},
    {"role": "user", "content": "Janet’s ducks lay 16 eggs per day. She eats three for breakfast every morning and bakes muffins for her friends every day with four. She sells the remainder at the farmers' market daily for $2 per fresh duck egg. How much in dollars does she make every day at the farmers' market?"},
    {"role": "assistant", "content": "To determine how much Janet makes from selling the duck eggs at the farmers' market, we need to follow these steps:\n\n1. Calculate the total number of eggs laid by the ducks each day.\n2. Determine how many eggs Janet eats and bakes for herself each day.\n3. Find out how many eggs are left to be sold.\n4. Calculate the revenue from selling the remaining eggs at $2 per egg.\n\nLet's start with the first step:\n\n1. Janet's ducks lay 16 eggs per day.\n\nNext, we calculate how many eggs Janet eats and bakes for herself each day:\n\n2. Janet eats 3 eggs for breakfast every morning.\n3. Janet bakes 4 eggs for her friends every day.\n\nSo, the total number of eggs Janet eats and bakes for herself each day is:\n\\[ 3 + 4 = 7 \\text{ eggs} \\]\n\nNow, we find out how many eggs are left to be sold:\n\\[ 16 - 7 = 9 \\text{ eggs} \\]\n\nFinally, we calculate the revenue from selling the remaining eggs at $2 per egg:\n\\[ 9 \\times 2 = 18 \\text{ dollars} \\]\n\nTherefore, Janet makes 18 dollars every day at the farmers' market."}
]

tokenizer = AutoTokenizer.from_pretrained(model_path, trust_remote_code=True)

conversation_str = tokenizer.apply_chat_template(
    chat,
    tokenize=False,
    add_generation_prompt=False
)

input_ids = tokenizer.encode(
    conversation_str,
    add_special_tokens=False
)


if __name__ == '__main__':
    engine_config = PytorchEngineConfig(tp=tp)
    with pipeline(model_path, backend_config=engine_config) as pipe:
        score = pipe.get_reward_score(input_ids)
        print(f'score: {score}')







在线推理

启动 API 服务：

lmdeploy serve api_server internlm/internlm2-1_8b-reward --backend pytorch





通过 /pooling 接口获取奖励分数：

curl http://0.0.0.0:23333/pooling \
  -H "Content-Type: application/json" \
  -d '{
    "model": "internlm/internlm2-1_8b-reward",
    "input": "Who are you?"
  }'









            

          

      

      

    

  

  
    
    

    LLM 离线推理 pipeline
    

    

    

    

    
 
  

    
      
          
            
  
LLM 离线推理 pipeline

本文通过一些例子展示 pipeline 的基本用法。

pipeline API 详细的接口说明，请阅读此处 [https://lmdeploy.readthedocs.io/zh-cn/latest/api/pipeline.html]


使用方法


“Hello, world” 示例

from lmdeploy import pipeline

pipe = pipeline('internlm/internlm2_5-7b-chat')
response = pipe(['Hi, pls intro yourself', 'Shanghai is'])
print(response)





在这个例子中，pipeline 默认申请一定比例显存，用来存储推理过程中产生的 k/v。比例由参数 TurbomindEngineConfig.cache_max_entry_count 控制。

LMDeploy 在研发过程中，k/v cache 比例的设定策略有变更，以下为变更记录：


	v0.2.0 <= lmdeploy <= v0.2.1

默认比例为 0.5，表示 GPU总显存的 50% 被分配给 k/v cache。 对于 7B 模型来说，如果显存小于 40G，会出现 OOM。当遇到 OOM 时，请按照下面的方法，酌情降低 k/v cache 占比：

from lmdeploy import pipeline, TurbomindEngineConfig

# 调低 k/v cache内存占比调整为总显存的 20%
backend_config = TurbomindEngineConfig(cache_max_entry_count=0.2)

pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=backend_config)
response = pipe(['Hi, pls intro yourself', 'Shanghai is'])
print(response)







	lmdeploy > v0.2.1

分配策略改为从空闲显存中按比例为 k/v cache 开辟空间。默认比例值调整为 0.8。如果遇到 OOM，类似上面的方法，请酌情减少比例值，降低 k/v cache 的内存占用量







设置多卡并行

from lmdeploy import pipeline, TurbomindEngineConfig

backend_config = TurbomindEngineConfig(tp=2)
pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=backend_config)
response = pipe(['Hi, pls intro yourself', 'Shanghai is'])
print(response)







设置随机采样参数

from lmdeploy import pipeline, GenerationConfig, TurbomindEngineConfig

backend_config = TurbomindEngineConfig(tp=2)
gen_config = GenerationConfig(top_p=0.8,
                              top_k=40,
                              temperature=0.8,
                              max_new_tokens=1024)
pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=backend_config)
response = pipe(['Hi, pls intro yourself', 'Shanghai is'],
                gen_config=gen_config)
print(response)







使用 OpenAI 格式的 prompt

from lmdeploy import pipeline, GenerationConfig, TurbomindEngineConfig

backend_config = TurbomindEngineConfig(tp=2)
gen_config = GenerationConfig(top_p=0.8,
                              top_k=40,
                              temperature=0.8,
                              max_new_tokens=1024)
pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=backend_config)
prompts = [[{
    'role': 'user',
    'content': 'Hi, pls intro yourself'
}], [{
    'role': 'user',
    'content': 'Shanghai is'
}]]
response = pipe(prompts,
                gen_config=gen_config)
print(response)







流式输出

from lmdeploy import pipeline, GenerationConfig, TurbomindEngineConfig

backend_config = TurbomindEngineConfig(tp=2)
gen_config = GenerationConfig(top_p=0.8,
                              top_k=40,
                              temperature=0.8,
                              max_new_tokens=1024)
pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=backend_config)
prompts = [[{
    'role': 'user',
    'content': 'Hi, pls intro yourself'
}], [{
    'role': 'user',
    'content': 'Shanghai is'
}]]
for item in pipe.stream_infer(prompts, gen_config=gen_config):
    print(item)







获取生成 token 的 logits

from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('internlm/internlm2_5-7b-chat')

gen_config=GenerationConfig(output_logits='generation'
                            max_new_tokens=10)
response = pipe(['Hi, pls intro yourself', 'Shanghai is'],
                gen_config=gen_config)
logits = [x.logits for x in response]







获取生成 token 最后一层的 hidden_states

from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('internlm/internlm2_5-7b-chat')

gen_config=GenerationConfig(output_last_hidden_state='generation',
                            max_new_tokens=10)
response = pipe(['Hi, pls intro yourself', 'Shanghai is'],
                gen_config=gen_config)
hidden_states = [x.last_hidden_state for x in response]







计算 ppl

from transformers import AutoTokenizer
from lmdeploy import pipeline


model_repoid_or_path = 'internlm/internlm2_5-7b-chat'
pipe = pipeline(model_repoid_or_path)
tokenizer = AutoTokenizer.from_pretrained(model_repoid_or_path, trust_remote_code=True)
messages = [
   {"role": "user", "content": "Hello, how are you?"},
]
input_ids = tokenizer.apply_chat_template(messages)

# logits is a list of tensor
logits = pipe.get_logits(input_ids)
print(logits)

# ppl is a list of float numbers
ppl = pipe.get_ppl(input_ids)
print(ppl)






备注

当 input_ids 过长时，可能会出现 OOM 错误，请小心应用
get_ppl 返回的是 cross entropy loss，没有在之后加 exp 操作





使用 PyTorchEngine

需要先安装 triton

pip install triton>=2.1.0





from lmdeploy import pipeline, GenerationConfig, PytorchEngineConfig

backend_config = PytorchEngineConfig(session_len=2048)
gen_config = GenerationConfig(top_p=0.8,
                              top_k=40,
                              temperature=0.8,
                              max_new_tokens=1024)
pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=backend_config)
prompts = [[{
    'role': 'user',
    'content': 'Hi, pls intro yourself'
}], [{
    'role': 'user',
    'content': 'Shanghai is'
}]]
response = pipe(prompts, gen_config=gen_config)
print(response)







LoRA 模型推理

from lmdeploy import pipeline, GenerationConfig, PytorchEngineConfig

backend_config = PytorchEngineConfig(session_len=2048,
                                     adapters=dict(lora_name_1='chenchi/lora-chatglm2-6b-guodegang'))
gen_config = GenerationConfig(top_p=0.8,
                              top_k=40,
                              temperature=0.8,
                              max_new_tokens=1024)
pipe = pipeline('THUDM/chatglm2-6b',
                backend_config=backend_config)
prompts = [[{
    'role': 'user',
    'content': '您猜怎么着'
}]]
response = pipe(prompts, gen_config=gen_config, adapter_name='lora_name_1')
print(response)







释放 pipeline

您可以通过调用其 close() 方法来显式释放 pipeline，或者，也可以使用 with 语句，如下所示：

from lmdeploy import pipeline

with pipeline('internlm/internlm2_5-7b-chat') as pipe:
    response = pipe(['Hi, pls intro yourself', 'Shanghai is'])
    print(response)








常见问题


	RuntimeError: An attempt has been made to start a new process before the current process has finished its bootstrapping phase.

如果你在使用 tp>1 和 pytorch 后端的时候，遇到了这个错误。请确保 python 脚本中有下面内容作为入口

if __name__ == '__main__':





一般来说，在多线程或多进程上下文中，可能需要确保初始化代码只执行一次。这时候，if __name__ == '__main__': 可以帮助确保这些初始化代码只在主程序执行，而不会在每个新创建的进程或线程中重复执行。



	自定义对话模板，请参考chat_template.md


	如果 lora 的权重有对应的对话模板，可以先注册对话模板到 lmdeploy，然后 adapter 名为对话模板名使用即可
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部署 LLM 类 openai 服务

本文主要介绍单个模型在单机多卡环境下，部署兼容 openai 接口服务的方式，以及服务接口的用法。为行文方便，我们把该服务名称为 api_server。对于多模型的并行服务，请阅读请求分发服务器一文。

在这篇文章中， 我们首先介绍服务启动的两种方法，你可以根据应用场景，选择合适的。

其次，我们重点介绍服务的 RESTful API 定义，以及接口使用的方式，并展示如何通过 Swagger UI、LMDeploy CLI 工具体验服务功能


启动服务

以 huggingface hub 上的 internlm2_5-7b-chat [https://huggingface.co/internlm/internlm2_5-7b-chat] 模型为例，你可以任选以下方式之一，启动推理服务。


方式一：使用 lmdeploy cli 工具

lmdeploy serve api_server internlm/internlm2_5-7b-chat --server-port 23333





api_server 启动时的参数可以通过命令行lmdeploy serve api_server -h查看。
比如，--tp 设置张量并行，--session-len 设置推理的最大上下文窗口长度，--cache-max-entry-count 调整 k/v cache 的内存使用比例等等。



方式二：使用 docker

使用 LMDeploy 官方镜像 [https://hub.docker.com/r/openmmlab/lmdeploy/tags]，可以运行兼容 OpenAI 的服务。下面是使用示例：

docker run --runtime nvidia --gpus all \
    -v ~/.cache/huggingface:/root/.cache/huggingface \
    --env "HUGGING_FACE_HUB_TOKEN=<secret>" \
    -p 23333:23333 \
    --ipc=host \
    openmmlab/lmdeploy:latest \
    lmdeploy serve api_server internlm/internlm2_5-7b-chat





在这个例子中，lmdeploy server api_server 的命令参数与方式一一致。

每个模型可能需要 Docker 映像中未包含的特定依赖项。如果遇到问题，您可能需要根据具体情况自行安装这些依赖项。如有疑问，请参阅特定模型的项目以获取文档。

例如，对于 Llava

FROM openmmlab/lmdeploy:latest

RUN apt-get update && apt-get install -y python3 python3-pip git

WORKDIR /app

RUN pip3 install --upgrade pip
RUN pip3 install timm
RUN pip3 install git+https://github.com/haotian-liu/LLaVA.git --no-deps

COPY . .

CMD ["lmdeploy", "serve", "api_server", "liuhaotian/llava-v1.6-34b"]







方式三：部署到Kubernetes集群

使用kubectl [https://kubernetes.io/docs/reference/kubectl/]命令行工具，连接到一个运行中Kubernetes集群并部署internlm2_5-7b-chat模型服务。下面是使用示例（需要替换<your token>为你的huggingface hub token）：

sed 's/{{HUGGING_FACE_HUB_TOKEN}}/<your token>/' k8s/deployment.yaml | kubectl create -f - \
    && kubectl create -f k8s/service.yaml





示例中模型数据来源于node上的本地磁盘（hostPath），多副本部署时考虑替换为高可用共享存储，通过PersistentVolume [https://kubernetes.io/docs/concepts/storage/persistent-volumes/]方式挂载到容器中。




RESTful API

LMDeploy 的 RESTful API 兼容了 OpenAI 以下 3 个接口：


	/v1/chat/completions


	/v1/models


	/v1/completions




服务启动后，你可以在浏览器中打开网页 http://0.0.0.0:23333，通过 Swagger UI 查看接口的详细说明，并且也可以直接在网页上操作，体验每个接口的用法，如下图所示。

[image: swagger_ui]

若需要把服务集成到自己的项目或者产品中，我们推荐以下用法：


使用 openai 接口

以下代码是通过 openai 包使用 v1/chat/completions 服务的例子。运行之前，请先安装 openai 包: pip install openai。

from openai import OpenAI
client = OpenAI(
    api_key='YOUR_API_KEY',
    base_url="http://0.0.0.0:23333/v1"
)
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
  model=model_name,
  messages=[
    {"role": "system", "content": "You are a helpful assistant."},
    {"role": "user", "content": " provide three suggestions about time management"},
  ],
    temperature=0.8,
    top_p=0.8
)
print(response)





如果你想使用异步的接口，可以尝试下面的例子：

import asyncio
from openai import AsyncOpenAI

async def main():
    client = AsyncOpenAI(api_key='YOUR_API_KEY',
                         base_url='http://0.0.0.0:23333/v1')
    model_cards = await client.models.list()._get_page()
    response = await client.chat.completions.create(
        model=model_cards.data[0].id,
        messages=[
            {
                'role': 'system',
                'content': 'You are a helpful assistant.'
            },
            {
                'role': 'user',
                'content': ' provide three suggestions about time management'
            },
        ],
        temperature=0.8,
        top_p=0.8)
    print(response)

asyncio.run(main())





关于其他 openai 接口的调用，也可以如法炮制。详情请参考 openai 官方文档 [https://platform.openai.com/docs/guides/text-generation]



使用 lmdeploy APIClient 接口

如果你想用 /v1/chat/completions 接口，你可以尝试下面代码：

from lmdeploy.serve.openai.api_client import APIClient
api_client = APIClient(f'http://{server_ip}:{server_port}')
model_name = api_client.available_models[0]
messages = [{"role": "user", "content": "Say this is a test!"}]
for item in api_client.chat_completions_v1(model=model_name, messages=messages):
    print(item)





如果你想用 /v1/completions 接口，你可以尝试：

from lmdeploy.serve.openai.api_client import APIClient
api_client = APIClient(f'http://{server_ip}:{server_port}')
model_name = api_client.available_models[0]
for item in api_client.completions_v1(model=model_name, prompt='hi'):
    print(item)







工具调用

参考 api_server_tools。



使用 Java/Golang/Rust

可以使用代码生成工具 openapi-generator-cli [https://github.com/OpenAPITools/openapi-generator-cli] 将 http://{server_ip}:{server_port}/openapi.json 转成 java/rust/golang 客户端。
下面是一个使用示例：

$ docker run -it --rm -v ${PWD}:/local openapitools/openapi-generator-cli generate -i /local/openapi.json -g rust -o /local/rust

$ ls rust/*
rust/Cargo.toml  rust/git_push.sh  rust/README.md

rust/docs:
ChatCompletionRequest.md  EmbeddingsRequest.md  HttpValidationError.md  LocationInner.md  Prompt.md
DefaultApi.md             GenerateRequest.md    Input.md                Messages.md       ValidationError.md

rust/src:
apis  lib.rs  models







使用 cURL

cURL 也可以用于查看 API 的输出结果


	查看模型列表 v1/models




curl http://{server_ip}:{server_port}/v1/models






	对话 v1/chat/completions




curl http://{server_ip}:{server_port}/v1/chat/completions \
  -H "Content-Type: application/json" \
  -d '{
    "model": "internlm-chat-7b",
    "messages": [{"role": "user", "content": "Hello! How are you?"}]
  }'






	文本补全 v1/completions




curl http://{server_ip}:{server_port}/v1/completions \
  -H 'Content-Type: application/json' \
  -d '{
  "model": "llama",
  "prompt": "two steps to build a house:"
}'








同时启动多个 api_server

两步直接启动多机多卡服务。先用下面的代码创建一个启动脚本。然后：


	启动代理服务 lmdeploy serve proxy。


	torchrun 启动脚本 torchrun --nproc_per_node 2 script.py InternLM/internlm2-chat-1_8b --proxy_url http://{proxy_node_name}:{proxy_node_port}. 注意： 多机多卡不要用默认 url 0.0.0.0:8000，我们需要输入真实ip对应的地址，如：11.25.34.55:8000。多机情况下，因为不需要子节点间的通信，所以并不需要用户指定 torchrun 的 --nnodes 等参数，只要能保证每个节点执行一次单节点的 torchrun 就行。




import os
import socket
from typing import List, Literal

import fire


def get_host_ip():
    try:
        s = socket.socket(socket.AF_INET, socket.SOCK_DGRAM)
        s.connect(('8.8.8.8', 80))
        ip = s.getsockname()[0]
    finally:
        s.close()
    return ip


def main(model_path: str,
         tp: int = 1,
         proxy_url: str = 'http://0.0.0.0:8000',
         port: int = 23333,
         backend: Literal['turbomind', 'pytorch'] = 'turbomind'):
    local_rank = int(os.environ.get('LOCAL_RANK', -1))
    world_size = int(os.environ.get('WORLD_SIZE', -1))
    local_ip = get_host_ip()
    if isinstance(port, List):
        assert len(port) == world_size
        port = port[local_rank]
    else:
        port += local_rank * 10
    if (world_size - local_rank) % tp == 0:
        rank_list = ','.join([str(local_rank + i) for i in range(tp)])
        command = f'CUDA_VISIBLE_DEVICES={rank_list} lmdeploy serve api_server {model_path} '\
                  f'--server-name {local_ip} --server-port {port} --tp {tp} '\
                  f'--proxy-url {proxy_url} --backend {backend}'
        print(f'running command: {command}')
        os.system(command)


if __name__ == '__main__':
    fire.Fire(main)






示例

为了进一步展示如何在集群环境中使用多机多卡服务。下面提供一个在火山云的用例：

#!/bin/bash
# 激活 conda 环境
source /path/to/your/home/miniconda3/bin/activate /path/to/your/home/miniconda3/envs/your_env
export HOME=/path/to/your/home
# 获取主节点IP地址（假设 MLP_WORKER_0_HOST 是主节点的IP）
MASTER_IP=${MLP_WORKER_0_HOST}
# 检查是否为主节点
if [ "${MLP_ROLE_INDEX}" -eq 0 ]; then
    # 启动 lmdeploy serve proxy 并放入后台
    echo "Starting lmdeploy serve proxy on master node..."
    PROXY_PORT=8000
    lmdeploy serve proxy --server-name ${MASTER_IP} --server-port ${PROXY_PORT} &
else
    # 这里我们默认调度平台同时启动了所有机器，否则要sleep一会，等待 proxy 启动成功
    echo "Not starting lmdeploy serve proxy on worker node ${MLP_ROLE_INDEX}."
fi
# 启动 torchrun 并放入后台
# 再次强调多机环境下并不需要传--nnodes 或者 --master-addr 等参数，相当于每个机器上执行一次单节点的 torchrun 即可。
torchrun \
--nproc_per_node=${MLP_WORKER_GPU} \
/path/to/script.py \
InternLM/internlm2-chat-1_8b 8 http://${MASTER_IP}:${PROXY_PORT}
# 打印主机的IP地址
echo "Host IP addresses:"
hostname -I








FAQ


	当返回结果结束原因为 "finish_reason":"length"，这表示回话长度超过最大值。如需调整会话支持的最大长度，可以通过启动api_server时，设置--session_len参数大小。


	当服务端显存 OOM 时，可以适当减小启动服务时的 backend_config 的 cache_max_entry_count 大小


	关于停止符，我们只支持编码后为单个 index 的字符。此外，可能存在多种 index 都会解码出带有停止符的结果。对于这种情况，如果这些 index 数量太多，我们只会采用 tokenizer 编码出的 index。而如果你想要编码后为多个 index 的停止符，可以考虑在流式客户端做字符串匹配，匹配成功后跳出流式循环即可。


	自定义对话模板，请参考chat_template.md
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Tools

LMDeploy 支持 InternLM2, InternLM2.5, Llama3.1 和 Qwen2.5模型的工具调用。请在启动 api_server 的时候使用 --tool-call-parser 指定
parser 名字。以下是支持的名字:


	internlm


	qwen


	llama3





单轮调用

启动好模型的服务后，运行下面 demo 即可。

from openai import OpenAI

tools = [
  {
    "type": "function",
    "function": {
      "name": "get_current_weather",
      "description": "Get the current weather in a given location",
      "parameters": {
        "type": "object",
        "properties": {
          "location": {
            "type": "string",
            "description": "The city and state, e.g. San Francisco, CA",
          },
          "unit": {"type": "string", "enum": ["celsius", "fahrenheit"]},
        },
        "required": ["location"],
      },
    }
  }
]
messages = [{"role": "user", "content": "What's the weather like in Boston today?"}]

client = OpenAI(api_key='YOUR_API_KEY',base_url='http://0.0.0.0:23333/v1')
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
    model=model_name,
    messages=messages,
    temperature=0.8,
    top_p=0.8,
    stream=False,
    tools=tools)
print(response)







多轮调用


InternLM

一个完整的工具链调用过程可以通过下面的例子展示。

from openai import OpenAI


def add(a: int, b: int):
    return a + b


def mul(a: int, b: int):
    return a * b


tools = [{
    'type': 'function',
    'function': {
        'name': 'add',
        'description': 'Compute the sum of two numbers',
        'parameters': {
            'type': 'object',
            'properties': {
                'a': {
                    'type': 'int',
                    'description': 'A number',
                },
                'b': {
                    'type': 'int',
                    'description': 'A number',
                },
            },
            'required': ['a', 'b'],
        },
    }
}, {
    'type': 'function',
    'function': {
        'name': 'mul',
        'description': 'Calculate the product of two numbers',
        'parameters': {
            'type': 'object',
            'properties': {
                'a': {
                    'type': 'int',
                    'description': 'A number',
                },
                'b': {
                    'type': 'int',
                    'description': 'A number',
                },
            },
            'required': ['a', 'b'],
        },
    }
}]
messages = [{'role': 'user', 'content': 'Compute (3+5)*2'}]

client = OpenAI(api_key='YOUR_API_KEY', base_url='http://0.0.0.0:23333/v1')
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
    model=model_name,
    messages=messages,
    temperature=0.8,
    top_p=0.8,
    stream=False,
    tools=tools)
print(response)
func1_name = response.choices[0].message.tool_calls[0].function.name
func1_args = response.choices[0].message.tool_calls[0].function.arguments
func1_out = eval(f'{func1_name}(**{func1_args})')
print(func1_out)

messages.append(response.choices[0].message)
messages.append({
    'role': 'tool',
    'content': f'3+5={func1_out}',
    'tool_call_id': response.choices[0].message.tool_calls[0].id
})
response = client.chat.completions.create(
    model=model_name,
    messages=messages,
    temperature=0.8,
    top_p=0.8,
    stream=False,
    tools=tools)
print(response)
func2_name = response.choices[0].message.tool_calls[0].function.name
func2_args = response.choices[0].message.tool_calls[0].function.arguments
func2_out = eval(f'{func2_name}(**{func2_args})')
print(func2_out)





实际使用 InternLM2-Chat-7B 模型执行上述例子，可以得到下面的结果：

ChatCompletion(id='1', choices=[Choice(finish_reason='tool_calls', index=0, logprobs=None, message=ChatCompletionMessage(content='', role='assistant', function_call=None, tool_calls=[ChatCompletionMessageToolCall(id='0', function=Function(arguments='{"a": 3, "b": 5}', name='add'), type='function')]))], created=1722852901, model='/nvme/shared_data/InternLM/internlm2-chat-7b', object='chat.completion', system_fingerprint=None, usage=CompletionUsage(completion_tokens=25, prompt_tokens=263, total_tokens=288))
8
ChatCompletion(id='2', choices=[Choice(finish_reason='tool_calls', index=0, logprobs=None, message=ChatCompletionMessage(content='', role='assistant', function_call=None, tool_calls=[ChatCompletionMessageToolCall(id='1', function=Function(arguments='{"a": 8, "b": 2}', name='mul'), type='function')]))], created=1722852901, model='/nvme/shared_data/InternLM/internlm2-chat-7b', object='chat.completion', system_fingerprint=None, usage=CompletionUsage(completion_tokens=25, prompt_tokens=293, total_tokens=318))
16







Llama3.1

Meta 在 Llama3 的官方用户指南 [https://llama.meta.com/docs/model-cards-and-prompt-formats/llama3_1]中宣布（注：下文为原文的中文翻译）：


有三个内置工具（brave_search、wolfram_alpha 和 code interpreter）可以使用系统提示词打开：


	Brave Search：执行网络搜索的工具调用。


	Wolfram Alpha：执行复杂数学计算的工具调用。


	Code Interpreter：使模型能够输出 Python 代码的功能。







此外，它还警告说：“注意： 我们建议使用 Llama 70B-instruct 或 Llama 405B-instruct 用于结合对话和工具调用的应用。Llama 8B-Instruct 无法可靠地在工具调用定义的同时维持对话。它可以用于零样本工具调用，但在模型和用户之间的常规对话中，应移除工具指令。”（注：引号中内容为原文的中文翻译）

因此，我们使用 Meta-Llama-3.1-70B-Instruct [https://huggingface.co/meta-llama/Meta-Llama-3.1-70B-Instruct] 来展示如何通过 LMDeploy的api_server调用模型的工具能力.

在 A100-SXM-80G 节点上，可以按照以下方式启动服务：

lmdeploy serve api_server /the/path/of/Meta-Llama-3.1-70B-Instruct/model --tp 4





有关 api_server 的详细介绍，请参考此处的详细文档。

以下代码示例展示了如何使用 “Wolfram Alpha” 工具。假设你已经在Wolfram Alpha [https://www.wolframalpha.com] 网站上注册并获取了 API 密钥。请确保拥有一个有效的 API 密钥，以便访问 Wolfram Alpha 提供的服务。

from openai import OpenAI
import requests


def request_llama3_1_service(messages):
    client = OpenAI(api_key='YOUR_API_KEY',
                    base_url='http://0.0.0.0:23333/v1')
    model_name = client.models.list().data[0].id
    response = client.chat.completions.create(
        model=model_name,
        messages=messages,
        temperature=0.8,
        top_p=0.8,
        stream=False)
    return response.choices[0].message.content


# The role of "system" MUST be specified, including the required tools
messages = [
    {
        "role": "system",
        "content": "Environment: ipython\nTools: wolfram_alpha\n\n Cutting Knowledge Date: December 2023\nToday Date: 23 Jul 2024\n\nYou are a helpful Assistant." # noqa
    },
    {
        "role": "user",
        "content": "Can you help me solve this equation: x^3 - 4x^2 + 6x - 24 = 0"  # noqa
    }
]

# send request to the api_server of llama3.1-70b and get the response
# the "assistant_response" is supposed to be:
# <|python_tag|>wolfram_alpha.call(query="solve x^3 - 4x^2 + 6x - 24 = 0")
assistant_response = request_llama3_1_service(messages)
print(assistant_response)

# Call the API of Wolfram Alpha with the query generated by the model
app_id = 'YOUR-Wolfram-Alpha-API-KEY'
params = {
    "input": assistant_response,
    "appid": app_id,
    "format": "plaintext",
    "output": "json",
}

wolframalpha_response = requests.get(
    "https://api.wolframalpha.com/v2/query",
    params=params
)
wolframalpha_response = wolframalpha_response.json()

# Append the contents obtained by the model and the wolframalpha's API
# to "messages", and send it again to the api_server
messages += [
    {
        "role": "assistant",
        "content": assistant_response
    },
    {
        "role": "ipython",
        "content": wolframalpha_response
    }
]

assistant_response = request_llama3_1_service(messages)
print(assistant_response)







Qwen2.5

Qwen2.5 支持了多工具调用，这意味着可以在一次请求中可能发起多个工具请求

from openai import OpenAI
import json

def get_current_temperature(location: str, unit: str = "celsius"):
    """Get current temperature at a location.

    Args:
        location: The location to get the temperature for, in the format "City, State, Country".
        unit: The unit to return the temperature in. Defaults to "celsius". (choices: ["celsius", "fahrenheit"])

    Returns:
        the temperature, the location, and the unit in a dict
    """
    return {
        "temperature": 26.1,
        "location": location,
        "unit": unit,
    }


def get_temperature_date(location: str, date: str, unit: str = "celsius"):
    """Get temperature at a location and date.

    Args:
        location: The location to get the temperature for, in the format "City, State, Country".
        date: The date to get the temperature for, in the format "Year-Month-Day".
        unit: The unit to return the temperature in. Defaults to "celsius". (choices: ["celsius", "fahrenheit"])

    Returns:
        the temperature, the location, the date and the unit in a dict
    """
    return {
        "temperature": 25.9,
        "location": location,
        "date": date,
        "unit": unit,
    }

def get_function_by_name(name):
    if name == "get_current_temperature":
        return get_current_temperature
    if name == "get_temperature_date":
        return get_temperature_date

tools = [{
    'type': 'function',
    'function': {
        'name': 'get_current_temperature',
        'description': 'Get current temperature at a location.',
        'parameters': {
            'type': 'object',
            'properties': {
                'location': {
                    'type': 'string',
                    'description': 'The location to get the temperature for, in the format \'City, State, Country\'.'
                },
                'unit': {
                    'type': 'string',
                    'enum': [
                        'celsius',
                        'fahrenheit'
                    ],
                    'description': 'The unit to return the temperature in. Defaults to \'celsius\'.'
                }
            },
            'required': [
                'location'
            ]
        }
    }
}, {
    'type': 'function',
    'function': {
        'name': 'get_temperature_date',
        'description': 'Get temperature at a location and date.',
        'parameters': {
            'type': 'object',
            'properties': {
                'location': {
                    'type': 'string',
                    'description': 'The location to get the temperature for, in the format \'City, State, Country\'.'
                },
                'date': {
                    'type': 'string',
                    'description': 'The date to get the temperature for, in the format \'Year-Month-Day\'.'
                },
                'unit': {
                    'type': 'string',
                    'enum': [
                        'celsius',
                        'fahrenheit'
                    ],
                    'description': 'The unit to return the temperature in. Defaults to \'celsius\'.'
                }
            },
            'required': [
                'location',
                'date'
            ]
        }
    }
}]
messages = [{'role': 'user', 'content': 'Today is 2024-11-14, What\'s the temperature in San Francisco now? How about tomorrow?'}]

client = OpenAI(api_key='YOUR_API_KEY', base_url='http://0.0.0.0:23333/v1')
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
    model=model_name,
    messages=messages,
    temperature=0.8,
    top_p=0.8,
    stream=False,
    tools=tools)
print(response.choices[0].message.tool_calls)
messages.append(response.choices[0].message)

for tool_call in response.choices[0].message.tool_calls:
    tool_call_args = json.loads(tool_call.function.arguments)
    tool_call_result =  get_function_by_name(tool_call.function.name)(**tool_call_args)
    messages.append({
        'role': 'tool',
        'name': tool_call.function.name,
        'content': tool_call_result,
        'tool_call_id': tool_call.id
    })

response = client.chat.completions.create(
    model=model_name,
    messages=messages,
    temperature=0.8,
    top_p=0.8,
    stream=False,
    tools=tools)
print(response.choices[0].message.content)






使用Qwen2.5-14B-Instruct，可以得到以下类似结果

[ChatCompletionMessageToolCall(id='0', function=Function(arguments='{"location": "San Francisco, California, USA"}', name='get_current_temperature'), type='function'),
 ChatCompletionMessageToolCall(id='1', function=Function(arguments='{"location": "San Francisco, California, USA", "date": "2024-11-15"}', name='get_temperature_date'), type='function')]

The current temperature in San Francisco, California, USA is 26.1°C. For tomorrow, 2024-11-15, the temperature is expected to be 25.9°C.





需要注意的是，多工具调用的情况下，工具调用的结果顺序会影响回答的效果，tool_call_id并没有正确给到LLM.
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Reasoning Outputs

对于支持推理能力的模型，比如 DeepSeek R1 [https://huggingface.co/deepseek-ai/DeepSeek-R1]，LMDeploy 支持在服务端解析推理结果，并通过 reasoning_content 单独返回推理内容。


使用示例


DeepSeek R1

我们可以像启动其他模型一样启动 DeepSeek R1 的 api_server，但需要额外指定 --reasoning-parser 参数。

lmdeploy serve api_server deepseek-ai/DeepSeek-R1-Distill-Qwen-1.5B --reasoning-parser deepseek-r1





然后，我们就可以在客户端调用这个服务的功能：

from openai import OpenAI

openai_api_key = "Your API key"
openai_api_base = "http://0.0.0.0:23333/v1"

client = OpenAI(
    api_key=openai_api_key,
    base_url=openai_api_base,
)

models = client.models.list()
model = models.data[0].id

messages = [{"role": "user", "content": "9.11 and 9.8, which is greater?"}]
response = client.chat.completions.create(model=model, messages=messages, stream=True)
for stream_response in response:
    print('reasoning content: ',stream_response.choices[0].delta.reasoning_content)
    print('content: ', stream_response.choices[0].delta.content)

response = client.chat.completions.create(model=model, messages=messages, stream=False)
reasoning_content = response.choices[0].message.reasoning_content
content = response.choices[0].message.content

print("reasoning_content:", reasoning_content)
print("content:", content)








自定义 parser

内置的 reasoning parser 名称包括：


	qwen-qwq


	qwen3


	intern-s1


	deepseek-r1


	deepseek-v3


	gpt-oss





说明


	deepseek-v3：仅当 enable_thinking=True 时，才会从推理模式开始解析。
当 enable_thinking 为 None（默认）时，通常不会出现推理段，输出为普通内容。


	gpt-oss：基于 OpenAI Harmony channel 解析：


	final -> content


	analysis -> reasoning_content


	commentary 且 recipient 为 functions.* -> tool_calls










添加自定义 parser

在 lmdeploy/serve/openai/reasoning_parser/ 目录下新增 parser 类，并通过 ReasoningParserManager 注册。

from lmdeploy.serve.openai.reasoning_parser import (
    ReasoningParser, ReasoningParserManager
)

@ReasoningParserManager.register_module(["example"])
class ExampleParser(ReasoningParser):
    def __init__(self, tokenizer: object, **kwargs):
        super().__init__(tokenizer, **kwargs)

    def get_reasoning_open_tag(self) -> str | None:
        return "<think>"

    def get_reasoning_close_tag(self) -> str | None:
        return "</think>"

    def starts_in_reasoning_mode(self) -> bool:
        return True





然后通过以下命令启动服务：

lmdeploy serve api_server $model_path --reasoning-parser example
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Anthropic 兼容接口

LMDeploy 提供了轻量级的 Anthropic 兼容接口，方便接入 Anthropic 风格的客户端和网关。


支持的接口


	POST /v1/messages


	POST /v1/messages/count_tokens


	GET /anthropic/v1/models






必要请求头

对于 Anthropic 的 POST 接口，请包含：


	content-type: application/json


	anthropic-version: 2023-06-01（或其他可接受的版本字符串）






说明与当前限制


	POST /v1/messages 支持文本输出、推理输出（thinking block）和工具调用输出（tool_use block）。


	工具调用需要在启动 API Server 时配置工具解析器（--tool-call-parser ...）。


	推理内容 block 的提取依赖解析器配置（与 OpenAI 兼容 chat 接口使用同一套解析器）。


	count_tokens 基于 tokenizer 和 chat template 计算，适合用于实用估算。






示例：/v1/messages

curl http://{server_ip}:{server_port}/v1/messages \
  -H "content-type: application/json" \
  -H "anthropic-version: 2023-06-01" \
  -d '{
    "model": "internlm-chat-7b",
    "max_tokens": 128,
    "messages": [{"role": "user", "content": "Hello from Anthropic client"}]
  }'







示例：带 tools 的 /v1/messages

curl http://{server_ip}:{server_port}/v1/messages \
  -H "content-type: application/json" \
  -H "anthropic-version: 2023-06-01" \
  -d '{
    "model": "internlm-chat-7b",
    "max_tokens": 128,
    "messages": [{"role": "user", "content": "Find lmdeploy docs"}],
    "tools": [{
      "name": "search",
      "description": "Search docs",
      "input_schema": {
        "type": "object",
        "properties": {
          "query": {"type": "string"}
        },
        "required": ["query"]
      }
    }],
    "tool_choice": {"type": "auto"}
  }'







流式事件（SSE）

当 stream=true 时，接口会返回 text/event-stream 事件流，常见事件包括：


	message_start


	content_block_start


	content_block_delta（text_delta、thinking_delta、input_json_delta）


	content_block_stop


	message_delta


	message_stop






示例：/v1/messages/count_tokens

curl http://{server_ip}:{server_port}/v1/messages/count_tokens \
  -H "content-type: application/json" \
  -H "anthropic-version: 2023-06-01" \
  -d '{
    "model": "internlm-chat-7b",
    "system": "You are a helpful assistant.",
    "messages": [{"role": "user", "content": "Count these tokens"}]
  }'
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LoRA 推理服务


启动 LoRA 服务

LoRA 目前只有 pytorch 后端支持。它的服务化，和其他模型服务化一样，命令都可以用 lmdeploy serve api_server -h 查看。其中 pytorch 后端支持的参数就有 LoRA 的配置内容。

PyTorch engine arguments:
  --adapters [ADAPTERS [ADAPTERS ...]]
                        Used to set path(s) of lora adapter(s). One can input key-value pairs in xxx=yyy format for multiple lora adapters. If only have one adapter, one can only input the path of the adapter.. Default:
                        None. Type: str





用户只需要将 lora 权重的 huggingface 模型路径通过字典的形式传入 --adapters 即可。

lmdeploy serve api_server THUDM/chatglm2-6b --adapters mylora=chenchi/lora-chatglm2-6b-guodegang





服务启动后，可以在 Swagger UI 中查询到两个可用的模型名字：“THUDM/chatglm2-6b” 和 “mylora”。后者是 --adapters 字典的 key。



客户端使用


CLI

使用时，OpenAI 接口参数 model 可以用来选择使用基础模型还是某个 lora 权重用于推理。下面的例子就选择使用了传入的 chenchi/lora-chatglm2-6b-guodegang 用于推理。

curl -X 'POST' \
  'http://localhost:23334/v1/chat/completions' \
  -H 'accept: application/json' \
  -H 'Content-Type: application/json' \
  -d '{
  "model": "mylora",
  "messages": [
    {
      "content": "hi",
      "role": "user"
    }
  ]
}'





可以得到一个这个 lora 权重特有的回复：

{
  "id": "2",
  "object": "chat.completion",
  "created": 1721377275,
  "model": "mylora",
  "choices": [
    {
      "index": 0,
      "message": {
        "role": "assistant",
        "content": " 很高兴哪有什么赶凳儿？（按东北语说的“起早哇”），哦，东北人都学会外语了？",
        "tool_calls": null
      },
      "logprobs": null,
      "finish_reason": "stop"
    }
  ],
  "usage": {
    "prompt_tokens": 17,
    "total_tokens": 43,
    "completion_tokens": 26
  }
}







python

from openai import OpenAI
client = OpenAI(
    api_key='YOUR_API_KEY',
    base_url="http://0.0.0.0:23333/v1"
)
model_name = 'mylora'
response = client.chat.completions.create(
  model=model_name,
  messages=[
    {"role": "user", "content": "hi"},
  ],
    temperature=0.8,
    top_p=0.8
)
print(response)





打印的响应内容为：

ChatCompletion(id='4', choices=[Choice(finish_reason='stop', index=0, logprobs=None, message=ChatCompletionMessage(content=' 很高兴能够见到你哪，我也在辐射区开了个愣儿，你呢，还活着。', role='assistant', function_call=None, tool_calls=None))], created=1721377497, model='mylora', object='chat.completion', service_tier=None, system_fingerprint=None, usage=CompletionUsage(completion_tokens=22, prompt_tokens=17, total_tokens=39))
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请求分发服务器

请求分发服务可以将多个 api_server 服务，进行并联。用户可以只需要访问代理 URL，就可以间接访问不同的 api_server 服务。代理服务内部会自动分发请求，做到负载均衡。


启动

启动代理服务：

lmdeploy serve proxy --server-name {server_name} --server-port {server_port} --routing-strategy "min_expected_latency" --serving-strategy Hybrid





启动成功后，代理服务的 URL 也会被脚本打印。浏览器访问这个 URL，可以打开 Swagger UI。
随后，用户可以在启动 api_server 服务的时候，通过 --proxy-url 命令将其直接添加到代理服务中。例如：lmdeploy serve api_server InternLM/internlm2-chat-1_8b --proxy-url http://0.0.0.0:8000。
这样，用户可以通过代理节点访问 api_server 的服务，代理节点的使用方式和 api_server 一模一样，都是兼容 OpenAI 的形式。


	/v1/models


	/v1/chat/completions


	/v1/completions






节点管理

通过 Swagger UI，我们可以看到多个 API。其中，和 api_server 节点管理相关的有：


	/nodes/status


	/nodes/add


	/nodes/remove




他们分别表示，查看所有的 api_server 服务节点，增加某个节点，删除某个节点。他们的使用方式，最直接的可以在浏览器里面直接操作。也可以通过命令行或者 python 操作。


通过 command 增删查

curl -X 'GET' \
  'http://localhost:8000/nodes/status' \
  -H 'accept: application/json'





curl -X 'POST' \
  'http://localhost:8000/nodes/add' \
  -H 'accept: application/json' \
  -H 'Content-Type: application/json' \
  -d '{
  "url": "http://0.0.0.0:23333"
}'





curl -X 'POST' \
  'http://localhost:8000/nodes/remove?node_url=http://0.0.0.0:23333' \
  -H 'accept: application/json' \
  -d ''







通过 python 脚本增删查

# 查询所有节点
import requests
url = 'http://localhost:8000/nodes/status'
headers = {'accept': 'application/json'}
response = requests.get(url, headers=headers)
print(response.text)





# 添加新节点
import requests
url = 'http://localhost:8000/nodes/add'
headers = {
    'accept': 'application/json',
    'Content-Type': 'application/json'
}
data = {"url": "http://0.0.0.0:23333"}
response = requests.post(url, headers=headers, json=data)
print(response.text)





# 删除某个节点
import requests
url = 'http://localhost:8000/nodes/remove'
headers = {'accept': 'application/json',}
params = {'node_url': 'http://0.0.0.0:23333',}
response = requests.post(url, headers=headers, data='', params=params)
print(response.text)








服务策略

LMDeploy 当前支持混合部署服务（Hybrid），以及 PD 分离部署服务（DistServe）


	Hybrid: 不区分 Prefill 和 Decoding 实例，即传统的推理部署模式。


	DistServe: 将 Prefill 和 Decoding 实例分离，部署在不同的服务节点上以实现更灵活高效的资源调度和扩展。






分发策略

代理服务目前的分发策略如下：


	random： 根据用户提供的各个 api_server 节点的处理请求的能力，进行有权重的随机。处理请求的吞吐量越大，就越有可能被分配。部分节点没有提供吞吐量，将按照其他节点的平均吞吐量对待。


	min_expected_latency： 根据每个节点现有的待处理完的请求，和各个节点吞吐能力，计算预期完成响应所需时间，时间最短的将被分配。未提供吞吐量的节点，同上。


	min_observed_latency： 根据每个节点过去一定数量的请求，处理完成所需的平均用时，用时最短的将被分配。
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VLM 离线推理 pipeline

LMDeploy 把视觉-语言模型（VLM）复杂的推理过程，抽象为简单好用的 pipeline。它的用法与大语言模型（LLM）推理 pipeline 类似。

在这个列表中，你可以查阅每个推理引擎支持的 VLM 模型。我们诚挚邀请社区在 LMDeploy 中添加更多 VLM 模型。

本文将以 OpenGVLab/InternVL2_5-8B [https://huggingface.co/OpenGVLab/InternVL2_5-8B] 模型为例，展示 VLM pipeline 的用法。你将了解它的最基础用法，以及如何通过调整引擎参数和生成条件来逐步解锁更多高级特性，如张量并行，上下文窗口大小调整，随机采样，以及对话模板的定制。

此外，我们还提供针对多图、批量提示词等场景的实际推理示例。

使用 pipeline 接口推理其他 VLM 模型，大同小异，主要区别在于模型依赖的配置和安装。你可以阅读此处 [https://lmdeploy.readthedocs.io/zh-cn/latest/multi_modal/]，查看不同模型的环境安装和配置方式


另请参阅： 多模态输入 — 涵盖所有模态（图像、视频、时序数据）的消息格式参考，包含 OpenAI 风格示例。





“Hello, world” 示例

from lmdeploy import pipeline
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2_5-8B')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)





如果在执行这个用例时，出现 ImportError 的错误，请按照提示安装相关的依赖包。

上面的例子中，推理时的提示词是 (prompt, image) 的 tuple 结构。除了这种结构外，pipeline 支持 openai 格式的提示词：

from lmdeploy import pipeline

pipe = pipeline('OpenGVLab/InternVL2_5-8B')

prompts = [
    {
        'role': 'user',
        'content': [
            {'type': 'text', 'text': 'describe this image'},
            {'type': 'image_url', 'image_url': {'url': 'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg'}}
        ]
    }
]
response = pipe(prompts)
print(response)






设置多卡并行

设置引擎参数 tp，可激活多卡并行能力

from lmdeploy import pipeline, TurbomindEngineConfig
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2_5-8B',
                backend_config=TurbomindEngineConfig(tp=2))

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)







设置上下文长度

创建 pipeline 时，通过设置引擎参数 session_len，可以定制上下文窗口的最大长度

from lmdeploy import pipeline, TurbomindEngineConfig
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2_5-8B',
                backend_config=TurbomindEngineConfig(session_len=8192))

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)







设置随机采样参数

可通过传入 GenerationConfig 修改 pipeline 的生成接口中的默认采样参数。

from lmdeploy import pipeline, GenerationConfig, TurbomindEngineConfig
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2_5-8B',
                backend_config=TurbomindEngineConfig(tp=2, session_len=8192))
gen_config = GenerationConfig(top_k=40, top_p=0.8, temperature=0.6)
image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image), gen_config=gen_config)
print(response)







自定义图片 token 的位置

默认情况下，LMDeploy 会根据算法 repo 提供的对话模版将表示图片的特殊 token 插入到 user prompt 中，但在一些模型中，图片 token 的位置并没有限制，如 deepseek-vl，或者用户需要自定义图片 token 插入的位置。这种情况下，用户需要手动将表示图片的 token 插入到 prompt 中。LMDeploy 使用 <IMAGE_TOKEN> 作为表示图片的特殊 token。

from lmdeploy import pipeline
from lmdeploy.vl import load_image
from lmdeploy.vl.constants import IMAGE_TOKEN

pipe = pipeline('deepseek-ai/deepseek-vl-1.3b-chat')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe((f'describe this image{IMAGE_TOKEN}', image))
print(response)







设置对话模板

推理时，LMDeploy 会根据模型路径匹配内置的对话模板，并把对话模板应用到输入的提示词上。如果用户使用的是本地模型，并且模型文件夹名字与官方模型不一致时，需要手动指定对话模版。以 llava-v1.5-7b [https://huggingface.co/liuhaotian/llava-v1.5-7b] 为例，官方使用 ‘llava-v1’ [https://github.com/haotian-liu/LLaVA/blob/v1.2.2/llava/conversation.py#L325-L335] 对话模版，如果本地文件夹名字不是 llava-v1.5-7b，可以按照如下方式使用。

from lmdeploy import pipeline, ChatTemplateConfig
from lmdeploy.vl import load_image
pipe = pipeline('local_model_folder',
                chat_template_config=ChatTemplateConfig(model_name='llava-v1'))
image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)





关于如何自定义对话模版，请参考这里



设置视觉模型参数

可通过设置 VisionConfig 修改视觉模型默认参数

from lmdeploy import pipeline, VisionConfig
from lmdeploy.vl import load_image
vision_config=VisionConfig(max_batch_size=16)
pipe = pipeline('liuhaotian/llava-v1.5-7b', vision_config=vision_config)
image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)







获取生成 token 的 logits

from lmdeploy import pipeline, GenerationConfig
from lmdeploy.vl import load_image
pipe = pipeline('OpenGVLab/InternVL2_5-8B')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')

response = pipe(('describe this image', image),
                gen_config=GenerationConfig(output_logits='generation'))
logits = response.logits
print(logits)








多图推理

对于多图的场景，在推理时，只要把它们放在一个列表中即可。不过，多图意味着输入 token 数更多，所以通常需要增大推理的上下文长度

from lmdeploy import pipeline, TurbomindEngineConfig
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2_5-8B',
                backend_config=TurbomindEngineConfig(session_len=8192))

image_urls=[
    'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/demo/resources/human-pose.jpg',
    'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/demo/resources/det.jpg'
]

images = [load_image(img_url) for img_url in image_urls]
response = pipe(('describe these images', images))
print(response)







提示词批处理

做批量提示词推理非常简单，只要把它们放在一个 list 结构中：

from lmdeploy import pipeline, TurbomindEngineConfig
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2_5-8B',
                backend_config=TurbomindEngineConfig(session_len=8192))

image_urls=[
    "https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/demo/resources/human-pose.jpg",
    "https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/demo/resources/det.jpg"
]
prompts = [('describe this image', load_image(img_url)) for img_url in image_urls]
response = pipe(prompts)
print(response)







多轮对话

pipeline 进行多轮对话有两种方式，一种是按照 openai 的格式来构造 messages，另外一种是使用 pipeline.chat 接口。

from lmdeploy import pipeline, TurbomindEngineConfig, GenerationConfig
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2_5-8B',
                backend_config=TurbomindEngineConfig(session_len=8192))

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/demo/resources/human-pose.jpg')
gen_config = GenerationConfig(top_k=40, top_p=0.8, temperature=0.6)
sess = pipe.chat(('describe this image', image), gen_config=gen_config)
print(sess.response.text)
sess = pipe.chat('What is the woman doing?', session=sess, gen_config=gen_config)
print(sess.response.text)






释放 pipeline

您可以通过调用其 close() 方法来显式释放 pipeline，或者，也可以使用 with 语句，如下所示：

from lmdeploy import pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image

with pipeline('OpenGVLab/InternVL2_5-8B') as pipe:
    image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
    response = pipe(('describe this image', image))
    print(response)

# Clear the torch cache and perform garbage collection if needed
import torch
import gc
torch.cuda.empty_cache()
gc.collect()
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部署 VLM 类 openai 服务

本文主要介绍单个VL模型在单机多卡环境下，部署兼容 openai 接口服务的方式，以及服务接口的用法。为行文方便，我们把该服务名称为 api_server。对于多模型的并行服务，请阅读请求分发服务器一文。

在这篇文章中， 我们首先介绍服务启动的两种方法，你可以根据应用场景，选择合适的。

其次，我们重点介绍服务的 RESTful API 定义，以及接口使用的方式，并展示如何通过 Swagger UI、LMDeploy CLI 工具体验服务功能


启动服务

以 huggingface hub 上的 llava-v1.6-vicuna-7b [https://huggingface.co/liuhaotian/llava-v1.6-vicuna-7b] 模型为例，你可以任选以下方式之一，启动推理服务。


方式一：使用 lmdeploy cli 工具

lmdeploy serve api_server liuhaotian/llava-v1.6-vicuna-7b --server-port 23333





api_server 启动时的参数可以通过命令行lmdeploy serve api_server -h查看。
比如，--tp 设置张量并行，--session-len 设置推理的最大上下文窗口长度，--cache-max-entry-count 调整 k/v cache 的内存使用比例等等。



方式二：使用 docker

使用 LMDeploy 官方镜像 [https://hub.docker.com/r/openmmlab/lmdeploy/tags]，可以运行兼容 OpenAI 的服务。下面是使用示例：

docker run --runtime nvidia --gpus all \
    -v ~/.cache/huggingface:/root/.cache/huggingface \
    --env "HUGGING_FACE_HUB_TOKEN=<secret>" \
    -p 23333:23333 \
    --ipc=host \
    openmmlab/lmdeploy:latest \
    lmdeploy serve api_server liuhaotian/llava-v1.6-vicuna-7b





在这个例子中，lmdeploy server api_server 的命令参数与方式一一致。




RESTful API

LMDeploy 的 RESTful API 兼容了 OpenAI 以下 3 个接口：


	/v1/chat/completions


	/v1/models


	/v1/completions




其中使用图片交互的接口是 /v1/chat/completions，与 OpenAI 的一致。
服务启动后，你可以在浏览器中打开网页 http://0.0.0.0:23333，通过 Swagger UI 查看接口的详细说明，并且也可以直接在网页上操作，体验每个接口的用法，如下图所示。

[image: swagger_ui]

若需要把服务集成到自己的项目或者产品中，我们推荐以下用法：


使用 openai 接口

以下代码是通过 openai 包使用 v1/chat/completions 服务的例子。运行之前，请先安装 openai 包: pip install openai。

from openai import OpenAI

client = OpenAI(api_key='YOUR_API_KEY', base_url='http://0.0.0.0:23333/v1')
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role':
        'user',
        'content': [{
            'type': 'text',
            'text': 'Describe the image please',
        }, {
            'type': 'image_url',
            'image_url': {
                'url':
                'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg',
            },
        }],
    }],
    temperature=0.8,
    top_p=0.8)
print(response)







使用 lmdeploy APIClient 接口

如果你想用 /v1/chat/completions 接口，你可以尝试下面代码：

from lmdeploy.serve.openai.api_client import APIClient

api_client = APIClient(f'http://0.0.0.0:23333')
model_name = api_client.available_models[0]
messages = [{
    'role':
    'user',
    'content': [{
        'type': 'text',
        'text': 'Describe the image please',
    }, {
        'type': 'image_url',
        'image_url': {
            'url':
            'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg',
        },
    }]
}]
for item in api_client.chat_completions_v1(model=model_name,
                                           messages=messages):
    print(item)







使用 Java/Golang/Rust

可以使用代码生成工具 openapi-generator-cli [https://github.com/OpenAPITools/openapi-generator-cli] 将 http://{server_ip}:{server_port}/openapi.json 转成 java/rust/golang 客户端。
下面是一个使用示例：

$ docker run -it --rm -v ${PWD}:/local openapitools/openapi-generator-cli generate -i /local/openapi.json -g rust -o /local/rust

$ ls rust/*
rust/Cargo.toml  rust/git_push.sh  rust/README.md

rust/docs:
ChatCompletionRequest.md  EmbeddingsRequest.md  HttpValidationError.md  LocationInner.md  Prompt.md
DefaultApi.md             GenerateRequest.md    Input.md                Messages.md       ValidationError.md

rust/src:
apis  lib.rs  models
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视觉语言模型


指南


	多模态输入
	纯文本

	单张图像

	多张图像

	单个视频

	多个视频

	图像与视频混合

	时序数据

	本地文件与 Base64

	处理器与 IO 参数










示例


	DeepSeek-VL2
	简介

	快速开始





	LLaVA
	安装

	离线推理

	在线服务





	InternVL
	安装

	离线推理

	在线服务





	InternLM-XComposer-2.5
	简介

	快速开始

	Lora 模型

	量化

	更多使用例子





	cogvlm
	简介

	快速开始





	MiniCPM-V
	安装

	离线推理

	在线服务





	Phi-3 Vision
	简介

	安装

	离线推理 pipeline

	在线服务





	Qwen2-VL
	安装

	离线推理

	在线服务





	Qwen2.5-VL
	安装

	离线推理





	Qwen2-VL
	安装

	离线推理

	在线服务





	Gemma3
	简介

	快速开始
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多模态输入

LMDeploy 使用 OpenAI 消息格式处理所有模态。消息中的每个内容项都是一个包含 type 字段的字典，该字段决定了数据的解码方式。

快速参考：



	模态

	type 字段

	URL 字段





	文本

	text

	—



	图像

	image_url

	image_url.url



	视频

	video_url

	video_url.url



	时序数据

	time_series_url

	time_series_url.url






以下示例均面向 lmdeploy 兼容 OpenAI 的 API 服务。启动服务：

lmdeploy serve api_server <model_path> --server-port 23333








纯文本


完整示例
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [{
            'type': 'text',
            'text': '你是谁？',
        }],
    }],
    temperature=0.8,
    top_p=0.8,
)
print(response.choices[0].message.content)










单张图像


完整示例
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'image_url',
                'image_url': {
                    'url': 'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg',
                },
            },
            {
                'type': 'text',
                'text': '描述这张图片。',
            },
        ],
    }],
    temperature=0.8,
    top_p=0.8,
)
print(response.choices[0].message.content)










多张图像


完整示例
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'image_url',
                'image_url': {
                    'url': 'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg',
                },
            },
            {
                'type': 'image_url',
                'image_url': {
                    'url': 'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg',
                },
            },
            {
                'type': 'text',
                'text': '比较这两张图片，有哪些相似点和不同点？',
            },
        ],
    }],
    temperature=0.8,
    top_p=0.8,
)
print(response.choices[0].message.content)










单个视频


注意： 原生视频输入目前仅支持 Qwen3-VL、Qwen3.5 和 InternS1-Pro 模型。





完整示例
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

video_url = 'https://qianwen-res.oss-cn-beijing.aliyuncs.com/Qwen2-VL/space_woaudio.mp4'

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'video_url',
                'video_url': {
                    'url': video_url,
                },
            },
            {
                'type': 'text',
                'text': '这个视频里有什么？',
            },
        ],
    }],
    temperature=0.8,
    top_p=0.8,
    max_completion_tokens=256,
)
print(response.choices[0].message.content)










多个视频


注意： 原生视频输入目前仅支持 Qwen3-VL、Qwen3.5 和 InternS1-Pro 模型。





完整示例
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

video_url_1 = 'https://qianwen-res.oss-cn-beijing.aliyuncs.com/Qwen2-VL/space_woaudio.mp4'
video_url_2 = 'https://qianwen-res.oss-cn-beijing.aliyuncs.com/Qwen2-VL/space_woaudio.mp4'

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'video_url',
                'video_url': {'url': video_url_1},
            },
            {
                'type': 'video_url',
                'video_url': {'url': video_url_2},
            },
            {
                'type': 'text',
                'text': '比较这两个视频，有哪些相似点和不同点？',
            },
        ],
    }],
    temperature=0.8,
    top_p=0.8,
    max_completion_tokens=256,
)
print(response.choices[0].message.content)










图像与视频混合


注意： 原生视频输入目前仅支持 Qwen3-VL、Qwen3.5 和 InternS1-Pro 模型。





完整示例
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

image_url = 'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg'
video_url = 'https://qianwen-res.oss-cn-beijing.aliyuncs.com/Qwen2-VL/space_woaudio.mp4'

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'image_url',
                'image_url': {'url': image_url},
            },
            {
                'type': 'video_url',
                'video_url': {'url': video_url},
            },
            {
                'type': 'text',
                'text': '描述这张图片和这个视频。',
            },
        ],
    }],
    temperature=0.8,
    top_p=0.8,
    max_completion_tokens=256,
)
print(response.choices[0].message.content)










时序数据


注意： 时序数据输入目前仅支持 InternS1-Pro 模型。




time_series_url 内容项需要在 URL 之外额外提供 sampling_rate 字段（单位：Hz）。


完整示例
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'text',
                'text': '请判断是否发生了地震事件，若有请指出P波和S波的起始索引。',
            },
            {
                'type': 'time_series_url',
                'time_series_url': {
                    'url': 'https://raw.githubusercontent.com/CUHKSZzxy/Online-Data/main/0092638_seism.npy',
                    'sampling_rate': 100,
                },
            },
        ],
    }],
    temperature=0.8,
    top_p=0.8,
    max_completion_tokens=256,
)
print(response.choices[0].message.content)










本地文件与 Base64

除 HTTP URL 外，lmdeploy 还支持：


	本地文件路径，使用 file:// 协议：file:///absolute/path/to/file.jpg


	Base64 编码数据，使用 data URL：data:<mime>;base64,<encoded_data>




可使用 lmdeploy.vl.utils 中的工具函数对本地文件进行编码：


本地文件路径示例
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'image_url',
                'image_url': {
                    'url': 'file:///path/to/your/image.jpg',
                },
            },
            {'type': 'text', 'text': '描述这张图片。'},
        ],
    }],
)
print(response.choices[0].message.content)







Base64 编码示例（图像）
from openai import OpenAI
from lmdeploy.vl.utils import encode_image_base64

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

b64 = encode_image_base64('/path/to/your/image.jpg')
image_url = f'data:image/jpeg;base64,{b64}'

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'image_url',
                'image_url': {'url': image_url},
            },
            {'type': 'text', 'text': '描述这张图片。'},
        ],
    }],
)
print(response.choices[0].message.content)







Base64 编码示例（视频）
from openai import OpenAI
from lmdeploy.vl.utils import encode_video_base64

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

# num_frames 控制编码前采样的帧数
b64 = encode_video_base64('/path/to/your/video.mp4', num_frames=16)
video_url = f'data:video/mp4;base64,{b64}'

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {
                'type': 'video_url',
                'video_url': {'url': video_url},
            },
            {'type': 'text', 'text': '描述这个视频。'},
        ],
    }],
)
print(response.choices[0].message.content)







Base64 编码示例（时序数据）
from openai import OpenAI
from lmdeploy.vl.utils import encode_time_series_base64

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

b64 = encode_time_series_base64('/path/to/your/data.npy')
ts_url = f'data:application/octet-stream;base64,{b64}'

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {'type': 'text', 'text': '分析这段时序数据。'},
            {
                'type': 'time_series_url',
                'time_series_url': {
                    'url': ts_url,
                    'sampling_rate': 100,
                },
            },
        ],
    }],
)
print(response.choices[0].message.content)










处理器与 IO 参数

两个可选参数用于控制媒体处理行为：


	mm_processor_kwargs：控制视觉 token 的分辨率（每张图片或视频帧的最小/最大像素数）


	media_io_kwargs：控制媒体加载方式（如视频帧采样率和帧数）




两者均通过 extra_body 作为请求体中的额外字段传入 API，或在使用 pipeline API 时直接传给 pipe()。


API 服务示例（extra_body）
from openai import OpenAI

client = OpenAI(api_key='EMPTY', base_url='http://localhost:23333/v1')
model_name = client.models.list().data[0].id

video_url = 'https://qianwen-res.oss-cn-beijing.aliyuncs.com/Qwen2-VL/space_woaudio.mp4'

response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role': 'user',
        'content': [
            {'type': 'video_url', 'video_url': {'url': video_url}},
            {'type': 'text', 'text': '描述这个视频。'},
        ],
    }],
    max_completion_tokens=256,
    extra_body={
        'mm_processor_kwargs': {
            'video': {
                'min_pixels': 4 * 32 * 32,
                'max_pixels': 256 * 32 * 32,
            },
        },
        'media_io_kwargs': {
            'video': {
                'num_frames': 16,
                'fps': 2,
            },
        },
    },
)
print(response.choices[0].message.content)







Pipeline API 等价写法
from lmdeploy import pipeline, PytorchEngineConfig

pipe = pipeline('<model_path>', backend_config=PytorchEngineConfig(tp=1))

video_url = 'https://qianwen-res.oss-cn-beijing.aliyuncs.com/Qwen2-VL/space_woaudio.mp4'

messages = [{
    'role': 'user',
    'content': [
        {'type': 'video_url', 'video_url': {'url': video_url}},
        {'type': 'text', 'text': '描述这个视频。'},
    ],
}]

response = pipe(
    messages,
    mm_processor_kwargs={
        'video': {
            'min_pixels': 4 * 32 * 32,
            'max_pixels': 256 * 32 * 32,
        },
    },
    media_io_kwargs={
        'video': {
            'num_frames': 16,
            'fps': 2,
        },
    },
)
print(response)
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DeepSeek-VL2


简介

DeepSeek-VL2 是一系列先进的 MoE 视觉-语言模型，相较于其前身 DeepSeek-VL 有了显著的改进。
DeepSeek-VL2 在各种任务中展现出卓越的能力，包括但不限于视觉问答、OCR、文档/表格/图表理解以及视觉定位。

LMDeploy 目前在 Pytorch 引擎中支持 deepseek-vl2-tiny [https://huggingface.co/deepseek-ai/deepseek-vl2-tiny], deepseek-vl2-small [https://huggingface.co/deepseek-ai/deepseek-vl2-small] 和 deepseek-vl2 [https://huggingface.co/deepseek-ai/deepseek-vl2] 。



快速开始

请参考安装文档安装 LMDeploy。


准备

在使用 LMDeploy 部署 DeepSeek-VL2 模型时，您必须安装官方的 GitHub 仓库以及一些相关的第三方库。这是因为 LMDeploy 会复用官方仓库中提供的图像处理功能。

pip install git+https://github.com/deepseek-ai/DeepSeek-VL2.git --no-deps
pip install attrdict timm 'transformers<4.48.0'





值得注意的是，如果使用 transformers>=4.48.0，可能会出现失败的情况，详情可以参考此 Issue [https://github.com/deepseek-ai/DeepSeek-VL2/issues/45]。



离线推理 pipeline

以下是使用pipeline进行离线推理的示例，更多用法参考VLM离线推理 pipeline。

为了构建有效的、包含图像输入的 DeepSeek-VL2 提示词，用户应手动插入 <IMAGE_TOKEN>

from lmdeploy import pipeline
from lmdeploy.vl import load_image


if __name__ == "__main__":
    pipe = pipeline('deepseek-ai/deepseek-vl2-tiny')

    image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
    response = pipe(('<IMAGE_TOKEN>describe this image', image))
    print(response)
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LLaVA

LMDeploy 支持以下 LLaVA 系列模型，具体如下表所示：



	模型

	大小

	支持的推理引擎





	llava-hf/Llava-interleave-qwen-7b-hf

	7B

	TurboMind, PyTorch



	llava-hf/llava-1.5-7b-hf

	7B

	TurboMind, PyTorch



	llava-hf/llava-v1.6-mistral-7b-hf

	7B

	PyTorch



	llava-hf/llava-v1.6-vicuna-7b-hf

	7B

	PyTorch



	liuhaotian/llava-v1.6-vicuna-7b

	7B

	TurboMind



	liuhaotian/llava-v1.6-mistral-7b

	7B

	TurboMind






接下来的章节将演示如何使用 LMDeploy 部署 LLaVA 模型，并以 llava-hf/llava-interleave [https://huggingface.co/llava-hf/llava-interleave-qwen-7b-hf] 为例。


备注

自 0.6.4 之后，PyTorch 引擎移除了对 llava 原始模型的支持。我们建议使用它们对应的 transformers 格式的模型。这些模型可以在 https://huggingface.co/llava-hf 中找到




安装

请按照安装指南安装 LMDeploy。

或者，您也可以使用官方的 Docker 镜像：

docker pull openmmlab/lmdeploy:latest







离线推理

以下示例代码展示了 VLM pipeline 的基本用法。有关详细信息，请参考 VLM 离线推理流程。

from lmdeploy import GenerationConfig, TurbomindEngineConfig, pipeline
from lmdeploy.vl import load_image

pipe = pipeline("llava-hf/llava-interleave-qwen-7b-hf", backend_config=TurbomindEngineConfig(cache_max_entry_count=0.5),
    gen_config=GenerationConfig(max_new_tokens=512))

image = load_image('https://qianwen-res.oss-cn-beijing.aliyuncs.com/Qwen-VL/assets/demo.jpeg')
prompt = 'Describe the image.'
print(f'prompt:{prompt}')
response = pipe((prompt, image))
print(response)





更多示例：


  多图片多轮对话，组合图片
from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('llava-hf/llava-interleave-qwen-7b-hf', log_level='INFO')
messages = [
    dict(role='user', content=[
        dict(type='text', text='Describe the two images in detail.'),
        dict(type='image_url', image_url=dict(url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Beijing_Small.jpeg')),
        dict(type='image_url', image_url=dict(url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Chongqing_Small.jpeg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))








在线服务

可以使用 lmdeploy serve api_server CLI 启动服务器：

lmdeploy serve api_server llava-hf/llava-interleave-qwen-7b-hf





或者，使用前面提到的 Docker 镜像启动服务：

docker run --runtime nvidia --gpus all \
    -v ~/.cache/huggingface:/root/.cache/huggingface \
    --env "HUGGING_FACE_HUB_TOKEN=<secret>" \
    -p 23333:23333 \
    --ipc=host \
    openmmlab/lmdeploy:latest \
    lmdeploy serve api_server llava-hf/llava-interleave-qwen-7b-hf





采用 Docker Compose 部署也是一种常见选择。在 lmdeploy 项目的根目录创建 docker-compose.yml 文件，如下：

version: '3.5'

services:
  lmdeploy:
    container_name: lmdeploy
    image: openmmlab/lmdeploy:latest
    ports:
      - "23333:23333"
    environment:
      HUGGING_FACE_HUB_TOKEN: <secret>
    volumes:
      - ~/.cache/huggingface:/root/.cache/huggingface
    stdin_open: true
    tty: true
    ipc: host
    command: lmdeploy serve api_server llava-hf/llava-interleave-qwen-7b-hf
    deploy:
      resources:
        reservations:
          devices:
            - driver: nvidia
              count: "all"
              capabilities: [gpu]





然后，可以执行以下命令启动服务：

docker-compose up -d





当运行 docker logs -f lmdeploy 后看到如下日志，说明服务启动成功：

HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
INFO:     Started server process [2439]
INFO:     Waiting for application startup.
INFO:     Application startup complete.
INFO:     Uvicorn running on  http://0.0.0.0:23333  (Press CTRL+C to quit)





可以通过 lmdeploy serve api_server -h 查看 lmdeploy serve api_server 的参数详情。

关于 api_server 以及如何访问服务的更多信息可以在这里找到。
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InternVL

LMDeploy 支持 InternVL 系列模型，具体如下：



	Model

	Size

	Supported Inference Engine





	InternVL

	13B-19B

	TurboMind



	InternVL1.5

	2B-26B

	TurboMind, PyTorch



	InternVL2

	4B

	PyTorch



	InternVL2

	1B-2B, 8B-76B

	TurboMind, PyTorch



	InternVL2.5/2.5-MPO/3

	1B-78B

	TurboMind, PyTorch



	Mono-InternVL

	2B

	PyTorch






本文将以InternVL2-8B [https://huggingface.co/OpenGVLab/InternVL2-8B]为例，演示使用 LMDeploy 部署 InternVL 系列模型的方法。


安装

请参考安装文档安装 LMDeploy，并安装上游 InternVL 模型库需的依赖。

pip install timm
# 建议从https://github.com/Dao-AILab/flash-attention/releases寻找和环境匹配的whl包
pip install flash-attn





或者，你可以为 InternVL 的推理构建 docker image。如果，宿主机器上的 CUDA 版本 >=12.4，你可以执行如下命令构建镜像：

git clone https://github.com/InternLM/lmdeploy.git
cd lmdeploy
docker build --build-arg CUDA_VERSION=cu12 -t openmmlab/lmdeploy:internvl . -f ./docker/InternVL_Dockerfile





否则的话，可以基于 LMDeploy cu11 的镜像来构建：

docker build --build-arg CUDA_VERSION=cu11 -t openmmlab/lmdeploy:internvl . -f ./docker/InternVL_Dockerfile







离线推理

以下是使用 pipeline 进行离线推理的示例，更多用法参考VLM离线推理 pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image

pipe = pipeline('OpenGVLab/InternVL2-8B')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe((f'describe this image', image))
print(response)





更多例子如下：


  
    多图多轮对话，拼接图像
  
from lmdeploy import pipeline, GenerationConfig
from lmdeploy.vl.constants import IMAGE_TOKEN

pipe = pipeline('OpenGVLab/InternVL2-8B', log_level='INFO')
messages = [
    dict(role='user', content=[
        dict(type='text', text=f'{IMAGE_TOKEN}{IMAGE_TOKEN}\nDescribe the two images in detail.'),
        dict(type='image_url', image_url=dict(max_dynamic_patch=12, url='https://raw.githubusercontent.com/OpenGVLab/InternVL/main/internvl_chat/examples/image1.jpg')),
        dict(type='image_url', image_url=dict(max_dynamic_patch=12, url='https://raw.githubusercontent.com/OpenGVLab/InternVL/main/internvl_chat/examples/image2.jpg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))







  
    多图多轮对话，独立图像
  
from lmdeploy import pipeline, GenerationConfig
from lmdeploy.vl.constants import IMAGE_TOKEN

pipe = pipeline('OpenGVLab/InternVL2-8B', log_level='INFO')
messages = [
    dict(role='user', content=[
        dict(type='text', text=f'Image-1: {IMAGE_TOKEN}\nImage-2: {IMAGE_TOKEN}\nDescribe the two images in detail.'),
        dict(type='image_url', image_url=dict(max_dynamic_patch=12, url='https://raw.githubusercontent.com/OpenGVLab/InternVL/main/internvl_chat/examples/image1.jpg')),
        dict(type='image_url', image_url=dict(max_dynamic_patch=12, url='https://raw.githubusercontent.com/OpenGVLab/InternVL/main/internvl_chat/examples/image2.jpg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))







  
    视频多轮对话
  
import numpy as np
from lmdeploy import pipeline, GenerationConfig
from decord import VideoReader, cpu
from lmdeploy.vl.constants import IMAGE_TOKEN
from lmdeploy.vl import encode_image_base64
from PIL import Image
pipe = pipeline('OpenGVLab/InternVL2-8B', log_level='INFO')


def get_index(bound, fps, max_frame, first_idx=0, num_segments=32):
    if bound:
        start, end = bound[0], bound[1]
    else:
        start, end = -100000, 100000
    start_idx = max(first_idx, round(start * fps))
    end_idx = min(round(end * fps), max_frame)
    seg_size = float(end_idx - start_idx) / num_segments
    frame_indices = np.array([
        int(start_idx + (seg_size / 2) + np.round(seg_size * idx))
        for idx in range(num_segments)
    ])
    return frame_indices


def load_video(video_path, bound=None, num_segments=32):
    vr = VideoReader(video_path, ctx=cpu(0), num_threads=1)
    max_frame = len(vr) - 1
    fps = float(vr.get_avg_fps())
    frame_indices = get_index(bound, fps, max_frame, first_idx=0, num_segments=num_segments)
    imgs = []
    for frame_index in frame_indices:
        img = Image.fromarray(vr[frame_index].asnumpy()).convert('RGB')
        imgs.append(img)
    return imgs


video_path = 'red-panda.mp4'
imgs = load_video(video_path, num_segments=8)

question = ''
for i in range(len(imgs)):
    question = question + f'Frame{i+1}: {IMAGE_TOKEN}\n'

question += 'What is the red panda doing?'

content = [{'type': 'text', 'text': question}]
for img in imgs:
    content.append({'type': 'image_url', 'image_url': {'max_dynamic_patch': 1, 'url': f'data:image/jpeg;base64,{encode_image_base64(img)}'}})

messages = [dict(role='user', content=content)]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='Describe this video in detail. Don\'t repeat.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))








在线服务

你可以通过 lmdeploy serve api_server CLI 工具启动服务：

lmdeploy serve api_server OpenGVLab/InternVL2-8B





也可以基于前文构建的 docker image 启动服务：

docker run --runtime nvidia --gpus all \
    -v ~/.cache/huggingface:/root/.cache/huggingface \
    --env "HUGGING_FACE_HUB_TOKEN=<secret>" \
    -p 23333:23333 \
    --ipc=host \
    openmmlab/lmdeploy:internvl \
    lmdeploy serve api_server OpenGVLab/InternVL2-8B





Docker compose 的方式也是一种选择。在 LMDeploy 代码库的根目录下创建docker-compose.yml文件，内容参考如下：

version: '3.5'

services:
  lmdeploy:
    container_name: lmdeploy
    image: openmmlab/lmdeploy:internvl
    ports:
      - "23333:23333"
    environment:
      HUGGING_FACE_HUB_TOKEN: <secret>
    volumes:
      - ~/.cache/huggingface:/root/.cache/huggingface
    stdin_open: true
    tty: true
    ipc: host
    command: lmdeploy serve api_server OpenGVLab/InternVL2-8B
    deploy:
      resources:
        reservations:
          devices:
            - driver: nvidia
              count: "all"
              capabilities: [gpu]





然后，你就可以执行命令启动服务了：

docker-compose up -d





通过docker logs -f lmdeploy可以查看启动的日志信息，如果发现类似下方的日志信息，就表明服务启动成功了。

HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
INFO:     Started server process [2439]
INFO:     Waiting for application startup.
INFO:     Application startup complete.
INFO:     Uvicorn running on  http://0.0.0.0:23333  (Press CTRL+C to quit)





有关 lmdeploy serve api_server 的详细参数可以通过lmdeploy serve api_server -h查阅。

关于 api_server 更多的介绍，以及访问 api_server 的方法，请阅读此处
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InternLM-XComposer-2.5


简介

InternLM-XComposer-2.5 [https://github.com/InternLM/InternLM-XComposer] 是基于书生·浦语2大语言模型研发的突破性的图文多模态大模型，仅使用 7B LLM 后端就达到了 GPT-4V 级别的能力。浦语·灵笔2.5使用24K交错的图像-文本上下文进行训练，通过RoPE外推可以无缝扩展到96K长的上下文。这种长上下文能力使浦语·灵笔2.5在需要广泛输入和输出上下文的任务中表现出色。 LMDeploy 支持了 internlm/internlm-xcomposer2d5-7b [https://huggingface.co/internlm/internlm-xcomposer2d5-7b] 模型，通过 TurboMind 引擎推理。



快速开始


安装

请参考安装文档安装 LMDeploy，并安装上游模型库 InternLM-XComposer-2.5 所需的依赖。

pip install decord







离线推理 pipeline

以下是使用pipeline进行离线推理的示例，更多用法参考VLM离线推理 pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image
from lmdeploy.vl.constants import IMAGE_TOKEN

pipe = pipeline('internlm/internlm-xcomposer2d5-7b')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe((f'describe this image', image))
print(response)








Lora 模型

InternLM-XComposer-2.5 针对网页制作和文章创作训练了 LoRA 模型，由于 TurboMind 不支持 slora 特性，所以需要同时只能部署一个 LoRA 模型，需要先对权重进行合并。LMDeploy 提供相关的转换脚本，使用方式为:

export HF_MODEL=internlm/internlm-xcomposer2d5-7b
export WORK_DIR=internlm/internlm-xcomposer2d5-7b-web
export TASK=web
python -m lmdeploy.vl.tools.merge_xcomposer2d5_task $HF_MODEL $WORK_DIR --task $TASK







量化

下面以 base 模型为例，展示量化的方式，若要使用 LoRA 模型，请先按照上一章节提取 LoRA 模型。

export HF_MODEL=internlm/internlm-xcomposer2d5-7b
export WORK_DIR=internlm/internlm-xcomposer2d5-7b-4bit

lmdeploy lite auto_awq \
   $HF_MODEL \
  --work-dir $WORK_DIR







更多使用例子


  
    Video Understanding
  
下面以 pipeline.chat 为例展示用法，其它接口同样支持推理，需要手动拼接对话内容。

from lmdeploy import pipeline, GenerationConfig
from transformers.dynamic_module_utils import get_class_from_dynamic_module

HF_MODEL = 'internlm/internlm-xcomposer2d5-7b'
load_video = get_class_from_dynamic_module('ixc_utils.load_video', HF_MODEL)
frame2img = get_class_from_dynamic_module('ixc_utils.frame2img', HF_MODEL)
Video_transform = get_class_from_dynamic_module('ixc_utils.Video_transform', HF_MODEL)
get_font = get_class_from_dynamic_module('ixc_utils.get_font', HF_MODEL)

video = load_video('liuxiang.mp4') # https://github.com/InternLM/InternLM-XComposer/raw/main/examples/liuxiang.mp4
img = frame2img(video, get_font())
img = Video_transform(img)

pipe = pipeline(HF_MODEL)
gen_config = GenerationConfig(top_k=50, top_p=0.8, temperature=1.0)
query = 'Here are some frames of a video. Describe this video in detail'
sess = pipe.chat((query, img), gen_config=gen_config)
print(sess.response.text)

query = 'tell me the athlete code of Liu Xiang'
sess = pipe.chat(query, session=sess, gen_config=gen_config)
print(sess.response.text)







  
    Multi-Image
  
from lmdeploy import pipeline, GenerationConfig
from lmdeploy.vl.constants import IMAGE_TOKEN
from lmdeploy.vl import load_image

query = f'Image1 {IMAGE_TOKEN}; Image2 {IMAGE_TOKEN}; Image3 {IMAGE_TOKEN}; I want to buy a car from the three given cars, analyze their advantages and weaknesses one by one'

urls = ['https://raw.githubusercontent.com/InternLM/InternLM-XComposer/main/examples/cars1.jpg',
        'https://raw.githubusercontent.com/InternLM/InternLM-XComposer/main/examples/cars2.jpg',
        'https://raw.githubusercontent.com/InternLM/InternLM-XComposer/main/examples/cars3.jpg']
images = [load_image(url) for url in urls]

pipe = pipeline('internlm/internlm-xcomposer2d5-7b', log_level='INFO')
output = pipe((query, images), gen_config=GenerationConfig(top_k=0, top_p=0.8, random_seed=89247526689433939))





由于 LMDeploy 不支持 beam search，生成的结果与使用 transformers 的 beam search 相比，会有较大的差异，建议关闭 top_k 或者使用较大的 top_k 采样来增加多样性。



  
    Instruction to Webpage
  
请先使用使用上述说明，转化 web 模型。

from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('/nvme/shared/internlm-xcomposer2d5-7b-web', log_level='INFO')
pipe.chat_template.meta_instruction = None

query = 'A website for Research institutions. The name is Shanghai AI lab. Top Navigation Bar is blue.Below left, an image shows the logo of the lab. In the right, there is a passage of text below that describes the mission of the laboratory.There are several images to show the research projects of Shanghai AI lab.'
output = pipe(query, gen_config=GenerationConfig(max_new_tokens=2048))





使用 transformers 测试时，发现如果设置了 repetition_penalty，beam search 为1时有较大概率停不下来，因为 LMDeploy 不支持 beam search，建议使用 LMDeploy 推理时关闭 repetition_penalty。



  
    Write Article
  
请先使用使用上述说明，转化 write 模型。

from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('/nvme/shared/internlm-xcomposer2d5-7b-write', log_level='INFO')
pipe.chat_template.meta_instruction = None

query = 'Please write a blog based on the title: French Pastries: A Sweet Indulgence'
output = pipe(query, gen_config=GenerationConfig(max_new_tokens=8192))
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cogvlm


简介

CogVLM 是一个强大的开源视觉语言模型（VLM）. LMDeploy 已在PyTorch后端支持 CogVLM-17B 模型 THUDM/cogvlm-chat-hf [https://huggingface.co/THUDM/cogvlm-chat-hf] 和 CogVLM2-19B 模型如THUDM/cogvlm2-llama3-chat-19B [https://huggingface.co/THUDM/cogvlm2-llama3-chat-19B]



快速开始

请参考安装文档安装 LMDeploy


准备

当使用LMDeploy部署 CogVLM 模型时，需要下载模型至本地目录。由于 CogVLM 模型使用外部Tokenizer，因而需要将相关文件下载至模型目录。然而对于CogVLM2模型，则可跳过此步骤。

以 CogVLM 模型 cogvlm-chat-hf 为例，可执行如下脚本下载模型：

huggingface-cli download THUDM/cogvlm-chat-hf --local-dir ./cogvlm-chat-hf --local-dir-use-symlinks False
huggingface-cli download lmsys/vicuna-7b-v1.5 special_tokens_map.json tokenizer.model tokenizer_config.json --local-dir ./cogvlm-chat-hf --local-dir-use-symlinks False







离线推理 pipeline

以下是使用pipeline进行离线推理的示例，更多用法参考VLM离线推理 pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image


if __name__ == "__main__":
    pipe = pipeline('cogvlm-chat-hf')

    image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
    response = pipe(('describe this image', image))
    print(response)
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MiniCPM-V

LMDeploy 支持 MiniCPM-V 系列模型，具体如下：



	Model

	Supported Inference Engine





	MiniCPM-Llama3-V-2_5

	TurboMind



	MiniCPM-V-2_6

	TurboMind






本文将以MiniCPM-V-2_6 [https://huggingface.co/openbmb/MiniCPM-V-2_6]为例，演示使用 LMDeploy 部署 MiniCPM-V 系列模型的方法


安装

请参考安装文档安装 LMDeploy。



离线推理

以下是使用pipeline进行离线推理的示例，更多用法参考VLM离线推理 pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image

pipe = pipeline('openbmb/MiniCPM-V-2_6')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)





更多例子如下：


  
    多张图片，多轮对话
  
from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('openbmb/MiniCPM-V-2_6', log_level='INFO')
messages = [
    dict(role='user', content=[
        dict(type='text', text='Describe the two images in detail.'),
        dict(type='image_url', image_url=dict(max_slice_nums=9, url='https://raw.githubusercontent.com/OpenGVLab/InternVL/main/internvl_chat/examples/image1.jpg')),
        dict(type='image_url', image_url=dict(max_slice_nums=9, url='https://raw.githubusercontent.com/OpenGVLab/InternVL/main/internvl_chat/examples/image2.jpg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))
print(out.text)

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))
print(out.text)







  
    上下文小样本学习
  
from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('openbmb/MiniCPM-V-2_6', log_level='INFO')

question = "production date"
messages = [
    dict(role='user', content=[
        dict(type='text', text=question),
        dict(type='image_url', image_url=dict(url='example1.jpg')),
    ]),
    dict(role='assistant', content='2023.08.04'),
    dict(role='user', content=[
        dict(type='text', text=question),
        dict(type='image_url', image_url=dict(url='example2.jpg')),
    ]),
    dict(role='assistant', content='2007.04.24'),
    dict(role='user', content=[
        dict(type='text', text=question),
        dict(type='image_url', image_url=dict(url='test.jpg')),
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))
print(out.text)







  
    视频对话
  
from lmdeploy import pipeline, GenerationConfig
from lmdeploy.vl import encode_image_base64
import torch
from PIL import Image
from transformers import AutoModel, AutoTokenizer
from decord import VideoReader, cpu    # pip install decord

pipe = pipeline('openbmb/MiniCPM-V-2_6', log_level='INFO')

MAX_NUM_FRAMES=64 # if cuda OOM set a smaller number
def encode_video(video_path):
    def uniform_sample(l, n):
        gap = len(l) / n
        idxs = [int(i * gap + gap / 2) for i in range(n)]
        return [l[i] for i in idxs]
    vr = VideoReader(video_path, ctx=cpu(0))
    sample_fps = round(vr.get_avg_fps() / 1)  # FPS
    frame_idx = [i for i in range(0, len(vr), sample_fps)]
    if len(frame_idx) > MAX_NUM_FRAMES:
        frame_idx = uniform_sample(frame_idx, MAX_NUM_FRAMES)
    frames = vr.get_batch(frame_idx).asnumpy()
    frames = [Image.fromarray(v.astype('uint8')) for v in frames]
    print('num frames:', len(frames))
    return frames

video_path="video_test.mp4"
frames = encode_video(video_path)
question = "Describe the video"

content=[dict(type='text', text=question)]
for frame in frames:
    content.append(dict(type='image_url', image_url=dict(use_image_id=False, max_slice_nums=2,
        url=f'data:image/jpeg;base64,{encode_image_base64(frame)}')))

messages = [dict(role='user', content=content)]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))
print(out.text)








在线服务

你可以通过 lmdeploy serve api_server CLI 工具启动服务：

lmdeploy serve api_server openbmb/MiniCPM-V-2_6





也可以基于 LMDeploy 的 docker 启动服务：

docker run --runtime nvidia --gpus all \
    -v ~/.cache/huggingface:/root/.cache/huggingface \
    --env "HUGGING_FACE_HUB_TOKEN=<secret>" \
    -p 23333:23333 \
    --ipc=host \
    openmmlab/lmdeploy:latest \
    lmdeploy serve api_server openbmb/MiniCPM-V-2_6





Docker compose 的方式也是一种选择。在 LMDeploy 代码库的根目录下创建docker-compose.yml文件，内容参考如下：

version: '3.5'

services:
  lmdeploy:
    container_name: lmdeploy
    image: openmmlab/lmdeploy:latest
    ports:
      - "23333:23333"
    environment:
      HUGGING_FACE_HUB_TOKEN: <secret>
    volumes:
      - ~/.cache/huggingface:/root/.cache/huggingface
    stdin_open: true
    tty: true
    ipc: host
    command: lmdeploy serve api_server openbmb/MiniCPM-V-2_6
    deploy:
      resources:
        reservations:
          devices:
            - driver: nvidia
              count: "all"
              capabilities: [gpu]





然后，你就可以执行命令启动服务了：

docker-compose up -d





通过docker logs -f lmdeploy可以查看启动的日志信息，如果发现类似下方的日志信息，就表明服务启动成功了。

HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
INFO:     Started server process [2439]
INFO:     Waiting for application startup.
INFO:     Application startup complete.
INFO:     Uvicorn running on  http://0.0.0.0:23333  (Press CTRL+C to quit)





有关 lmdeploy serve api_server 的详细参数可以通过lmdeploy serve api_server -h查阅。

关于 api_server 更多的介绍，以及访问 api_server 的方法，请阅读此处
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Phi-3 Vision


简介

Phi-3 [https://huggingface.co/collections/microsoft/phi-3-6626e15e9585a200d2d761e3] 是微软发布的轻量级系列模型，LMDeploy支持了其中的多模态模型如下：



	Model

	Size

	Supported Inference Engine





	microsoft/Phi-3-vision-128k-instruct [https://huggingface.co/microsoft/Phi-3-vision-128k-instruct]

	4.2B

	PyTorch



	microsoft/Phi-3.5-vision-instruct [https://huggingface.co/microsoft/Phi-3.5-vision-instruct]

	4.2B

	PyTorch






本文将以microsoft/Phi-3.5-vision-instruct [https://huggingface.co/microsoft/Phi-3.5-vision-instruct]为例，演示使用 LMDeploy 部署 Phi-3 系列多模态模型的方法



安装

请参考安装文档安装 LMDeploy，并安装该模型的依赖。

# 建议从https://github.com/Dao-AILab/flash-attention/releases寻找和环境匹配的whl包
pip install flash-attn







离线推理 pipeline

以下是使用pipeline进行离线推理的示例，更多用法参考VLM离线推理 pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image

pipe = pipeline('microsoft/Phi-3.5-vision-instruct')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe(('describe this image', image))
print(response)







在线服务


服务启动

你可以通过 lmdeploy serve api_server CLI 工具启动服务：

lmdeploy serve api_server microsoft/Phi-3.5-vision-instruct







使用 openai 接口

以下代码是通过 openai 包使用 v1/chat/completions 服务的例子。运行之前，请先安装 openai 包: pip install openai。

from openai import OpenAI

client = OpenAI(api_key='YOUR_API_KEY', base_url='http://0.0.0.0:23333/v1')
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
    model=model_name,
    messages=[{
        'role':
        'user',
        'content': [{
            'type': 'text',
            'text': 'Describe the image please',
        }, {
            'type': 'image_url',
            'image_url': {
                'url':
                'https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg',
            },
        }],
    }],
    temperature=0.8,
    top_p=0.8)
print(response)
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Qwen2-VL

LMDeploy 支持 Qwen-VL 系列模型，具体如下：



	Model

	Size

	Supported Inference Engine





	Qwen-VL-Chat

	-

	TurboMind



	Qwen2-VL

	2B, 7B

	PyTorch






本文将以Qwen2-VL-7B-Instruct [https://huggingface.co/Qwen/Qwen2-VL-7B-Instruct]为例，演示使用 LMDeploy 部署 Qwen2-VL 系列模型的方法


安装

请参考安装文档安装 LMDeploy，并安装上游 Qwen2-VL 模型库需的依赖。

pip install qwen_vl_utils





或者，你可以为 Qwen2-VL 的推理构建 docker image。如果，宿主机器上的 CUDA 版本 >=12.4，你可以执行如下命令构建镜像：

git clone https://github.com/InternLM/lmdeploy.git
cd lmdeploy
docker build --build-arg CUDA_VERSION=cu12 -t openmmlab/lmdeploy:qwen2vl . -f ./docker/Qwen2VL_Dockerfile





否则的话，可以基于 LMDeploy cu11 的镜像来构建：

docker build --build-arg CUDA_VERSION=cu11 -t openmmlab/lmdeploy:qwen2vl . -f ./docker/Qwen2VL_Dockerfile







离线推理

以下是使用 pipeline 进行离线推理的示例，更多用法参考VLM离线推理 pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image

pipe = pipeline('Qwen/Qwen2-VL-2B-Instruct')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe((f'describe this image', image))
print(response)





更多例子如下：


  
    多图多轮对话
  
from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('Qwen/Qwen2-VL-2B-Instruct', log_level='INFO')
messages = [
    dict(role='user', content=[
        dict(type='text', text='Describe the two images in detail.'),
        dict(type='image_url', image_url=dict(url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Beijing_Small.jpeg')),
        dict(type='image_url', image_url=dict(url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Chongqing_Small.jpeg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))







  
    控制图片分辨率，加速推理
  
from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('Qwen/Qwen2-VL-2B-Instruct', log_level='INFO')

min_pixels = 64 * 28 * 28
max_pixels = 64 * 28 * 28
messages = [
    dict(role='user', content=[
        dict(type='text', text='Describe the two images in detail.'),
        dict(type='image_url', image_url=dict(min_pixels=min_pixels, max_pixels=max_pixels, url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Beijing_Small.jpeg')),
        dict(type='image_url', image_url=dict(min_pixels=min_pixels, max_pixels=max_pixels, url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Chongqing_Small.jpeg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))








在线服务

你可以通过 lmdeploy serve api_server CLI 工具启动服务：

lmdeploy serve api_server Qwen/Qwen2-VL-2B-Instruct





也可以基于前文构建的 docker image 启动服务：

docker run --runtime nvidia --gpus all \
    -v ~/.cache/huggingface:/root/.cache/huggingface \
    --env "HUGGING_FACE_HUB_TOKEN=<secret>" \
    -p 23333:23333 \
    --ipc=host \
    openmmlab/lmdeploy:qwen2vl \
    lmdeploy serve api_server Qwen/Qwen2-VL-2B-Instruct





Docker compose 的方式也是一种选择。在 LMDeploy 代码库的根目录下创建docker-compose.yml文件，内容参考如下：

version: '3.5'

services:
  lmdeploy:
    container_name: lmdeploy
    image: openmmlab/lmdeploy:qwen2vl
    ports:
      - "23333:23333"
    environment:
      HUGGING_FACE_HUB_TOKEN: <secret>
    volumes:
      - ~/.cache/huggingface:/root/.cache/huggingface
    stdin_open: true
    tty: true
    ipc: host
    command: lmdeploy serve api_server Qwen/Qwen2-VL-2B-Instruct
    deploy:
      resources:
        reservations:
          devices:
            - driver: nvidia
              count: "all"
              capabilities: [gpu]





然后，你就可以执行命令启动服务了：

docker-compose up -d





通过docker logs -f lmdeploy可以查看启动的日志信息，如果发现类似下方的日志信息，就表明服务启动成功了。

HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
INFO:     Started server process [2439]
INFO:     Waiting for application startup.
INFO:     Application startup complete.
INFO:     Uvicorn running on  http://0.0.0.0:23333  (Press CTRL+C to quit)





有关 lmdeploy serve api_server 的详细参数可以通过lmdeploy serve api_server -h查阅。

关于 api_server 更多的介绍，以及访问 api_server 的方法，请阅读此处
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Qwen2.5-VL

LMDeploy 支持 Qwen-VL 系列模型，具体如下：



	Model

	Size

	Supported Inference Engine





	Qwen2.5-VL

	3B, 7B, 32B, 72B

	PyTorch






本文将以Qwen2.5-VL-7B-Instruct [https://huggingface.co/Qwen/Qwen2.5-VL-7B-Instruct]为例，演示使用 LMDeploy 部署 Qwen2.5-VL 系列模型的方法


安装

请参考安装文档安装 LMDeploy，并安装上游 Qwen2.5-VL 模型库所需的依赖。

# Qwen2.5-VL requires the latest transformers (transformers >= 4.49.0)
pip install git+https://github.com/huggingface/transformers
# It's highly recommended to use `[decord]` feature for faster video loading.
pip install qwen-vl-utils[decord]==0.0.8







离线推理

以下是使用 pipeline 进行离线推理的示例，更多用法参考VLM离线推理 pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image

pipe = pipeline('Qwen/Qwen2.5-VL-7B-Instruct')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe((f'describe this image', image))
print(response)





更多例子如下：


  
    多图多轮对话
  
from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('Qwen/Qwen2.5-VL-7B-Instruct', log_level='INFO')
messages = [
    dict(role='user', content=[
        dict(type='text', text='Describe the two images in detail.'),
        dict(type='image_url', image_url=dict(url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Beijing_Small.jpeg')),
        dict(type='image_url', image_url=dict(url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Chongqing_Small.jpeg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))







  
    控制图片分辨率，加速推理
  
from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('Qwen/Qwen2.5-VL-7B-Instruct', log_level='INFO')

min_pixels = 64 * 28 * 28
max_pixels = 64 * 28 * 28
messages = [
    dict(role='user', content=[
        dict(type='text', text='Describe the two images in detail.'),
        dict(type='image_url', image_url=dict(min_pixels=min_pixels, max_pixels=max_pixels, url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Beijing_Small.jpeg')),
        dict(type='image_url', image_url=dict(min_pixels=min_pixels, max_pixels=max_pixels, url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Chongqing_Small.jpeg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))







  
    视频多轮对话
  
import numpy as np
from lmdeploy import pipeline, GenerationConfig
from decord import VideoReader, cpu
from lmdeploy.vl.constants import IMAGE_TOKEN
from lmdeploy.vl import encode_image_base64
from PIL import Image
pipe = pipeline('Qwen/Qwen2.5-VL-7B-Instruct', log_level='INFO')


def get_index(bound, fps, max_frame, first_idx=0, num_segments=32):
    if bound:
        start, end = bound[0], bound[1]
    else:
        start, end = -100000, 100000
    start_idx = max(first_idx, round(start * fps))
    end_idx = min(round(end * fps), max_frame)
    seg_size = float(end_idx - start_idx) / num_segments
    frame_indices = np.array([
        int(start_idx + (seg_size / 2) + np.round(seg_size * idx))
        for idx in range(num_segments)
    ])
    return frame_indices


def load_video(video_path, bound=None, num_segments=32):
    vr = VideoReader(video_path, ctx=cpu(0), num_threads=1)
    max_frame = len(vr) - 1
    fps = float(vr.get_avg_fps())
    pixel_values_list, num_patches_list = [], []
    frame_indices = get_index(bound, fps, max_frame, first_idx=0, num_segments=num_segments)
    imgs = []
    for frame_index in frame_indices:
        img = Image.fromarray(vr[frame_index].asnumpy()).convert('RGB')
        imgs.append(img)
    return imgs


video_path = 'red-panda.mp4'
imgs = load_video(video_path, num_segments=8)

question = ''
for i in range(len(imgs)):
    question = question + f'Frame{i+1}: {IMAGE_TOKEN}\n'

question += 'What is the red panda doing?'

content = [{'type': 'text', 'text': question}]
for img in imgs:
    content.append({'type': 'image_url', 'image_url': {'max_dynamic_patch': 1, 'url': f'data:image/jpeg;base64,{encode_image_base64(img)}'}})

messages = [dict(role='user', content=content)]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='Describe this video in detail. Don\'t repeat.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))
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Qwen2-VL

LMDeploy 支持 Molmo 系列模型，具体如下：



	Model

	Size

	Supported Inference Engine





	Molmo-7B-D-0924

	7B

	TurboMind



	Molmo-72-0924

	72B

	TurboMind






本文将以Molmo-7B-D-0924 [https://huggingface.co/allenai/Molmo-7B-D-0924] 为例，演示使用 LMDeploy 部署 Molmo 系列模型的方法


安装

请参考安装文档安装 LMDeploy。



离线推理

以下是使用 pipeline 进行离线推理的示例，更多用法参考VLM离线推理 pipeline

from lmdeploy import pipeline
from lmdeploy.vl import load_image

pipe = pipeline('allenai/Molmo-7B-D-0924')

image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
response = pipe((f'describe this image', image))
print(response)





更多例子如下：


  
    多图多轮对话
  
from lmdeploy import pipeline, GenerationConfig

pipe = pipeline('Qwen/Qwen2-VL-2B-Instruct', log_level='INFO')
messages = [
    dict(role='user', content=[
        dict(type='text', text='Describe the two images in detail.'),
        dict(type='image_url', image_url=dict(url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Beijing_Small.jpeg')),
        dict(type='image_url', image_url=dict(url='https://raw.githubusercontent.com/QwenLM/Qwen-VL/master/assets/mm_tutorial/Chongqing_Small.jpeg'))
    ])
]
out = pipe(messages, gen_config=GenerationConfig(top_k=1))

messages.append(dict(role='assistant', content=out.text))
messages.append(dict(role='user', content='What are the similarities and differences between these two images.'))
out = pipe(messages, gen_config=GenerationConfig(top_k=1))








在线服务

你可以通过 lmdeploy serve api_server CLI 工具启动服务：

lmdeploy serve api_server Qwen/Qwen2-VL-2B-Instruct





也可以基于 docker image 启动服务：

docker run --runtime nvidia --gpus all \
    -v ~/.cache/huggingface:/root/.cache/huggingface \
    --env "HUGGING_FACE_HUB_TOKEN=<secret>" \
    -p 23333:23333 \
    --ipc=host \
    openmmlab/lmdeploy:qwen2vl \
    lmdeploy serve api_server Qwen/Qwen2-VL-2B-Instruct





如果日志中有如下信息，就表明服务启动成功了。

HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
HINT:    Please open  http://0.0.0.0:23333   in a browser for detailed api usage!!!
INFO:     Started server process [2439]
INFO:     Waiting for application startup.
INFO:     Application startup complete.
INFO:     Uvicorn running on  http://0.0.0.0:23333  (Press CTRL+C to quit)





有关 lmdeploy serve api_server 的详细参数可以通过lmdeploy serve api_server -h查阅。

关于 api_server 更多的介绍，以及访问 api_server 的方法，请阅读此处
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Gemma3


简介

Gemma 是 Google 推出的轻量级、最先进的开放模型系列，采用与创建 Gemini 模型相同的研究和技术构建而成。Gemma3 模型是多模态模型，可处理文本和图像输入并生成文本输出，对预训练和指令微调均具有开源的权重。Gemma3 具有 128K 的大型上下文窗口，支持 140 多种语言，并且比以前的版本提供更多尺寸。Gemma3 模型非常适合各种文本生成和图像理解任务，包括问答、总结和推理。它们的尺寸相对较小，因此可以将其部署在资源有限的环境中，例如笔记本电脑、台式机或您自己的云基础设施，从而让每个人都能轻松访问最先进的 AI 模型，并帮助促进创新。



快速开始

请参考安装文档安装 LMDeploy。


准备

在使用 LMDeploy 部署 Gemma3 模型时，请安装最新的 transformers。



离线推理 pipeline

以下是使用pipeline进行离线推理的示例，更多用法参考VLM离线推理 pipeline。

from lmdeploy import pipeline
from lmdeploy.vl import load_image


if __name__ == "__main__":
    pipe = pipeline('google/gemma-3-12b-it')

    image = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/tests/data/tiger.jpeg')
    response = pipe(('describe this image', image))
    print(response)
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INT4 模型量化和部署

LMDeploy TurboMind 引擎支持由 AWQ [https://arxiv.org/abs/2306.00978] 和 GPTQ [https://github.com/AutoGPTQ/AutoGPTQ] 两种量化方法量化的 4bit 模型的推理。然而，LMDeploy 量化模块目前仅支持 AWQ 量化算法。

可用于 AWQ/GPTQ INT4 推理的 NVIDIA GPU 包括：


	V100(sm70): V100


	Turing(sm75): 20 系列，T4


	Ampere(sm80,sm86): 30 系列，A10, A16, A30, A100


	Ada Lovelace(sm89): 40 系列




在进行量化和推理之前，请确保按照安装指南安装了 lmdeploy。

本文的其余部分由以下章节组成：



	模型量化


	模型评测


	模型推理


	推理服务


	推理性能






模型量化

仅需执行一条命令，就可以完成模型量化工作。量化结束后，权重文件存放在 $WORK_DIR 下。

export HF_MODEL=internlm/internlm2_5-7b-chat
export WORK_DIR=internlm/internlm2_5-7b-chat-4bit

lmdeploy lite auto_awq \
   $HF_MODEL \
  --calib-dataset 'wikitext2' \
  --calib-samples 128 \
  --calib-seqlen 2048 \
  --w-bits 4 \
  --w-group-size 128 \
  --batch-size 1 \
  --work-dir $WORK_DIR





绝大多数情况下，在执行上述命令时，可选参数可不用填写，使用默认的即可。比如量化 internlm/internlm2_5-7b-chat [https://huggingface.co/internlm/internlm2_5-7b-chat] 模型，命令可以简化为：

lmdeploy lite auto_awq internlm/internlm2_5-7b-chat --work-dir internlm2_5-7b-chat-4bit





Note:


	我们建议 –work-dir 参数带有模型名字，就像上面的例子展示的那样。这样在推理时，就不用指定对话模板了。因为推理接口会以模糊搜索方式，选出和 –work-dir 近似的对话模板


	如果量化模型精度有损，建议开启 –search-scale 重新量化，并调大 –batch-size，比如 8。search_scale 开启后，量化过程会比较耗时。–batch-size 会影响内存占用量，可以根据实际情况，酌情调整。




量化后的模型，可以用一些工具快速验证对话效果。

比如，直接在控制台和模型对话，

lmdeploy chat ./internlm2_5-7b-chat-4bit --model-format awq







模型评测

我们使用 OpenCompass [https://opencompass.readthedocs.io/zh-cn/latest/index.html] 评测量化模型在各个维度上的能力。方法请参考此处 [https://opencompass.readthedocs.io/zh-cn/latest/advanced_guides/evaluation_lmdeploy.html]



模型推理

量化后的模型，通过以下几行简单的代码，可以实现离线推理：

from lmdeploy import pipeline, TurbomindEngineConfig
engine_config = TurbomindEngineConfig(model_format='awq')
pipe = pipeline("./internlm2_5-7b-chat-4bit", backend_config=engine_config)
response = pipe(["Hi, pls intro yourself", "Shanghai is"])
print(response)





关于 pipeline 的详细介绍，请参考这里

除了推理本地量化模型外，LMDeploy 还支持直接推理 huggingface hub 上的通过 AWQ 量化的 4bit 权重模型，比如 lmdeploy 空间 [https://huggingface.co/lmdeploy]和 TheBloke 空间 [https://huggingface.co/TheBloke]下的模型。

# 推理 lmdeploy 空间下的模型
from lmdeploy import pipeline, TurbomindEngineConfig
pipe = pipeline("lmdeploy/llama2-chat-70b-4bit",
                backend_config=TurbomindEngineConfig(model_format='awq', tp=4))
response = pipe(["Hi, pls intro yourself", "Shanghai is"])
print(response)

# 推理 TheBloke 空间下的模型（试试codellama行不行）
from lmdeploy import pipeline, TurbomindEngineConfig, ChatTemplateConfig
pipe = pipeline("TheBloke/LLaMA2-13B-Tiefighter-AWQ",
                backend_config=TurbomindEngineConfig(model_format='awq'),
                chat_template_config=ChatTemplateConfig(model_name='llama2')
                )
response = pipe(["Hi, pls intro yourself", "Shanghai is"])
print(response)







推理服务

LMDeploy api_server 支持把模型一键封装为服务，对外提供的 RESTful API 兼容 openai 的接口。以下为服务启动的示例：

lmdeploy serve api_server ./internlm2_5-7b-chat-4bit --backend turbomind --model-format awq





服务默认端口是23333。在 server 启动后，你可以在终端通过api_client与server进行对话：

lmdeploy serve api_client http://0.0.0.0:23333





还可以通过 Swagger UI http://0.0.0.0:23333 在线阅读和试用 api_server 的各接口，也可直接查阅文档，了解各接口的定义和使用方法。



推理性能

我们在 NVIDIA GeForce RTX 4090 上分别测试了 4-bit Llama-2-7B-chat 和 Llama-2-13B-chat 模型的 token 生成速度。测试配置为 batch size = 1，(prompt_tokens, completion_tokens) = (1, 512)



	model

	llm-awq

	mlc-llm

	turbomind





	Llama-2-7B-chat

	112.9

	159.4

	206.4



	Llama-2-13B-chat

	N/A

	90.7

	115.8








快速问答


	量化时出现 Out of Memory 显存不够：可以通过减小传参 --calib-seqlen，增大传参 --calib-samples，并使用 --batch-size 为 1。


	量化时，无法链接huggingface并下载数据集。可以尝试使用镜像，export HF_ENDPOINT=https://hf-mirror.com。
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W8A8 LLM 模型部署

LMDeploy 提供了使用 8-bit 整数(INT8)和浮点数(FP8)对神经网络模型进行量化和推理的功能。

可用于 INT8 和 FP8 推理的 NVIDIA GPU 分别为：


	INT8


	V100(sm70): V100


	Turing(sm75): 20 series, T4


	Ampere(sm80,sm86): 30 series, A10, A16, A30, A100


	Ada Lovelace(sm89): 40 series


	Hopper(sm90): H100






	FP8


	Ada Lovelace(sm89): 40 series


	Hopper(sm90): H100








首先，执行如下命令安装lmdeploy：

pip install lmdeploy[all]






8-bit 权重量化

进行 8-bit 权重量化需要经历以下三步：


	权重平滑：首先对语言模型的权重进行平滑处理，以便更好地进行量化。


	模块替换：使用 QRMSNorm 和 QLinear 模块替换原模型 DecoderLayer 中的 RMSNorm 模块和 nn.Linear 模块。lmdeploy/pytorch/models/q_modules.py 文件中定义了这些量化模块。


	保存量化模型：完成上述必要的替换后，我们即可保存新的量化模型。




lmdeploy 提供了命令行工具 lmdeploy lite smooth_quant 实现了以上三个步骤。并且其中命令行参数 --quant-dtype 可以用来控制是进行8-bit整数还是浮点数类型的量化。更多命令行工具使用方式，请执行 lmdeploy lite smooth_quant --help 查看。

以下示例演示了进行 int8 或 fp8 的量化命令。


	int8

lmdeploy lite smooth_quant internlm/internlm2_5-7b-chat --work-dir ./internlm2_5-7b-chat-int8 --quant-dtype int8







	fp8

lmdeploy lite smooth_quant internlm/internlm2_5-7b-chat --work-dir ./internlm2_5-7b-chat-fp8 --quant-dtype fp8











模型推理

量化后的模型，通过以下几行简单的代码，可以实现离线推理：

from lmdeploy import pipeline, PytorchEngineConfig

engine_config = PytorchEngineConfig(tp=1)
pipe = pipeline("internlm2_5-7b-chat-int8", backend_config=engine_config)
response = pipe(["Hi, pls intro yourself", "Shanghai is"])
print(response)





关于 pipeline 的详细介绍，请参考这里



推理服务

LMDeploy api_server 支持把模型一键封装为服务，对外提供的 RESTful API 兼容 openai 的接口。以下为服务启动的示例：

lmdeploy serve api_server ./internlm2_5-7b-chat-int8 --backend pytorch





服务默认端口是23333。在 server 启动后，你可以在终端通过api_client与server进行对话：

lmdeploy serve api_client http://0.0.0.0:23333





还可以通过 Swagger UI http://0.0.0.0:23333 在线阅读和试用 api_server 的各接口，也可直接查阅文档，了解各接口的定义和使用方法。
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Key-Value(KV) Cache 量化

自 v0.4.0 起，LMDeploy 支持在线 kv cache int4/int8 量化，量化方式为 per-head per-token 的非对称量化。原来的 kv 离线量化方式移除。

从直观上看，量化 kv 有利于增加 kv block 的数量。与 fp16 相比，int4/int8 kv 的 kv block 分别可以增加到 4 倍和 2 倍。这意味着，在相同的内存条件下，kv 量化后，系统能支撑的并发数可以大幅提升，从而最终提高吞吐量。

但是，通常，量化会伴随一定的模型精度损失。我们使用了 opencompass 评测了若干个模型在应用了 int4/int8 量化后的精度，int8 kv 精度几乎无损，int4 kv 略有损失。详细结果放在了精度评测章节中。大家可以参考，根据实际需求酌情选择。

LMDeploy kv 4/8 bit 量化和推理支持如下 NVIDIA 显卡型号：


	volta 架构（sm70）： V100


	图灵架构（sm75）：20系列、T4


	安培架构（sm80,sm86）：30系列、A10、A16、A30、A100


	Ada Lovelace架构（sm89）：40 系列


	Hopper 架构（sm90）: H100, H200




总结来说，LMDeploy kv 量化具备以下优势：


	量化不需要校准数据集


	支持 volta 架构（sm70）及以上的所有显卡型号


	kv int8 量化精度几乎无损，kv int4 量化精度在可接受范围之内


	推理高效，在 llama2-7b 上加入 int8/int4 kv 量化，RPS 相较于 fp16 分别提升近 30% 和 40%





TurboQuant 量化

LMDeploy 支持基于 Google Research 的 TurboQuant 技术 [https://research.google/blog/turboquant-redefining-ai-efficiency-with-extreme-compression/]（将在 ICLR 2026 发表）实现的 KV 量化方案，通过 K=4bit QJL4 + V=2bit MSE 的组合，实现更高的压缩率和几乎无损的精度。


原理

TurboQuant 通过两个关键步骤实现高效压缩：


	高质量压缩（PolarQuant 方法）：首先对数据向量进行随机旋转（使用 Hadamard 变换等正交变换）。这个巧妙的步骤简化了数据的几何结构，使得可以对向量的每个部分单独应用标准的高质量量化器。这一阶段使用大部分压缩能力（大部分比特）来捕捉原始向量的主要概念和强度。


	消除隐藏误差（QJL 方法）：使用少量剩余的压缩能力（仅 1 bit）将 QJL（Quantized Johnson-Lindenstrauss）算法应用于第一阶段剩余的微小误差。QJL 阶段充当数学误差检查器，消除偏差，从而获得更准确的注意力分数。






K/V 量化方案


	K 路径 - QJL4 量化：


	使用 3bit Lloyd-Max 码本进行 MSE 量化（捕捉主要信息）


	使用 1bit QJL 存储残差符号（消除误差偏差）


	每个 token 的 K 压缩为 4bit






	V 路径 - MSE int2 量化：


	使用 2bit Lloyd-Max 码本进行 MSE 量化


	每个 token 的 V 压缩为 2bit


	存储归一化系数用于反量化










优势


	零精度损失：通过 PolarQuant + QJL 的组合，实现高压缩率的同时保持模型精度


	更高的压缩率：K 4bit + V 2bit = 平均 3bit，相比 int4 的 4bit 进一步压缩


	消除量化偏差：QJL 算法作为误差检查器，有效消除量化引入的偏差






性能测试

在 H200 上使用 Qwen3-30B-A3B-Base 模型、ShareGPT 数据集进行测试：



	指标

	Baseline (quant_policy=0)

	TurboQuant (quant_policy=42)

	变化





	输入吞吐

	2368.8 tok/s

	2195.8 tok/s

	-7.3%



	输出吞吐

	2186.7 tok/s

	2027.0 tok/s

	-7.3%



	请求吞吐

	10.74 req/s

	9.96 req/s

	-7.3%



	平均端到端延迟

	5.888s

	6.348s

	+7.8%



	平均 TTFT

	1.139s

	1.235s

	+8.4%



	平均 TPOT

	0.024s

	0.026s

	+8.3%



	平均 ITL

	0.059s

	0.059s

	持平






测试配置：GPU: H200, 模型: Qwen3-30B-A3B-Base, 数据集: ShareGPT, 并发: 64, 请求数: 5000

结论：TurboQuant K4V2 实现约 5 倍的 KV cache 内存压缩，端到端性能开销约 7%-8%，在内存受限的 serving 场景中是一个合理的权衡。



限制


	仅支持 PytorchEngine：TurboQuant 目前仅支持 PyTorch 引擎，不支持 Turbomind 引擎


	不支持 MLA：不支持 Multi-head Latent Attention 结构


	不支持推测解码：不支持 speculative decoding


	需要 head_dim 为 2 的幂次方（power of 2）


	需要安装 fast_hadamard_transform 包以获得最佳性能（可选）






可选依赖

TurboQuant 使用 Hadamard 变换加速量化过程。安装 fast_hadamard_transform 可获得更好的性能：

pip install fast_hadamard_transform





不安装此依赖时，TurboQuant 仍可正常工作，但性能可能略有下降。

接下来，我们以 internlm2-chat-7b 模型为例，介绍 kv 量化和推理的若干应用。而在此之前，请安装 lmdeploy

pip install lmdeploy








应用示例

通过 LMDeploy 应用 kv 量化非常简单，只需要设定 quant_policy 参数。

LMDeploy 规定 quant_policy=4 表示 kv int4 量化，quant_policy=8 表示 kv int8 量化，quant_policy=42 表示 TurboQuant 量化。


离线推理

from lmdeploy import pipeline, TurbomindEngineConfig
engine_config = TurbomindEngineConfig(quant_policy=8)
pipe = pipeline("internlm/internlm2_5-7b-chat", backend_config=engine_config)
response = pipe(["Hi, pls intro yourself", "Shanghai is"])
print(response)







推理服务

lmdeploy serve api_server internlm/internlm2_5-7b-chat --quant-policy 8







TurboQuant 量化

TurboQuant 量化使用 quant_policy=42，仅支持 PytorchEngine：

from lmdeploy import pipeline, PytorchEngineConfig
engine_config = PytorchEngineConfig(
    tp=1,
    cache_max_entry_count=0.8,
    quant_policy=42  # TurboQuant: K=4bit QJL4 + V=2bit MSE
)
pipe = pipeline("Qwen/Qwen3-8B", backend_config=engine_config)
response = pipe.infer("Hello, how are you?", max_new_tokens=30)
print(response.text)








精度评测

我们把 lmdeploy 的 kv 量化应用在若干 LLM 模型上，并使用 opencompass 评测推理精度，结果如下表所示：



	-

	-

	-

	llama2-7b-chat

	-

	-

	internlm2-chat-7b

	-

	-

	internlm2.5-chat-7b

	-

	-

	qwen1.5-7b-chat

	-

	-





	dataset

	version

	metric

	kv fp16

	kv int8

	kv int4

	kv fp16

	kv int8

	kv int4

	kv fp16

	kv int8

	kv int4

	fp16

	kv int8

	kv int4



	ceval

	-

	naive_average

	28.42

	27.96

	27.58

	60.45

	60.88

	60.28

	78.06

	77.87

	77.05

	70.56

	70.49

	68.62



	mmlu

	-

	naive_average

	35.64

	35.58

	34.79

	63.91

	64

	62.36

	72.30

	72.27

	71.17

	61.48

	61.56

	60.65



	triviaqa

	2121ce

	score

	56.09

	56.13

	53.71

	58.73

	58.7

	58.18

	65.09

	64.87

	63.28

	44.62

	44.77

	44.04



	gsm8k

	1d7fe4

	accuracy

	28.2

	28.05

	27.37

	70.13

	69.75

	66.87

	85.67

	85.44

	83.78

	54.97

	56.41

	54.74



	race-middle

	9a54b6

	accuracy

	41.57

	41.78

	41.23

	88.93

	88.93

	88.93

	92.76

	92.83

	92.55

	87.33

	87.26

	86.28



	race-high

	9a54b6

	accuracy

	39.65

	39.77

	40.77

	85.33

	85.31

	84.62

	90.51

	90.42

	90.42

	82.53

	82.59

	82.02






具体的评测方式可以参考这份指南。评测时，请在config文件中，为推理引擎添加 quant_policy 参数。



推理效率



	model

	kv type

	test settings

	RPS

	v.s. kv fp16





	llama2-chat-7b

	fp16

	tp1 / ratio 0.8 / bs 256 / prompts 10000

	14.98

	1.0



	-

	int8

	tp1 / ratio 0.8 / bs 256 / prompts 10000

	19.01

	1.27



	-

	int4

	tp1 / ratio 0.8 / bs 256 / prompts 10000

	20.81

	1.39



	llama2-chat-13b

	fp16

	tp1 / ratio 0.9 / bs 128 / prompts 10000

	8.55

	1.0



	-

	int8

	tp1 / ratio 0.9 / bs 256 / prompts 10000

	10.96

	1.28



	-

	int4

	tp1 / ratio 0.9 / bs 256 / prompts 10000

	11.91

	1.39



	internlm2-chat-7b

	fp16

	tp1 / ratio 0.8 / bs 256 / prompts 10000

	24.13

	1.0



	-

	int8

	tp1 / ratio 0.8 / bs 256 / prompts 10000

	25.28

	1.05



	-

	int4

	tp1 / ratio 0.8 / bs 256 / prompts 10000

	25.80

	1.07






上述结果使用的测试脚本是 benchmark/profile_throughput.py
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llm-compressor 支持

本指南旨在介绍如何使用 LMDeploy 的 TurboMind 推理引擎，运行经由 vllm-project/llm-compressor [https://github.com/vllm-project/llm-compressor]工具量化后的模型。
目前支持的 llm-compressor 量化模型包括：


	int4 量化（例如 AWQ、GPTQ）




上述量化模型通过 TurboMind 引擎可以在以下 NVIDIA GPU 架构上运行：



	Compute Capability

	Micro-architecture

	GPUs





	7.0

	Volta

	V100



	7.2

	Volta

	Jetson Xavier



	7.5

	Turing

	GeForce RTX 20 series, T4



	8.0

	Ampere

	A100, A800, A30



	8.6

	Ampere

	GeForce RTX 30 series, A40, A10



	8.7

	Ampere

	Jetson Orin



	8.9

	Ada Lovelace

	GeForce RTX 40 series, L40, L20



	9.0

	Hopper

	H20, H200, H100, GH200



	12.0

	Blackwell

	GeForce RTX 50 series






LMDeploy 将持续跟进并扩展对 llm-compressor 项目的支持。

本文的其余部分由以下章节组成：



	模型量化


	模型部署


	精度评测






模型量化

llm-compressor 提供了丰富的模型量化用例 [https://github.com/vllm-project/llm-compressor/tree/main/examples]，请参考其教程选择 LMDeploy 支持的量化算法，完成模型量化工作。
LMDeploy 也内置了通过 llm-compressor 对 Qwen3-30B-A3B 进行 AWQ 量化的脚本 [https://github.com/InternLM/lmdeploy/blob/main/examples/lite/qwen3_30b_a3b_awq.py]，供大家进行参考：

# 创建 conda 环境
conda create -n lmdeploy python=3.10 -y
conda activate lmdeploy

# 安装 llm-compressor
pip install llmcompressor

# 下载 lmdeploy 源码，运行量化用用例
git clone https://github.com/InternLM/lmdeploy
cd lmdeploy
python examples/lite/qwen3_30b_a3b_awq.py --work-dir ./qwen3_30b_a3b_awq





在接下来的章节中，我们以此量化模型为例，介绍模型部署、评测精度等方法



模型部署


离线推理

量化后的模型，通过以下几行简单的代码，可以实现离线批处理：

from lmdeploy import pipeline, TurbomindEngineConfig
engine_config = TurbomindEngineConfig()
with pipeline("./qwen3_30b_a3b_4bit", backend_config=engine_config) as pipe:
    response = pipe(["Hi, pls intro yourself", "Shanghai is"])
    print(response)





关于 pipeline 的详细介绍，请参考这里 [https://lmdeploy.readthedocs.io/zh-cn/latest/llm/pipeline.html]



在线服务

LMDeploy api_server 支持把模型一键封装为服务，对外提供的 RESTful API 兼容 openai 的接口。以下为服务启动的示例：

lmdeploy serve api_server ./qwen3_30b_a3b_4bit --backend turbomind





服务默认端口是23333。在 server 启动后，你可以通过 openai SDK 访问服务。关于服务的命令参数，以及访问服务的方式，可以阅读这份 [https://lmdeploy.readthedocs.io/zh-cn/latest/llm/api_server.html]文档




精度评测

我们将 Qwen3-8B (Dense) 与 Qwen3-30B-A3B (MoE) 的 AWQ 对称/非对称量化模型通过 LMDeploy 部署为服务，并使用 opencompass [https://github.com/open-compass/opencompass] 在多个学术数据集上评测。结果显示：Qwen3-8B 的非对称量化整体优于对称量化，而 Qwen3-30B-A3B 在两种量化方式间差异不显著；Qwen3-8B 在对称/非对称量化下与 BF16 模型的精度差异小于 Qwen3-30B-A3B。与 BF16 相比，量化模型在长输出数据集，比如 aime2025 (平均 17,635 tokens)、LCB (平均 14,157 tokens)，精度下降更明显；在中短输出数据集，比如 ifeval (平均 1,885 tokens)，mmlu_pro (平均 2,826)，精度符合预期。



	dataset

	Qwen3-8B

	

	

	Qwen3-30B-A3B

	

	





	

	bf16

	awq sym

	awq asym

	bf16

	awq sym

	awq asym



	ifeval

	85.58

	83.73

	85.77

	86.32

	84.10

	84.29



	hle

	5.05

	5.05

	5.24

	7.00

	5.47

	5.65



	gpqa

	59.97

	56.57

	59.47

	61.74

	57.95

	57.07



	aime2025

	69.48

	64.38

	63.96

	73.44

	64.79

	66.67



	mmlu_pro

	73.69

	71.73

	72.34

	77.85

	75.77

	75.69



	LCBCodeGeneration

	50.86

	44.10

	46.95

	56.67

	50.86

	49.24






复现方式可以参考这份 [https://lmdeploy.readthedocs.io/zh-cn/latest/benchmark/evaluate_with_opencompass.html]文档
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性能测试

测试之前，请安装 lmdeploy 预编译包，并下载测试脚本和数据。

pip install lmdeploy
# 下载 lmdeploy 源码，获取其中的性能测试脚本
git clone --depth=1 https://github.com/InternLM/lmdeploy
cd lmdeploy
# 切换到与已安装 lmdeploy 版本对应的 tag：
git fetch --tags
# 查看已安装 lmdeploy 的版本：
pip show lmdeploy | grep Version
# 切换到对应的 tag（将 <version> 替换为实际的版本号）：
git checkout <version>
# 下载测试数据
wget https://huggingface.co/datasets/anon8231489123/ShareGPT_Vicuna_unfiltered/resolve/main/ShareGPT_V3_unfiltered_cleaned_split.json






测试 pipeline 接口

python3 benchmark/profile_pipeline_api.py ShareGPT_V3_unfiltered_cleaned_split.json meta-llama/Meta-Llama-3-8B-Instruct





可通过 python3 benchmark/profile_pipeline_api.py -h 查看脚本中的参数详情



测试推理引擎接口

python3 benchmark/profile_throughput.py ShareGPT_V3_unfiltered_cleaned_split.json meta-llama/Meta-Llama-3-8B-Instruct





可通过 python3 benchmark/profile_throughput.py -h 查看脚本中的参数详情



测试 api_server 性能

启动模型服务（可以参考这里）。接着，使用下面的命令:

python3 benchmark/profile_restful_api.py --backend lmdeploy  --dataset-path ShareGPT_V3_unfiltered_cleaned_split.json





关于 profile_restful_api.py的帮助信息，可以通过python3 benchmark/profile_restful_api.py -h查阅
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模型评测指南

本文档介绍如何使用 OpenCompass 和 LMDeploy 对模型在学术数据集上的能力进行评测。完整的评测流程包含两个主要阶段：推理阶段和评判阶段。

在推理阶段，首先通过 LMDeploy 将待评测模型部署为推理服务，随后使用 OpenCompass 将数据集内容作为请求发送至该服务，并获取模型生成的结果。

在评判阶段，需将 OpenCompass 提供的评测模型 opencompass/CompassVerifier-32B 通过 LMDeploy 部署为服务，再使用 OpenCompass 将推理阶段生成的结果提交至该服务，从而获得最终的评测结果。

若评测资源充足，建议参考端到端评测章节执行完整流程；若资源有限，则建议按照逐步评测章节依次执行两个阶段。


环境准备

pip install lmdeploy
pip install "opencompass[full]"

# 下载 lmdeploy 源码，在后续步骤中会使用到 eval/* 中的评测脚本和配置文件
git clone --depth=1 https://github.com/InternLM/lmdeploy.git





建议将 LMDeploy 和 OpenCompass 安装在不同的 Python 虚拟环境中，以避免可能的依赖冲突。



端到端评测


	部署待评测模型




lmdeploy serve api_server <model_path> --server-port 10000 <--other-options>






	部署评测模型（Judger）




lmdeploy serve api_server opencompass/CompassVerifier-32B --server-port 20000 --tp 2 --session-len 65536






	生成评测配置并执行评测




cd {the/root/path/of/lmdeploy/repo}

## 指定数据集路径。如果在路径下没有找到评测数据集，OC会自动下载
export HF_DATASETS_CACHE=/nvme4/huggingface_hub/datasets
export COMPASS_DATA_CACHE=/nvme1/shared/opencompass/.cache
python eval/eval.py {task_name} \
    --mode all \
    --api-server http://{api-server-ip}:10000 \
    --judger-server http://{judger-server-ip}:20000 \
    -w {oc_output_dir}





关于 eval.py 的详细使用方法，比如指定评测集，请通过 python eval/eval.py --help 查阅。

评测任务完成后，结果将保存在 {oc_output_dir}/{yyyymmdd_hhmmss} 目录中，其中 {yyyymmdd_hhmmss} 为任务执行的时间戳。



逐步评测


推理阶段

本阶段用于生成模型对数据集的回答结果。


	部署待评测模型




lmdeploy serve api_server <model_path> --server-port 10000 <--other-options>






	生成推理配置并执行推理




cd {the/root/path/of/lmdeploy/repo}

## 指定数据集路径。如果在路径下没有找到评测数据集，OC会自动下载
export HF_DATASETS_CACHE=/nvme4/huggingface_hub/datasets
export COMPASS_DATA_CACHE=/nvme1/shared/opencompass/.cache
# 执行推理任务
python eval/eval.py {task_name} \
    --mode infer \
    --api-server http://{api-server-ip}:10000 \
    -w {oc_output_dir}





关于 eval.py 的详细使用方法，比如指定评测集，请通过 python eval/eval.py --help 查阅。

推理完成后，结果将保存在 {oc_output_dir}/{yyyymmdd_hhmmss} 目录中，其中 {yyyymmdd_hhmmss} 为任务执行的时间戳。



评判阶段

本阶段由评测模型（Judger）对推理阶段生成的结果进行判断。


	部署评测模型（Judger）




lmdeploy serve api_server opencompass/CompassVerifier-32B --server-port 20000 --tp 2






	生成评判配置并执行评判




cd {the/root/path/of/lmdeploy/repo}

## 指定数据集路径。如果在路径下没有找到评测数据集，OC会自动下载
export HF_DATASETS_CACHE=/nvme4/huggingface_hub/datasets
export COMPASS_DATA_CACHE=/nvme1/shared/opencompass/.cache
# 执行评测任务
python eval/eval.py {task_name} \
    --mode eval \
    --judger-server http://{judger-server-ip}:20000 \
    -w {oc_output_dir} -r {yyyymmdd_hhmmss}





注意事项：


	task_name 必须与推理阶段的任务名称保持一致


	-w 参数指定的输出目录 oc_output_dir 需与推理阶段一致


	-r 参数用于指定“之前的输出与结果”，应填入推理阶段生成的时间戳目录名，即 {oc_output_dir} 下的子目录名称




关于 eval.py 的详细使用方法，比如指定评测集，请通过 python eval/eval.py --help 查阅。
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多模态模型评测指南

本文档介绍如何使用 VLMEvalKit 和 LMDeploy 评测多模态模型能力。


环境准备

pip install lmdeploy

git clone https://github.com/open-compass/VLMEvalKit.git
cd VLMEvalKit && pip install -e .





建议在不同的 Python 虚拟环境中分别安装 LMDeploy 和 VLMEvalKit，以避免潜在的依赖冲突。



评测


	部署大语言多模态模型 (LMMs)




lmdeploy serve api_server <model_path> --server-port 23333 <--other-options>






	配置评测设置




修改 VLMEvalKit/vlmeval/config.py，在 api_models 字典中添加以下 LMDeploy API 配置。

<task_name> 是您评测任务的自定义名称（例如 lmdeploy_qwen3vl-4b）。model 参数应与 lmdeploy serve 命令中使用的 <model_path> 保持一致。

// filepath: VLMEvalKit/vlmeval/config.py
// ...existing code...
api_models = {
    # lmdeploy api
    ...,
    "<task_name>": partial(
        LMDeployAPI,
        api_base="http://0.0.0.0:23333/v1/chat/completions",
        model="<model_path>",
        retry=4,
        timeout=1200,
        temperature=0.7, # modify if needed
        max_new_tokens=16384, # modify if needed
    ),
    ...
}
// ...existing code...






	开始评测




cd VLMEvalKit
python run.py --data OCRBench --model <task_name> --api-nproc 16 --reuse --verbose --api 123





<task_name> 应与上述配置文件中使用的名称保持一致。

参数说明：


	--data: 指定用于评测的数据集（例如 OCRBench）。


	--model: 指定模型名称，必须与您在 config.py 中设置的 <task_name> 匹配。


	--api-nproc: 指定并行的 API 调用数量。


	--reuse: 复用先前的推理结果，以避免重新运行已完成的评测。


	--verbose: 启用详细日志记录。
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TurboMind 框架

TurboMind 是一款关于 LLM 推理的高效推理引擎，基于英伟达的 FasterTransformer [https://github.com/NVIDIA/FasterTransformer] 研发而成。它的主要功能包括：LLaMa 结构模型的支持，persistent batch 推理模式和可扩展的 KV 缓存管理器。


TurboMind 结构

  +--------------------+
  |        API         |
  +--------------------+
          |    ^
    请 求  |    | 流式回调
          v    |
  +--------------------+    获取   +-------------------+
  |  Persistent Batch  | <-------> |  KV Cache 管理器 |
  +--------------------+    更新   +-------------------+
             ^
             |
             v
+------------------------+
|      LLaMa推理实现      |
+------------------------+
| FT kernels & utilities |
+------------------------+







Persistent Batch

你也许在别的项目中看到这项机制的另一个名字： continuous batching 。在开发这个功能时，我们将对话式 LLM 的推理建模为一个持续运行的 batch ，其生命周期跨越整个服务过程，故将其命名为 persistent batch 。简单来说是这样实现的：


	该功能会预先准备好 N 个 batch slots。


	当有空闲 slots 时， 请求就会加入到 batch 中。当请求对应的 tokens 都生成完毕后，对应的 batch slot 会立刻被释放，接收新的请求。


	当一个 sequence 命中缓存时（见下文），它的历史 token 不必在每轮中都进行解码，所以它的 token 生成过程会即刻开始。


	整个 batch 会自动扩缩容来避免不必要的计算。






KV 缓存管理器

TurboMind 的 KV 缓存管理器 [https://github.com/InternLM/lmdeploy/blob/main/src/turbomind/models/llama/SequenceManager.h] 是一个内存池类型的对象，并且在其中加入了 LRU 的实现，这样整个管理器可以被看作是一个 KV 缓存的缓存。大致工作方式如下：


	KV 缓存由管理器分配。管理器会根据预先配置好的 slot 数量开辟空间。每个 slot 对应于一个 sequence 所需的 KV 缓存。分配的内存块大小可通过配置来实现预分配或者按需分配（或介于两者之间）。


	当有新的请求，但是缓存池中没有空闲 slot时，根据 LRU 机制，管理器会踢除最近使用最少的 sequence，把它占据的 slot 分给新的请求。不仅仅如此，


	sequence获取到了slot，类似缓存命中。它在缓存中的历史KV会被直接返回，而不用再进行context decoding 。


	被踢除的 sequences 不会被完全的删除，而是会被转换成最简洁的形式，例如 token IDs 。当之后获取到相同的 sequence id 时 (即 cache-miss 状态)，这些 token IDs 将被 FMHA 的 context decoder 解码并被转回 KV 缓存。


	踢除和转换均由 TurboMind 内部自动管理所以对用户来说是透明的。从用户的使用角度来看，使用了 TurboMind 的系统就像是可以访问无限的设备内存。






TurboMind 的 LLaMa 实现

我们对 LLaMa 系列模型的实现是从 FasterTransformer 中的 Gpt-NeX 模型修改而来的。除了对 LLaMa 系列进行基本重构和修改外，我们还做了一些改进以实现会话模型的高性能推理，其中最重要的是：


	支持多轮对话中的快速文本解码。我们用基于 cutlass [https://github.com/NVIDIA/cutlass] 的 FMHA 实现替代了 context decoder 中的注意力机制实现，从而支持了 Q/K 长度不匹配的情况。


	我们在 context FMHA 和 generation FMHA 中都加入了间接缓冲指针，支持 batch 中不连续的 KV 缓存。


	为了支持 persistent batch 的并发推理，我们设计了新的同步机制来协调在张量并型模式下的工作线程。


	我们实现了 INT8 KV cache，降低了内存开销，提高了批处理大小和系统吞吐量。这在实际场景中非常有用，因为相比权重和其他激活，KV cache 会消耗更多的内存和内存带宽。


	我们解决了单个进程内多个模型实例在 TP 模式下运行时 NCCL 卡住的问题。NCCL APIs 现由 host 端的同步 barriers 保护。






API

TurboMind 的 Python API 支持流式结果返回和张量并行模式。



TurboMind 和 FasterTransformer 的区别

除了上文中提到的功能外，TurboMind 相较于 FasterTransformer 还有不少差别。譬如不少 FasterTransformer 的功能在 TurboMind 中都被去掉了，这其中包括前缀提示词、 beam search 、上下文 embedding、稀疏化 GEMM 操作和对应 GPT 或 T5 等结构的模型的支持等等。



FAQ


对 Huggingface 模型的支持

因为历史因素， TurboMind 的权重设计是基于 LLaMa 的官方实现 [https://github.com/facebookresearch/llama] 完成的，两者只相差一个转置操作。但是 Huggingface 版本的实现却是另一种形式 [https://github.com/huggingface/transformers/blob/45025d92f815675e483f32812caa28cce3a960e7/src/transformers/models/llama/convert_llama_weights_to_hf.py#L123C76-L123C76]，两种权重实现方式在 W_q 和 W_k 上的区别我们在 deploy.py [https://github.com/InternLM/lmdeploy/blob/ff4648a1d09e5aec74cf70efef35bfaeeac552e0/lmdeploy/serve/turbomind/deploy.py#L398] 进行了适配处理，用户可前往查看。
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lmdeploy.pytorch 架构

lmdeploy.pytorch 是 LMDeploy 提供的推理后端之一。与着重于性能的 turbomind 相比，lmdeploy.pytorch 以较小的性能开销为代价，提供了一套更容易开发与扩展的大模型推理实现。


设计

[image: pytorch arch]



API

lmdeploy.pytorch 可以与 turbomind 共享同样的服务接口，这些服务接口通过 Engine 与 EngineInstance 与 lmdeploy.pytorch 进行交互。

EngineInstance 是推理请求的发起者，它会将推理请求组织成特定格式发送给 Engine，以此实现流式推理。EngineInstance 的推理接口是线程安全的，服务发起者可以在不同线程中启动各自的 EngineInstance，Engine 回根据当前资源与推理请求自动进行 batch 化处理。

Engine 是推理请求的接收与执行者。它包含如下的组件来完成这项任务：


	ModelAgent 对象负责模型的加载、缓存管理以及 tensor parallelism 的管理。


	Scheduler 对象负责 session 的管理，sequence 与 lora adapter 所需要的资源的分配。


	RequestManager 负责请求的发送与接收，可以通过它与 EngineInstance 交互。






Engine

为了应对异步推理请求，Engine 在启动后会维护一个线程，循环如下操作：


	通过 RequestManager 读取请求，对各种请求进行分类处理。


	Scheduler 规划哪些请求可以被处理，以及它们所需的缓存和 adapters。


	ModelAgent 根据步骤 2. 得到的信息为输入分配资源，然后使用 patch 后的模型进行推理


	Scheduler 根据推理结果更新请求状态


	RequestManager 将输出返回给发送者（EngineInstance），回到步骤 1.




下面我们将介绍上述步骤中用到的几个重要组件


Scheduler

在进行大模型的推理时，通常会把 attention 的历史输入 key 和 value 缓存起来，以避免在未来的推理中进行重复计算。这种情况下如果要进行多 batch 的推理，由于不同数据的序列长度可能不同，kv 会进行大量的填充，浪费很多显存资源，也限制了模型的并发推理能力上限。

vLLM [https://docs.vllm.ai] 提了一种 paging 策略，以 page block 为单位为 key value 分配缓存，这样就可以避免由于 padding 导致的显存浪费。 lmdeploy.pytorch 中的 Scheduler 也遵循同样的设计，根据请求的长度合理分配所需的资源，并撤出暂时不使用的资源以保证存储资源的高效利用。

lmdeploy.pytorch 还对 S-LoRA [https://github.com/S-LoRA/S-LoRA] 的支持，S-LoRA 是一种对单模型多 adapter 的支持方案。LoRA 在推理时通常会把 adapter 融合进模型权重当中，同时使用复数个 adapter 会导致显存使用量的激增；S-LoRA 不对 adapter 进行融合，通过使用 unified paging，在推理时动态换入需要使用的 adapter，大幅降低了使用 adapter 的显存开销。Scheduler 中也实现了相关的功能，让用户可以更方便的使用自己的 adapter.



ModelAgent

lmdeploy.pytorch 中对 Tensor Parallelism（TP）进行了支持，不同的 TP 参数对模型的构造、权重处理、分配 cache 都存在影响。ModelAgent 对这些内容进行了封装，让 Engine 不用再关心这部分细节。

ModelAgent 有两个重要组件：


	patched_model 是更新后的 transformer 模型，更新后的模型添加了各种功能的支持，包括更高性能的子模块实现、TP、量化等等


	cache_engine 是缓存的分配与交换模块。它接收来自 scheduler 的交换请求，执行 host-device 间显存交换，adapter 加载等工作







特性


	Continuous Batching: 由于输入序列的长度不一样，batching 通常需要对输入进行 padding，这种 padding 会导致后续运算的计算量增加、影响速度，也会使得显存的占用大幅增加。遵循许多其他成熟框架的方案，lmdeploy.pytorch 采用了 continuous batching 的方式对输入做了连续化处理，避免了多余的资源占用。


	Tensor Parallelism: 大模型可能会占用远超一张显卡的显存量，为了支持这样的大模型的推理，我们实现了 Tensor 并发，模型的权重会被分布在不同的设备中，每张 GPU 设备负责一部分计算，减少了单卡显存占用，也充分利用了多显卡的计算优势。


	S-LoRA: LoRA adapter 可以帮助我们使用有限的显存来调优大模型，S-LoRA 可以帮助我们在有限的显存中同时使用复数个 LoRA 权重，扩展模型的能力。


	Quantization: 量化可以帮助我们进一步减少显存占用，提高推理性能。lmdeploy.pytorch 分支中添加了 w8a8 模型量化的支持，可以阅读 w8a8 了解更多细节。
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lmdeploy.pytorch 新模型支持

lmdeploy.pytorch 被设计用来简化新模型的支持以及原型的开发，用户可以根据自己的需求适配新的模型。


模型支持


配置加载（可选）

lmdeploy.pytorch 会根据模型的参数初始化引擎，如果需要接入的模型的参数命名与 transformers 中常见模型不同，可能存在解析错误的情况。可以添加自定义的 ConfigBuilder 来解析配置

# lmdeploy/pytorch/configurations/gemma.py

from lmdeploy.pytorch.config import ModelConfig

from .builder import AutoModelConfigBuilder


class GemmaModelConfigBuilder(AutoModelConfigBuilder):

    @classmethod
    def condition(cls, hf_config):
        # 判断 hf_config 是否适配该 builder
        return hf_config.model_type in ['gemma', 'gemma2']

    @classmethod
    def build(cls, hf_config, model_path: str = None):
        # 使用 transformers 加载的 hf_config
        # 构造 pytorch engine 的 ModelConfig
        return ModelConfig(hidden_size=hf_config.hidden_size,
                           num_layers=hf_config.num_hidden_layers,
                           num_attention_heads=hf_config.num_attention_heads,
                           num_key_value_heads=hf_config.num_key_value_heads,
                           bos_token_id=hf_config.bos_token_id,
                           eos_token_id=hf_config.eos_token_id,
                           head_dim=hf_config.head_dim,
                           vocab_size=hf_config.vocab_size)





可以使用 lmdeploy.pytorch.check_env.check_model 函数验证配置是否能够正确解析



实现模型

在确保能够正确解析配置后，就可以开始实现模型逻辑。以 llama 的实现为例，我们需要通过 transformers 的配置文件创建模型

class LlamaForCausalLM(nn.Module):

    # 构造函数，通过传入的 config 搭建模型
    # ctx_mgr 是上下文管理器，可以通过它传入引擎配置或额外参数
    def __init__(self,
                 config: LlamaConfig,
                 ctx_mgr: StepContextManager,
                 dtype: torch.dtype = None,
                 device: torch.device = None):
        super().__init__()
        self.config = config
        self.ctx_mgr = ctx_mgr
        # build LLamaModel
        self.model = LlamaModel(config, dtype=dtype, device=device)
        # build lm_head
        self.lm_head = build_rowwise_linear(config.hidden_size,
                                            config.vocab_size,
                                            bias=False,
                                            dtype=dtype,
                                            device=device)

    # 模型推理函数
    # 推荐尽可能使用与下面相同的参数
    def forward(
        self,
        input_ids: torch.Tensor,
        position_ids: torch.Tensor,
        past_key_values: List[List[torch.Tensor]],
        attn_metadata: Any = None,
        inputs_embeds: torch.Tensor = None,
        **kwargs,
    ):
        hidden_states = self.model(
            input_ids=input_ids,
            position_ids=position_ids,
            past_key_values=past_key_values,
            attn_metadata=attn_metadata,
            inputs_embeds=inputs_embeds,
        )

        logits = self.lm_head(hidden_states)
        logits = logits.float()
        return logits





除了这些以外，还有如下内容需要添加

class LlamaForCausalLM(nn.Module):

    ...

    # 标注该模型是否支持 cudagraph
    # 可以是一个 callable 对象，接收 forward 输入
    # 动态判断是否支持 cudagraph
    support_cuda_graph = True

    # 构建模型输入
    # 返回词典，词典的 key 必须是 forward 的输入
    def prepare_inputs_for_generation(
        self,
        past_key_values: List[List[torch.Tensor]],
        inputs_embeds: Optional[torch.Tensor] = None,
        context: StepContext = None,
    ):
        ...

    # 加载权重
    # 模型的输入是 state dict 的 key value 对
    def load_weights(self, weights: Iterable[Tuple[str, torch.Tensor]]):
        ...





我们封装了许多融合算子以简化模型的搭建。这些算子能够更好的支持 tensor 并行、量化等各种功能，我们鼓励开发者尽可能使用这些 op 进行开发。

# 使用预定义的 build_merged_colwise_linear, SiluAndMul, build_rowwise_linear
# 可以帮助我们更快搭建模型，并且不用关心 tensor 并发、量化等细节
class LlamaMLP(nn.Module):

    def __init__(self,
                 config: LlamaConfig,
                 dtype: torch.dtype = None,
                 device: torch.device = None):
        super().__init__()
        quantization_config = getattr(config, 'quantization_config', None)
        # gate up
        self.gate_up_proj = build_merged_colwise_linear(
            config.hidden_size,
            [config.intermediate_size, config.intermediate_size],
            bias=config.mlp_bias,
            dtype=dtype,
            device=device,
            quant_config=quantization_config,
            is_tp=True,
        )

        # silu and mul
        self.act_fn = SiluAndMul(inplace=True)

        # down
        self.down_proj = build_rowwise_linear(config.intermediate_size,
                                              config.hidden_size,
                                              bias=config.mlp_bias,
                                              quant_config=quantization_config,
                                              dtype=dtype,
                                              device=device,
                                              is_tp=True)

    def forward(self, x):
        """forward."""
        gate_up = self.gate_up_proj(x)
        act = self.act_fn(gate_up)
        return self.down_proj(act)







模型注册

为了能够让开发的模型实现可以正常使用，我们还需要在 lmdeploy/pytorch/models/module_map.py 中注册该模型

MODULE_MAP.update({
    'LlamaForCausalLM':
    f'{LMDEPLOY_PYTORCH_MODEL_PATH}.llama.LlamaForCausalLM',
})





如果你不希望修改模型源码，也可以从外部传入自定义的 module map，方便整合进其他项目中

from lmdeploy import PytorchEngineConfig, pipeline

backend_config = PytorchEngineConfig(custom_module_map='/path/to/custom/module_map.py')
generator = pipeline(model_path, backend_config=backend_config)
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长文本外推

长文本外推指 LLM 推理时处理比训练文本更长数据的能力。TurboMind 引擎目前支持 LlamaDynamicNTKScalingRotaryEmbedding [https://github.com/huggingface/transformers/blob/main/src/transformers/models/llama/modeling_llama.py#L178], 并与 HuggingFace 的实现对齐。


如何使用

如果要直接加载 HuggingFace 格式的模型，可以通过修改 TurbomindEngineConfig 参数的方式赋予模型外推能力。将 session_len 修改为外推的长度，并将 rope_scaling_factor 修改为不小于 1.0 的值。

以具有 1M 上下文长度的internlm2_5-7b-chat-1m为例，可以使用如下方式，激活长文本推理能力：

from lmdeploy import pipeline, GenerationConfig, TurbomindEngineConfig

backend_config = TurbomindEngineConfig(
        rope_scaling_factor=2.5,
        session_len=1000000,
        max_batch_size=1,
        cache_max_entry_count=0.7,
        tp=4)
pipe = pipeline('internlm/internlm2_5-7b-chat-1m', backend_config=backend_config)
prompt = 'Use a long prompt to replace this sentence'
gen_config = GenerationConfig(top_p=0.8,
                              top_k=40,
                              temperature=0.8,
                              max_new_tokens=1024)
response = pipe(prompt, gen_config=gen_config)
print(response)







评测

我们使用多种方式评测 LMDeploy 长文本推理能力，分别是 passkey retrieval 实验、大海捞针实验 和计算困惑度


Passkey Retrieval

执行如下代码，可以测试在长文本中找到特殊 key 成功和失败的次数

import numpy as np
from lmdeploy import pipeline
from lmdeploy import TurbomindEngineConfig
import time

session_len = 1000000
backend_config = TurbomindEngineConfig(
        rope_scaling_factor=2.5,
        session_len=session_len,
        max_batch_size=1,
        cache_max_entry_count=0.7,
        tp=4)
pipe = pipeline('internlm/internlm2_5-7b-chat-1m', backend_config=backend_config)


def passkey_retrieval(session_len, n_round=5):
    # create long context input
    tok = pipe.tokenizer
    task_description = 'There is an important info hidden inside a lot of irrelevant text. Find it and memorize them. I will quiz you about the important information there.'
    garbage = 'The grass is green. The sky is blue. The sun is yellow. Here we go. There and back again.'

    for _ in range(n_round):
        start = time.perf_counter()
        n_times = (session_len - 1000) // len(tok.encode(garbage))
        n_garbage_prefix = np.random.randint(0, n_times)
        n_garbage_suffix = n_times - n_garbage_prefix
        garbage_prefix = ' '.join([garbage] * n_garbage_prefix)
        garbage_suffix = ' '.join([garbage] * n_garbage_suffix)
        pass_key = np.random.randint(1, 50000)
        information_line = f'The pass key is {pass_key}. Remember it. {pass_key} is the pass key.'  # noqa: E501
        final_question = 'What is the pass key? The pass key is'
        lines = [
            task_description,
            garbage_prefix,
            information_line,
            garbage_suffix,
            final_question,
        ]

        # inference
        prompt = ' '.join(lines)
        response = pipe([prompt])
        print(pass_key, response)
        end = time.perf_counter()
        print(f'duration: {end - start} s')

passkey_retrieval(session_len, 5)





在 A100-80G GPU上，执行上述实验，每轮测试大约需要 364 秒



大海捞针

可使用 OpenCompass 进行测评，具体使用方法，请参考文档 [https://github.com/open-compass/opencompass/blob/main/docs/zh_cn/advanced_guides/needleinahaystack_eval.md]



困惑度

下面展示使用 LMDeploy 计算困惑度的用法

from transformers import AutoTokenizer
from lmdeploy import TurbomindEngineConfig, pipeline
import numpy as np

# load model and tokenizer
model_repoid_or_path = 'internlm/internlm2_5-7b-chat-1m'
backend_config = TurbomindEngineConfig(
        rope_scaling_factor=2.5,
        session_len=1000000,
        max_batch_size=1,
        cache_max_entry_count=0.7,
        tp=4)
pipe = pipeline(model_repoid_or_path, backend_config=backend_config)
tokenizer = AutoTokenizer.from_pretrained(model_repoid_or_path, trust_remote_code=True)

# get perplexity
text = 'Use a long prompt to replace this sentence'
input_ids = tokenizer.encode(text)
loss = pipe.get_ppl(input_ids)[0]
print(ppl)
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自定义对话模板

被应用的对话模板效果，可以通过设置日志等级为INFO进行观测。

LMDeploy 支持两种添加对话模板的形式：


	一种是利用现有对话模板，直接配置一个如下的 json 文件使用。

{
    "model_name": "your awesome chat template name",
    "system": "<|im_start|>system\n",
    "meta_instruction": "You are a robot developed by LMDeploy.",
    "eosys": "<|im_end|>\n",
    "user": "<|im_start|>user\n",
    "eoh": "<|im_end|>\n",
    "assistant": "<|im_start|>assistant\n",
    "eoa": "<|im_end|>",
    "separator": "\n",
    "capability": "chat",
    "stop_words": ["<|im_end|>"]
}





这样一个模板将会以下面的形式进行拼接。

{system}{meta_instruction}{eosys}{user}{user_content}{eoh}{assistant}{assistant_content}{eoa}{separator}{user}...





在使用 CLI 工具时，可以通过 --chat-template 传入自定义对话模板，比如：

lmdeploy serve api_server internlm/internlm2_5-7b-chat --chat-template ${JSON_FILE}





也可以在通过接口函数传入，比如：

from lmdeploy import ChatTemplateConfig, serve

serve('internlm/internlm2_5-7b-chat',
      chat_template_config=ChatTemplateConfig.from_json('${JSON_FILE}'))







	一种是以 LMDeploy 现有对话模板，自定义一个python对话模板类，注册成功后直接用即可。优点是自定义程度高，可控性强。
下面是一个注册 LMDeploy 对话模板的例子：

from lmdeploy.model import MODELS, BaseChatTemplate


@MODELS.register_module(name='customized_model')
class CustomizedModel(BaseChatTemplate):
    """A customized chat template."""

    def __init__(self,
                 system='<|im_start|>system\n',
                 meta_instruction='You are a robot developed by LMDeploy.',
                 user='<|im_start|>user\n',
                 assistant='<|im_start|>assistant\n',
                 eosys='<|im_end|>\n',
                 eoh='<|im_end|>\n',
                 eoa='<|im_end|>',
                 separator='\n',
                 stop_words=['<|im_end|>', '<|action_end|>']):
        super().__init__(system=system,
                         meta_instruction=meta_instruction,
                         eosys=eosys,
                         user=user,
                         eoh=eoh,
                         assistant=assistant,
                         eoa=eoa,
                         separator=separator,
                         stop_words=stop_words)


from lmdeploy import ChatTemplateConfig, pipeline

messages = [{'role': 'user', 'content': 'who are you?'}]
pipe = pipeline('internlm/internlm2_5-7b-chat',
                chat_template_config=ChatTemplateConfig('customized_model'))
for response in pipe.stream_infer(messages):
    print(response.text, end='')





在这个例子中，我们注册了一个 LMDeploy 的对话模板，该模板将模型设置为由 LMDeploy 创造，所以当用户提问模型是谁的时候，模型就会回答由 LMDeploy 所创。
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如何调试 Turbomind

Turbomind 使用 C++ 实现，不像 Python 一样易于调试。该文档提供了调试 Turbomind 的基本方法。


前置工作

首先，根据构建命令完成源码编译和安装。



配置 Python 调试环境

由于目前许多大公司在线上生产环境中使用 Centos 7，我们将以 Centos 7 为例来说明配置过程。


获取 glibc 和 python3 的版本

rpm -qa | grep glibc
rpm -qa | grep python3





结果类似于这样：

[username@hostname workdir]# rpm -qa | grep glibc
glibc-2.17-325.el7_9.x86_64
glibc-common-2.17-325.el7_9.x86_64
glibc-headers-2.17-325.el7_9.x86_64
glibc-devel-2.17-325.el7_9.x86_64

[username@hostname workdir]# rpm -qa | grep python3
python3-pip-9.0.3-8.el7.noarch
python3-rpm-macros-3-34.el7.noarch
python3-rpm-generators-6-2.el7.noarch
python3-setuptools-39.2.0-10.el7.noarch
python3-3.6.8-21.el7_9.x86_64
python3-devel-3.6.8-21.el7_9.x86_64
python3.6.4-sre-1.el6.x86_64





根据上述信息，我们可以看到 glibc 的版本是 2.17-325.el7_9.x86_64，python3 的版本是 3.6.8-21.el7_9.x86_64。



下载并安装 debuginfo 库

从 http://debuginfo.centos.org/7/x86_64 下载 glibc-debuginfo-common-2.17-325.el7.x86_64.rpm、glibc-debuginfo-2.17-325.el7.x86_64.rpm 和 python3-debuginfo-3.6.8-21.el7.x86_64.rpm。

rpm -ivh glibc-debuginfo-common-2.17-325.el7.x86_64.rpm
rpm -ivh glibc-debuginfo-2.17-325.el7.x86_64.rpm
rpm -ivh python3-debuginfo-3.6.8-21.el7.x86_64.rpm







升级 GDB

sudo yum install devtoolset-10 -y
echo "source scl_source enable devtoolset-10" >> ~/.bashrc
source ~/.bashrc







验证

gdb python3





输出类似于这样：

[username@hostname workdir]# gdb python3
GNU gdb (GDB) Red Hat Enterprise Linux 9.2-10.el7
Copyright (C) 2020 Free Software Foundation, Inc.
License GPLv3+: GNU GPL version 3 or later <http://gnu.org/licenses/gpl.html>
This is free software: you are free to change and redistribute it.
There is NO WARRANTY, to the extent permitted by law.
Type "show copying" and "show warranty" for details.
This GDB was configured as "x86_64-redhat-linux-gnu".
Type "show configuration" for configuration details.
For bug reporting instructions, please see:
<http://www.gnu.org/software/gdb/bugs/>.
Find the GDB manual and other documentation resources online at:
   <http://www.gnu.org/software/gdb/documentation/>.

For help, type "help".
Type "apropos word" to search for commands related to "word"...
Reading symbols from python3...
(gdb)





如果显示 Reading symbols from python3，说明配置成功。

对于其他操作系统，请参考 DebuggingWithGdb [https://wiki.python.org/moin/DebuggingWithGdb]。




设置符号链接

设置符号链接后，不需要每次都通过 pip 进行本地安装。

# 更改目录到 lmdeploy，例如
cd /workdir/lmdeploy

# 因为编译文件在 build 文件夹中
# 设置 lib 的软链接
cd lmdeploy && ln -s ../build/lib . && cd ..
# （可选）创建 compile_commands.json 软链接，用于 clangd 构建 index
ln -s build/compile_commands.json .







开始调试

# 使用 gdb 启动 API Server，例如
gdb --args python3 -m lmdeploy serve api_server /workdir/Llama-2-13b-chat-hf

# 在 gdb 中设置 lmdeploy 文件夹路径
Reading symbols from python3...
(gdb) set directories /workdir/lmdeploy

# 使用相对路径设置断点，例如
(gdb) b src/turbomind/models/llama/BlockManager.cc:104

# 当出现
# ```
# No source file named src/turbomind/models/llama/BlockManager.cc.
# Make breakpoint pending on future shared library load? (y or [n])
# ```
# 输入 y 并回车

# 运行
(gdb) r

# (可选) 使用 https://github.com/InternLM/lmdeploy/blob/main/benchmark/profile_restful_api.py 发送请求

python3 profile_restful_api.py --backend lmdeploy --dataset-path ./ShareGPT_V3_unfiltered_cleaned_split.json







使用 GDB

参考 GDB Execution Commands [https://lldb.llvm.org/use/map.html] 进行调试。
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结构化输出

结构化输出（也称为引导解码）会强制模型生成与用户提供的 JSON 模式、语法或正则表达式完全匹配的文本。
当前，PyTorch 与 Turbomind 两个后端均已支持这种（受模式约束的）结构化生成。
以下分别为 pipeline API 和 API 服务的使用示例。


pipeline

from lmdeploy import pipeline
from lmdeploy.messages import GenerationConfig, PytorchEngineConfig

model = 'internlm/internlm2-chat-1_8b'
guide = {
    'type': 'object',
    'properties': {
        'name': {
            'type': 'string'
        },
        'skills': {
            'type': 'array',
            'items': {
                'type': 'string',
                'maxLength': 10
            },
            'minItems': 3
        },
        'work history': {
            'type': 'array',
            'items': {
                'type': 'object',
                'properties': {
                    'company': {
                        'type': 'string'
                    },
                    'duration': {
                        'type': 'string'
                    }
                },
                'required': ['company']
            }
        }
    },
    'required': ['name', 'skills', 'work history']
}
pipe = pipeline(model, backend_config=PytorchEngineConfig(), log_level='INFO')
gen_config = GenerationConfig(
    response_format=dict(type='json_schema', json_schema=dict(name='test', schema=guide)))
response = pipe(['Make a self introduction please.'], gen_config=gen_config)
print(response)







api_server

首先，先启动 InternLM2 模型的 api_server 服务。

lmdeploy serve api_server internlm/internlm2-chat-1_8b --backend pytorch





客户端可以使用 OpenAI 的 python 包进行测试：

from openai import OpenAI
guide = {
    'type': 'object',
    'properties': {
        'name': {
            'type': 'string'
        },
        'skills': {
            'type': 'array',
            'items': {
                'type': 'string',
                'maxLength': 10
            },
            'minItems': 3
        },
        'work history': {
            'type': 'array',
            'items': {
                'type': 'object',
                'properties': {
                    'company': {
                        'type': 'string'
                    },
                    'duration': {
                        'type': 'string'
                    }
                },
                'required': ['company']
            }
        }
    },
    'required': ['name', 'skills', 'work history']
}
response_format=dict(type='json_schema',  json_schema=dict(name='test',schema=guide))
messages = [{'role': 'user', 'content': 'Make a self-introduction please.'}]
client = OpenAI(api_key='YOUR_API_KEY', base_url='http://0.0.0.0:23333/v1')
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
    model=model_name,
    messages=messages,
    temperature=0.8,
    response_format=response_format,
    top_p=0.8)
print(response)





输出结果是一个 json 格式的回答。
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PyTorchEngine 多节点部署指南

为了支持更大规模的模型部署需求，PyTorchEngine 提供了多节点部署的支持。以下是如何在两个8卡节点上部署 tp=16 模型的详细步骤。


1. 创建 Docker 容器（可选）

为了确保集群环境的一致性，建议使用 Docker 搭建集群。在每个节点上创建容器：

docker run -it \
    --network host \
    -v $MODEL_PATH:$CONTAINER_MODEL_PATH \
    openmmlab/lmdeploy:latest






[!IMPORTANT]
请确保将模型放置在各个节点容器的相同目录中。






2. 使用 ray 搭建集群


2.1 启动主节点

选择其中一个节点做为主节点，并在该节点的容器中运行以下命令：

ray start --head --port=$DRIVER_PORT







2.2 加入集群

在其他节点的容器中，使用以下命令加入主节点所在的集群：

ray start --address=$DRIVER_NODE_ADDR:$DRIVER_PORT





完成后可以在主节点使用 ray status 查看集群状态，确保所有节点都被成功加入集群。


[!IMPORTANT]
请确保 DRIVER_NODE_ADDR 为主节点的地址，DRIVER_PORT 与主节点初始化时使用的端口号一致。







3. 使用 LMDeploy 接口

在主节点的容器中，您可以正常使用 PyTorchEngine 的所有功能。


3.1 启动服务 API

lmdeploy serve api_server \
    $CONTAINER_MODEL_PATH \
    --backend pytorch \
    --tp 16







3.2 使用 pipeline 接口

from lmdeploy import pipeline, PytorchEngineConfig

if __name__ == '__main__':
    model_path = '/path/to/model'
    backend_config = PytorchEngineConfig(tp=16)
    with pipeline(model_path, backend_config=backend_config) as pipe:
        outputs = pipe('Hakuna Matata')






[!NOTE]
PytorchEngine 会根据 tp 数以及集群上的设备数量自动选择合适的启动方式（单机/多机）。如果希望强制使用 ray 集群，可以配置 PytorchEngineConfig 中的 distributed_executor_backend='ray' 或使用环境变量 LMDEPLOY_EXECUTOR_BACKEND=ray。




通过以上步骤，您可以成功在多节点环境中部署 PyTorchEngine，并利用 Ray 集群进行分布式计算。


[!WARNING]
为了能够得到更好的性能，我们建议用户配置更好的网络环境（比如使用 InfiniBand [https://en.wikipedia.org/wiki/InfiniBand]）以提高引擎运行效率
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PyTorchEngine 性能分析

我们提供了数种分析 PytorchEngine 性能的方式


PyTorch Profiler

我们集成了 PyTorch Profiler，可以在启动 pipeline 或 api server 时添加环境变量：

# enable profile cpu
export LMDEPLOY_PROFILE_CPU=1
# enable profile cuda
export LMDEPLOY_PROFILE_CUDA=1
# profile would start after 3 seconds
export LMDEPLOY_PROFILE_DELAY=3
# profile 10 seconds
export LMDEPLOY_PROFILE_DURATION=10
# prefix path to save profile files
export LMDEPLOY_PROFILE_OUT_PREFIX="/path/to/save/profile_"





这样在退出程序后，统计信息会被存储在 LMDEPLOY_PROFILE_OUT_PREFIX 指定的地址，方便进行性能分析。



Nsight System

我们也支持使用 Nsight System 分析 nVidia 设备的性能。


单卡

单卡情况下比较简单，可以直接使用 nsys profile：

nsys profile python your_script.py







多卡

当启用了 DP/TP/EP 等多卡方案时，可以设置环境变量

# enable nsight system
export LMDEPLOY_RAY_NSYS_ENABLE=1
# prefix path to save profile files
export LMDEPLOY_RAY_NSYS_OUT_PREFIX="/path/to/save/profile_"





然后正常启动脚本或 api server 即可（注意不要添加 nsys profile）

这样 profile 的结果就会被保存在 LMDEPLOY_RAY_NSYS_OUT_PREFIX 下，如果没有配置 LMDEPLOY_RAY_NSYS_OUT_PREFIX，可以在 /tmp/ray/session_xxx/nsight 目录下找到。




Ray timeline

我们使用 ray 实现多卡支持，如果希望查看 ray timeline，可以配置如下环境变量：

export LMDEPLOY_RAY_TIMELINE_ENABLE=1
export LMDEPLOY_RAY_TIMELINE_OUT_PATH="/path/to/save/timeline.json"
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生产环境指标监控

LMDeploy 通过 Prometheus 暴露监控指标，并通过 Grafana 提供可视化界面。


配置指南

本节介绍如何设置 lmdeploy/monitoring 目录中提供的监控套件（Prometheus + Grafana）



前提条件


	已安装 Docker [https://docs.docker.com/engine/install/] 和 Docker Compose [https://docs.docker.com/compose/install/]


	已启用指标系统的 LMDeploy 服务正在运行






使用说明 (DP = 1)


	启动已启用指标的 LMDeploy 服务




lmdeploy serve api_server Qwen/Qwen2.5-7B-Instruct --enable-metrics





请根据需求替换模型路径。默认 metrics endpoint 位于 http://<lmdeploy_server_host>:23333/metrics。


	进入监控目录




cd lmdeploy/monitoring






	启动监控套件




docker compose up





此命令将在后台启动 Prometheus 和 Grafana。


	访问监控界面





	Prometheus：浏览器访问 http://localhost:9090.


	Grafana：浏览器访问 http://localhost:3000.





	登录 Grafana





	默认用户名：admin


	默认密码：admin （首次登录后会提示修改密码）





	查看仪表盘




预配置的 LMDeploy 仪表盘将自动加载。



使用说明 (DP > 1)


	启动已启用指标的 LMDeploy 服务




以模型 Qwen/Qwen2.5-7B-Instruct 为例，使用 DP=2，TP=2 启动服务：

# Proxy server
lmdeploy serve proxy --server-port 8000 --routing-strategy 'min_expected_latency' --serving-strategy Hybrid --log-level INFO

# API server
LMDEPLOY_DP_MASTER_ADDR=127.0.0.1 \
LMDEPLOY_DP_MASTER_PORT=29555 \
lmdeploy serve api_server \
    Qwen/Qwen2.5-7B-Instruct \
    --backend pytorch \
    --tp 2 \
    --dp 2 \
    --proxy-url http://0.0.0.0:8000 \
    --nnodes 1 \
    --node-rank 0 \
    --enable-metrics





您应该能在代理服务器列表中看到多个 API 服务实例。详细信息可以在 lmdeploy/serve/proxy/proxy_config.json 中找到。

例如，您可能会看到如下 API 服务地址：

http://$host_ip:$api_server_port1

http://$host_ip:$api_server_port2






	修改 Prometheus 配置




当 DP > 1 时，LMDeploy 会为每个 DP Rank 启动一个 API 服务。如果你想监控其中某个 API 服务，例如：http://$host_ip:$api_server_port1，请修改配置文件 lmdeploy/monitoring/prometheus.yaml 如下所示。


注意：这里应使用实际主机的 IP 地址而非 127.0.0.1，因为当 DP > 1 时，LMDeploy 是通过实际主机 IP 启动 API 服务的。




global:
  scrape_interval: 5s
  evaluation_interval: 30s

scrape_configs:
  - job_name: lmdeploy
    static_configs:
      - targets:
          - '$host_ip:$api_server_port1' # <= 修改此处






	进入监控目录并执行上述相同步骤






故障排除


	端口冲突




检查端口 23333 (LMDeploy 服务端口)、9090 (Prometheus 端口) 或 3000 (Grafana 端口) 是否被占用。解决方案，关闭冲突的端口或如下修改配置文件：


	修改 Prometheus 抓取的 LMDeploy 服务端口




在 lmdeploy/monitoring/prometheus.yaml 中

global:
  scrape_interval: 5s
  evaluation_interval: 30s

scrape_configs:
  - job_name: lmdeploy
    static_configs:
      - targets:
          - '127.0.0.1:23333' # <= 修改此处的 LMDeploy 服务端口 23333，需与实际运行端口一致






	修改 Prometheus 端口




在 lmdeploy/monitoring/grafana/datasources/datasource.yaml 中

apiVersion: 1
datasources:
  - name: Prometheus
    type: prometheus
    access: proxy
    url: http://localhost:9090 # <= 修改此处的 Prometheus 接口端口 9090
    isDefault: true
    editable: false






	修改 Grafana 端口




在 lmdeploy/monitoring/docker-compose.yaml 中操作（例如改为 3090 端口）:

方案一：在环境变量中添加 GF_SERVER_HTTP_PORT

  environment:
- GF_AUTH_ANONYMOUS_ENABLED=true
- GF_SERVER_HTTP_PORT=3090  # <= 添加此行





方案二：使用端口映射

grafana:
  image: grafana/grafana:latest
  container_name: grafana
  ports:
  - "3090:3000"  # <= 主机端口:容器端口映射






	仪表盘无数据




尝试向 LMDeploy 服务发送请求生成流量：

python3 benchmark/profile_restful_api.py --backend lmdeploy --num-prompts 5000 --dataset-path ShareGPT_V3_unfiltered_cleaned_split.json





刷新后仪表盘应显示数据。
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序列并行

在单卡显存不足以部署模型的时候，通常会以 TP 的方式进行部署，而这一般要求 num_key_value_heads 被 TP 整除。如果要以 TP > num_key_value_heads 的方式进行部署，需要创建 kv-heads 的副本，以满足整除需求。但是这样会有两个缺点：


	可用的 kvcache 数量减半，进而减少请求最大推理长度


	降低推理的最大 batch 数量，减少吞吐量。




为了解决这个问题，TurboMind 推理后端支持设置 attn_dp_size，避免了创建 kv-heads 的副本，但是这会引入数据的不均衡性。为了消除数据的不均衡，TurboMind 支持了序列并行，支持将 kv_cache 交错存储到不同的 cp_rank 上，例如

cp_rank=2, prompt_len=5, generation_len=4
kv_cache stored on cp_rank0: 0, 2, 4, 6, 8
kv_cache stored on cp_rank1: 1, 3, 5, 7






使用说明

以 Intern-S1 / Qwen3-235B-A22B 为例，他们的 num_key_value_heads 为 4，若要用 TP=8 的方式部署，并避免 kv_cache 的拷贝，可以用如下的方式部署

lmdeploy serve api_server internlm/Intern-S1 --tp 8 --cp 2

lmdeploy serve api_server Qwen/Qwen3-235B-A22B --tp 8 --cp 2
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Speculative Decoding

投机解码是一种优化技术，它通过引入轻量级草稿模型来预测多个后续token，再由主模型在前向推理过程中验证并选择匹配度最高的长token序列。与标准的自回归解码相比，这种方法可使系统一次性生成多个token。


[!NOTE]
请注意，这是lmdeploy中的实验性功能。





示例

请参考如下使用示例。


Eagle 3


安装依赖

安装 flash-atten3  [https://github.com/Dao-AILab/flash-attention?tab=readme-ov-file#flashattention-3-beta-release]

git clone --depth=1 https://github.com/Dao-AILab/flash-attention.git
cd flash-attention/hopper
python setup.py install







pipeline

from lmdeploy import PytorchEngineConfig, pipeline
from lmdeploy.messages import SpeculativeConfig


if __name__ == '__main__':

    model_path = 'meta-llama/Llama-3.1-8B-Instruct'
    spec_cfg = SpeculativeConfig(
        method='eagle3',
        num_speculative_tokens=3,
        model='yuhuili/EAGLE3-LLaMA3.1-Instruct-8B',
    )
    pipe = pipeline(model_path, backend_config=PytorchEngineConfig(max_batch_size=128), speculative_config=spec_cfg)
    response = pipe(['Hi, pls intro yourself', 'Shanghai is'])
    print(response)








serving

lmdeploy serve api_server \
meta-llama/Llama-3.1-8B-Instruct \
--backend pytorch \
--server-port 24545 \
--speculative-draft-model yuhuili/EAGLE3-LLaMA3.1-Instruct-8B \
--speculative-algorithm eagle3 \
--speculative-num-draft-tokens 3 \
--max-batch-size 128 \
--enable-metrics








Deepseek MTP


安装依赖

Install FlashMLA [https://github.com/deepseek-ai/FlashMLA?tab=readme-ov-file#installation]

git clone https://github.com/deepseek-ai/FlashMLA.git flash-mla
cd flash-mla
git submodule update --init --recursive
pip install -v .







pipeline

from lmdeploy import PytorchEngineConfig, pipeline
from lmdeploy.messages import SpeculativeConfig


if __name__ == '__main__':

    model_path = 'deepseek-ai/DeepSeek-V3'
    spec_cfg = SpeculativeConfig(
        method='deepseek_mtp',
        num_speculative_tokens=3,
    )
    pipe = pipeline(model_path,
                    backend_config=PytorchEngineConfig(tp=16, max_batch_size=128),
                    speculative_config=spec_cfg)
    response = pipe(['Hi, pls intro yourself', 'Shanghai is'])
    print(response)







serving

lmdeploy serve api_server \
deepseek-ai/DeepSeek-V3 \
--backend pytorch \
--server-port 24545 \
--tp 16 \
--speculative-algorithm deepseek_mtp \
--speculative-num-draft-tokens 3 \
--max-batch-size 128 \
--enable-metrics
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权重更新

LMDeploy支持在线权重更新，方便RL训练等场景下的使用。以下是权重更新的步骤：


步骤 1: 启动服务

For pytorch backend you have to add --distributed-executor-backend ray.

lmdeploy serve api_server internlm/internlm2_5-7b-chat --server-port 23333 --distributed-executor-backend ray # for pytorch backend







步骤 2: 卸载权重和KV缓存

在权重更新前，需要调用API卸载权重和KV缓存，使推理引擎处于可更新状态：

from lmdeploy.utils import serialize_state_dict
import requests

BASE_URL = 'http://0.0.0.0:23333'
api_key = 'sk-xxx'

headers = {
                "Content-Type": "application/json",
                "Authorization": f"Bearer {api_key}",
            }

# offloads weights and kv cache with level=2
response = requests.post(f"{BASE_URL}/sleep", headers=headers, params=dict(tags=['weights', 'kv_cache'], level=2))
assert response.status_code == 200, response.status_code

# wake up weights, the server is ready for update weights
response = requests.post(f"{BASE_URL}/wakeup", headers=headers, params=dict(tags=['weights']))
assert response.status_code == 200, response.status_code







步骤 3: 更新权重

将模型权重切分后调用update_weightsAPI进行更新。

segmented_state_dict: List[Dict[str, torch.Tensor]] = ...
num_segment = len(segmented_state_dict)
for seg_idx in range(num_segment):
    serialized_data = serialize_state_dict(segmented_state_dict[seg_idx])
    data = dict(serialized_named_tensors=serialized_data, finished=seg_idx == num_segment-1)
    response = requests.post(f"{BASE_URL}/update_weights", headers=headers, json=data)
    assert response.status_code == 200, f"response.status_code = {response.status_code}"






注意: 对于pytorch推理后端，lmdeploy还支持扁平化桶张量(flattened bucket tensor)传输方式:

from lmdeploy.utils import serialize_state_dict, FlattenedTensorBucket, FlattenedTensorMetadata

segmented_state_dict: List[Dict[str, torch.Tensor]] = ...
num_segment = len(segmented_state_dict)
for seg_idx in range(num_segment):
    named_tensors = list(segmented_state_dict[seg_idx].items())
    bucket = FlattenedTensorBucket(named_tensors=named_tensors)
    metadata = bucket.get_metadata()
    flattened_tensor_data = dict(flattened_tensor=bucket.get_flattened_tensor(), metadata=metadata)
    serialized_data = serialize_state_dict(flattened_tensor_data)
    data = dict(serialized_named_tensors=serialized_data, finished=seg_idx == num_segment-1, load_format='flattened_bucket')
    response = requests.post(f"{BASE_URL}/update_weights", headers=headers, json=data)
    assert response.status_code == 200, f"response.status_code = {response.status_code}"







步骤 4: 唤醒引擎

权重更新后，调用API构建KV缓存，唤醒引擎，重新提供推理服务。

response = requests.post(f"{BASE_URL}/wakeup", headers=headers, params=dict(tags=['kv_cache']))
assert response.status_code == 200, response.status_code
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推理 pipeline


Pipeline


	
lmdeploy.pipeline(model_path, backend_config=None, chat_template_config=None, log_level='WARNING', max_log_len=None, trust_remote_code=False, speculative_config=None, **kwargs)

	Create a pipeline for inference.


	参数:

	
	model_path (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – the path of a model. It could be one of the following options:


	i) A local directory path of a turbomind model which is
converted by lmdeploy convert command or download from
ii) and iii).


	ii) The model_id of a lmdeploy-quantized model hosted
inside a model repo on huggingface.co, such as
InternLM/internlm-chat-20b-4bit,
lmdeploy/llama2-chat-70b-4bit, etc.


	iii) The model_id of a model hosted inside a model repo
on huggingface.co, such as internlm/internlm-chat-7b,
Qwen/Qwen-7B-Chat, baichuan-inc/Baichuan2-7B-Chat
and so on.







	backend_config (Union [https://docs.python.org/3.10/library/typing.html#typing.Union][TurbomindEngineConfig, PytorchEngineConfig, None [https://docs.python.org/3.10/library/constants.html#None]]) – backend config instance. Default to None.


	chat_template_config (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][ChatTemplateConfig]) – chat template configuration. Default to None.


	log_level (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – set log level whose value among [CRITICAL, ERROR,
WARNING, INFO, DEBUG]


	max_log_len (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – Max number of prompt characters or prompt tokens
being printed in log.


	trust_remote_code (bool [https://docs.python.org/3.10/library/functions.html#bool]) – whether to trust remote code from model repositories.


	speculative_config (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][SpeculativeConfig]) – speculative decoding configuration.


	**kwargs – additional keyword arguments passed to the pipeline.






	返回:

	a pipeline instance for inference.



	返回类型:

	Pipeline





示例

# LLM
import lmdeploy
pipe = lmdeploy.pipeline('internlm/internlm-chat-7b')
response = pipe(['hi','say this is a test'])
print(response)

# VLM
from lmdeploy.vl import load_image
from lmdeploy import pipeline, TurbomindEngineConfig, ChatTemplateConfig
pipe = pipeline('liuhaotian/llava-v1.5-7b',
                backend_config=TurbomindEngineConfig(session_len=8192),
                chat_template_config=ChatTemplateConfig(model_name='vicuna'))
im = load_image('https://raw.githubusercontent.com/open-mmlab/mmdeploy/main/demo/resources/human-pose.jpg')
response = pipe([('describe this image', [im])])
print(response)










	
class lmdeploy.Pipeline(model_path, backend_config=None, chat_template_config=None, log_level='WARNING', max_log_len=None, trust_remote_code=False, speculative_config=None, **kwargs)

	基类：object [https://docs.python.org/3.10/library/functions.html#object]

Pipeline - User-facing API layer for inference.


	
__init__(model_path, backend_config=None, chat_template_config=None, log_level='WARNING', max_log_len=None, trust_remote_code=False, speculative_config=None, **kwargs)

	Initialize Pipeline.


	参数:

	
	model_path (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – Path to the model.


	backend_config (Union [https://docs.python.org/3.10/library/typing.html#typing.Union][TurbomindEngineConfig, PytorchEngineConfig, None [https://docs.python.org/3.10/library/constants.html#None]]) – Backend configuration.


	chat_template_config (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][ChatTemplateConfig]) – Chat template configuration.


	log_level (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – Log level.


	max_log_len (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – Max number of prompt characters or prompt tokens being printed in log.


	trust_remote_code (bool [https://docs.python.org/3.10/library/functions.html#bool]) – whether to trust remote code from model repositories.


	speculative_config (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][SpeculativeConfig]) – Speculative decoding configuration.


	**kwargs – Additional keyword arguments.













	
infer(prompts, gen_config=None, do_preprocess=True, adapter_name=None, use_tqdm=False, **kwargs)

	Inference prompts.


	参数:

	
	prompts (list [https://docs.python.org/3.10/library/stdtypes.html#list][str [https://docs.python.org/3.10/library/stdtypes.html#str]] | str [https://docs.python.org/3.10/library/stdtypes.html#str] | list [https://docs.python.org/3.10/library/stdtypes.html#list][dict [https://docs.python.org/3.10/library/stdtypes.html#dict]] | list [https://docs.python.org/3.10/library/stdtypes.html#list][list [https://docs.python.org/3.10/library/stdtypes.html#list][dict [https://docs.python.org/3.10/library/stdtypes.html#dict]]] | tuple [https://docs.python.org/3.10/library/stdtypes.html#tuple] | list [https://docs.python.org/3.10/library/stdtypes.html#list][tuple [https://docs.python.org/3.10/library/stdtypes.html#tuple]]) – Prompts for inference. It can be a single prompt, a list of prompts, a list of tuples, or a tuple.
tuple can be (prompt, image or [images]) or (image or [images], prompt).


	gen_config (Union [https://docs.python.org/3.10/library/typing.html#typing.Union][GenerationConfig, list [https://docs.python.org/3.10/library/stdtypes.html#list][GenerationConfig], None [https://docs.python.org/3.10/library/constants.html#None]]) – Generation configuration(s).


	do_preprocess (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether to pre-process messages.


	adapter_name (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – Adapter name.


	use_tqdm (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether to use progress bar.


	**kwargs – Additional keyword arguments.






	返回:

	A single response or a list of responses.



	返回类型:

	Response | list [https://docs.python.org/3.10/library/stdtypes.html#list][Response]










	
stream_infer(prompts, sessions=None, gen_config=None, do_preprocess=True, adapter_name=None, stream_response=True, **kwargs)

	Stream inference.


	参数:

	
	prompts (list [https://docs.python.org/3.10/library/stdtypes.html#list][str [https://docs.python.org/3.10/library/stdtypes.html#str]] | str [https://docs.python.org/3.10/library/stdtypes.html#str] | list [https://docs.python.org/3.10/library/stdtypes.html#list][dict [https://docs.python.org/3.10/library/stdtypes.html#dict]] | list [https://docs.python.org/3.10/library/stdtypes.html#list][list [https://docs.python.org/3.10/library/stdtypes.html#list][dict [https://docs.python.org/3.10/library/stdtypes.html#dict]]] | tuple [https://docs.python.org/3.10/library/stdtypes.html#tuple] | list [https://docs.python.org/3.10/library/stdtypes.html#list][tuple [https://docs.python.org/3.10/library/stdtypes.html#tuple]]) – Prompts to inference. It can be a single prompt, a list of prompts, a list of tuples, or a tuple.
tuple can be (prompt, image or [images]) or (image or [images], prompt).


	sessions (Union [https://docs.python.org/3.10/library/typing.html#typing.Union][Session, list [https://docs.python.org/3.10/library/stdtypes.html#list][Session], None [https://docs.python.org/3.10/library/constants.html#None]]) – Sessions. Each of which corresponds to a prompt.


	gen_config (Union [https://docs.python.org/3.10/library/typing.html#typing.Union][GenerationConfig, list [https://docs.python.org/3.10/library/stdtypes.html#list][GenerationConfig], None [https://docs.python.org/3.10/library/constants.html#None]]) – Generation configuration(s).


	do_preprocess (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether to pre-process messages.


	adapter_name (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – Adapter name.


	stream_response (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether to stream the response. If True, the generator will stream the response.
Otherwise, the generator will run until finish and return the final response. This argument
is introduced to support the streaming and non-streaming modes of Pipeline.chat.


	**kwargs – Additional keyword arguments.






	返回:

	A generator that yields the output (i.e. instance of class Response) of the inference.



	返回类型:

	Iterator










	
chat(prompt, session=None, gen_config=None, stream_response=False, adapter_name=None, **kwargs)

	Chat.


	参数:

	
	prompt (str [https://docs.python.org/3.10/library/stdtypes.html#str] | tuple [https://docs.python.org/3.10/library/stdtypes.html#tuple][str [https://docs.python.org/3.10/library/stdtypes.html#str], Image [https://pillow.readthedocs.io/en/stable/reference/Image.html#PIL.Image.Image] | list [https://docs.python.org/3.10/library/stdtypes.html#list][Image [https://pillow.readthedocs.io/en/stable/reference/Image.html#PIL.Image.Image]]]) – prompt string or a tuple of (prompt, image or [images]).


	session – the chat session.


	gen_config (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][GenerationConfig]) – an instance of GenerationConfig. Default to None.


	stream_response – whether to stream the response.


	adapter_name – adapter name.


	**kwargs – additional keyword arguments.






	返回:

	the updated session, or a streaming iterator if stream_response is True.



	返回类型:

	Session | Iterator










	
get_ppl(input_ids)

	Get perplexity scores given a list of input tokens that have to be
of the same length.


	参数:

	input_ids (list [https://docs.python.org/3.10/library/stdtypes.html#list][int [https://docs.python.org/3.10/library/functions.html#int]] | list [https://docs.python.org/3.10/library/stdtypes.html#list][list [https://docs.python.org/3.10/library/stdtypes.html#list][int [https://docs.python.org/3.10/library/functions.html#int]]]) – the batch of input token ids.



	返回:

	A list of perplexity scores.



	返回类型:

	list [https://docs.python.org/3.10/library/stdtypes.html#list][float [https://docs.python.org/3.10/library/functions.html#float]]















Config


	
class lmdeploy.PytorchEngineConfig(dtype='auto', tp=1, dp=1, dp_rank=0, ep=1, session_len=None, max_batch_size=None, attn_tp_size=None, mlp_tp_size=None, moe_tp_size=None, cache_max_entry_count=0.8, prefill_interval=16, block_size=64, kernel_block_size=-1, num_cpu_blocks=0, num_gpu_blocks=0, adapters=None, max_prefill_token_num=8192, thread_safe=False, enable_prefix_caching=False, device_type='cuda', eager_mode=False, custom_module_map=None, download_dir=None, revision=None, quant_policy=QuantPolicy.NONE, distributed_executor_backend=None, empty_init=False, enable_microbatch=False, enable_eplb=False, enable_mp_engine=False, mp_engine_backend='mp', model_format=None, enable_metrics=True, hf_overrides=None, disable_vision_encoder=False, logprobs_mode=None, enable_return_routed_experts=False, enable_transfer_obj_ref=False, dllm_block_length=None, dllm_unmasking_strategy='low_confidence_dynamic', dllm_denoising_steps=None, dllm_confidence_threshold=0.85, role=EngineRole.Hybrid, migration_backend=MigrationBackend.DLSlime)

	PyTorch Engine Config.


	参数:

	
	dtype (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – data type for model weights and activations. It can be
one of the following values, [‘auto’, ‘float16’, ‘bfloat16’]
The auto option will use FP16 precision for FP32 and FP16
models, and BF16 precision for BF16 models.


	tp (int [https://docs.python.org/3.10/library/functions.html#int]) – Tensor Parallelism. default 1.


	dp (int [https://docs.python.org/3.10/library/functions.html#int]) – Data Parallelism. default 1.


	dp_rank (int [https://docs.python.org/3.10/library/functions.html#int]) – rank of dp.


	ep (int [https://docs.python.org/3.10/library/functions.html#int]) – Expert Parallelism. default 1.


	session_len (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – Max session length. Default None.


	max_batch_size (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – Max batch size. If it is not specified,
the engine will automatically set it according to the device


	attn_tp_size (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – tp size for attention, only works for dp>1


	mlp_tp_size (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – tp size for mlp, only works for dp>1


	moe_tp_size (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – tp size for moe, only works for dp>1


	cache_max_entry_count (float [https://docs.python.org/3.10/library/functions.html#float]) – the percentage of gpu memory occupied
by the k/v cache. For lmdeploy versions greater than v0.2.1,
it defaults to 0.8, signifying the percentage of FREE GPU memory
to be reserved for the k/v cache


	prefill_interval (int [https://docs.python.org/3.10/library/functions.html#int]) – Interval to perform prefill,
Default 16.


	block_size (int [https://docs.python.org/3.10/library/functions.html#int]) – paging cache block size, default 64.


	num_cpu_blocks (int [https://docs.python.org/3.10/library/functions.html#int]) – Num cpu blocks. If num is 0, cache
would be allocate according to current environment.


	num_gpu_blocks (int [https://docs.python.org/3.10/library/functions.html#int]) – Num gpu blocks. If num is 0, cache
would be allocate according to current environment.


	adapters (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][dict [https://docs.python.org/3.10/library/stdtypes.html#dict][str [https://docs.python.org/3.10/library/stdtypes.html#str], str [https://docs.python.org/3.10/library/stdtypes.html#str]]]) – The path configs to lora adapters.


	max_prefill_token_num (int [https://docs.python.org/3.10/library/functions.html#int]) – tokens per iteration.


	thread_safe (bool [https://docs.python.org/3.10/library/functions.html#bool]) – thread safe engine instance.


	enable_prefix_caching (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Enable token match and sharing caches.


	device_type (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – The inference device type, options [‘cuda’]


	eager_mode (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Enable “eager” mode or not


	custom_module_map (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][dict [https://docs.python.org/3.10/library/stdtypes.html#dict][str [https://docs.python.org/3.10/library/stdtypes.html#str], str [https://docs.python.org/3.10/library/stdtypes.html#str]]]) – nn module map customized by users. Once
provided, the original nn modules of the model will be
substituted by the mapping ones


	download_dir (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – Directory to download and load the weights,
default to the default cache directory of huggingface.


	revision (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – The specific model version to use.
It can be a branch name, a tag name, or a commit id.
If unspecified, will use the default version.


	quant_policy (QuantPolicy) – default to 0. When k/v is quantized into 4 or 8
bit, set it to 4 or 8, respectively


	distributed_executor_backend (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – backend of distributed backend,
options: [‘uni’, ‘mp’, ‘ray’]


	empty_init (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether to load the model weights, you should set
it to True if you want to update weights after create the pipeline


	enable_microbatch (bool [https://docs.python.org/3.10/library/functions.html#bool]) – enable microbatch for specified model


	enable_eplb (bool [https://docs.python.org/3.10/library/functions.html#bool]) – enable eplb for specified model


	enable_metrics (bool [https://docs.python.org/3.10/library/functions.html#bool]) – enable metrics system


	role (EngineRole) – role of engin, options: [‘Hybrid’, ‘Prefill’,
‘Decode’]. Default to EngineRole.Hybrid.


	migration_backend (MigrationBackend) – migration backend. options: [‘DLSlime’].
Default to MigrationBackend.DLSlime.


	enable_mp_engine (bool [https://docs.python.org/3.10/library/functions.html#bool]) – run engine in multi-process mode.


	mp_engine_backend (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – backend of mp engine, options:
[‘mp’, ‘ray’]. Default to mp.


	model_format (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – weight quantization policy, options: [‘fp8’].


	hf_overrides (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][dict [https://docs.python.org/3.10/library/stdtypes.html#dict][str [https://docs.python.org/3.10/library/stdtypes.html#str], Any [https://docs.python.org/3.10/library/typing.html#typing.Any]]]) – Huggingface overrides for the model.
It can be used to override the default config of the model,


	disable_vision_encoder (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether to disable loading vision
encoder. Default to False.


	logprobs_mode (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – The mode of logprob, options: [‘raw_logits’, ‘raw_logprobs’]


	dllm_block_length (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – Block size of block diffusion model.


	dllm_unmasking_strategy (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – Dllm unmasking strategy, options:
[‘low_confidence_dynamic’, ‘low_confidence_static’, ‘sequential’].


	dllm_denoising_steps (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – Dllm denoising steps.


	dllm_confidence_threshold (float [https://docs.python.org/3.10/library/functions.html#float]) – dllm unmasking threshold for
dynamic unmasking.













	
class lmdeploy.TurbomindEngineConfig(*args, **kwargs)

	TurboMind Engine config.


	参数:

	
	dtype – data type for model weights and activations. It can be
one of the following values, [‘auto’, ‘float16’, ‘bfloat16’]
The auto option will use FP16 precision for FP32 and FP16
models, and BF16 precision for BF16 models.


	model_format – the layout of the deployed model. It can be one
of the following values [hf, awq, gptq, compressed-tensors,
fp8, mxfp4]. hf means a Hugging Face model (.bin,
.safetensors), awq and gptq mean grouped 4-bit
weight-only checkpoints, compressed-tensors means
pack-quantized grouped int4 checkpoints and is usually
auto-detected from the input model config, fp8 means
blocked fp8 checkpoints, and mxfp4 means MXFP4 expert
weights. If it is not specified, i.e. None, it will be
extracted from the input model


	tp – the number of GPU cards used in tensor parallelism,
default to 1


	session_len – the max session length of a sequence, default to
None


	max_batch_size – the max batch size during inference. If it is
not specified, the engine will automatically set it according to
the device


	cache_max_entry_count – the percentage of gpu memory occupied
by the k/v cache.
For versions of lmdeploy between v0.2.0 and v0.2.1, it
defaults to 0.5, depicting the percentage of TOTAL GPU memory to
be allocated to the k/v cache.
For lmdeploy versions greater than v0.2.1, it defaults to 0.8,
signifying the percentage of FREE GPU memory to be reserved for
the k/v cache.
When it’s an integer > 0, it represents the total number of k/v
blocks.


	cache_chunk_size – The policy to apply for KV block from
the block manager, default to -1.


	cache_block_seq_len – the length of the token sequence in
a k/v block, default to 64


	enable_prefix_caching – enable cache prompts for block reuse,
default to False


	quant_policy – default to 0. When k/v is quantized into 4 or 8
bit, set it to 4 or 8, respectively


	rope_scaling_factor – scaling factor used for dynamic ntk,
default to 0. TurboMind follows the implementation of transformer
LlamaAttention


	use_logn_attn – whether or not to use log attn: default to False


	download_dir – Directory to download and load the weights,
default to the default cache directory of huggingface.


	revision – The specific model version to use. It can be a branch
name, a tag name, or a commit id. If unspecified, will use the
default version.


	max_prefill_token_num – the number of tokens each iteration during
prefill, default to 8192


	num_tokens_per_iter – the number of tokens processed in each
forward pass. Working with max_prefill_iters enables the
“Dynamic SplitFuse”-like scheduling


	max_prefill_iters – the max number of forward pass during prefill
stage


	async – enable async execution, default to 1 (enabled)


	devices – the used devices


	empty_init – Whether to load the model weights, you should set
it to True if you want to update weights after create the pipeline


	hf_overrides – Huggingface overrides for the model.
It can be used to override the default config of the model


	enable_metrics – enable metrics system













	
class lmdeploy.GenerationConfig(n=1, max_new_tokens=512, do_sample=False, top_p=1.0, top_k=50, min_p=0.0, temperature=0.8, repetition_penalty=1.0, ignore_eos=False, random_seed=None, stop_words=None, bad_words=None, stop_token_ids=None, bad_token_ids=None, min_new_tokens=None, skip_special_tokens=True, spaces_between_special_tokens=True, logprobs=None, response_format=None, logits_processors=None, output_logits=None, output_last_hidden_state=None, include_stop_str_in_output=False, with_cache=False, preserve_cache=False, migration_request=None, return_routed_experts=False, repetition_ngram_size=0, repetition_ngram_threshold=0)

	Generation parameters used by inference engines.


	参数:

	
	n (int [https://docs.python.org/3.10/library/functions.html#int]) – Define how many chat completion choices to generate for each
input message. Only 1 is supported now.


	max_new_tokens (int [https://docs.python.org/3.10/library/functions.html#int]) – The maximum number of tokens that can be
generated in the chat completion


	do_sample (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether or not to use sampling, use greedy
decoding otherwise. Default to be False.


	top_p (float [https://docs.python.org/3.10/library/functions.html#float]) – An alternative to sampling with temperature, called
nucleus sampling, where the model considers the results of the
tokens with top_p probability mass


	top_k (int [https://docs.python.org/3.10/library/functions.html#int]) – An alternative to sampling with temperature, where
the model considers the top_k tokens with the highest probability


	min_p (float [https://docs.python.org/3.10/library/functions.html#float]) – Minimum token probability, which will be scaled by the
probability of the most likely token. It must be a value between
0 and 1. Typical values are in the 0.01-0.2 range, comparably
selective as setting top_p in the 0.99-0.8 range (use the
opposite of normal top_p values)


	temperature (float [https://docs.python.org/3.10/library/functions.html#float]) – Sampling temperature


	repetition_penalty (float [https://docs.python.org/3.10/library/functions.html#float]) – Penalty to prevent the model from
generating repeated words or phrases. A value larger than
1 discourages repetition


	ignore_eos (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Indicator to ignore the eos_token_id or not


	random_seed (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – Seed used when sampling a token


	stop_words (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][list [https://docs.python.org/3.10/library/stdtypes.html#list][str [https://docs.python.org/3.10/library/stdtypes.html#str]]]) – Words that stop generating further tokens


	bad_words (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][list [https://docs.python.org/3.10/library/stdtypes.html#list][str [https://docs.python.org/3.10/library/stdtypes.html#str]]]) – Words that the engine will never generate


	stop_token_ids (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][list [https://docs.python.org/3.10/library/stdtypes.html#list][int [https://docs.python.org/3.10/library/functions.html#int]]]) – list of tokens that stop the generation
when they are generated. The returned output will not contain
the stop tokens.


	bad_token_ids (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][list [https://docs.python.org/3.10/library/stdtypes.html#list][int [https://docs.python.org/3.10/library/functions.html#int]]]) – list of tokens that the engine will never
generate.


	min_new_tokens (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – The minimum numbers of tokens to generate,
ignoring the number of tokens in the prompt.


	skip_special_tokens (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether or not to remove special tokens
in the decoding. Default to be True.


	spaces_between_special_tokens (bool [https://docs.python.org/3.10/library/functions.html#bool]) – Whether or not to add spaces
around special tokens. The behavior of Fast tokenizers is to have
this to False. This is setup to True in slow tokenizers.


	logprobs (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][int [https://docs.python.org/3.10/library/functions.html#int]]) – Number of log probabilities to return per output token.


	response_format (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][dict [https://docs.python.org/3.10/library/stdtypes.html#dict]]) – Generate responses according to given formatting.
Examples:

{
    "type": "json_schema",
    "json_schema": {
        "name": "test",
        "schema": {
        "properties": {
            "name": {
            "type": "string"
            }
        },
        "required": ["name"],
        "type": "object"
        }
    }
}





or,

{
    "type": "regex_schema",
    "regex_schema": "call me [A-Za-z]{1,10}"
}








	logits_processors (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][list [https://docs.python.org/3.10/library/stdtypes.html#list][Callable [https://docs.python.org/3.10/library/collections.abc.html#collections.abc.Callable][[Tensor [https://docs.pytorch.org/docs/stable/tensors.html#torch.Tensor], Tensor [https://docs.pytorch.org/docs/stable/tensors.html#torch.Tensor]], Tensor [https://docs.pytorch.org/docs/stable/tensors.html#torch.Tensor]]]]) – Custom logit processors.


	repetition_ngram_size (int [https://docs.python.org/3.10/library/functions.html#int]) – The size of n-grams to consider for repetition early stop.
Must be non-negative; values below 0 are treated as 0.


	repetition_ngram_threshold (int [https://docs.python.org/3.10/library/functions.html#int]) – The number of times an n-gram must be repeated to trigger early stop.
Must be non-negative; values below 0 are treated as 0.













	
class lmdeploy.ChatTemplateConfig(model_name, model_path=None, system=None, meta_instruction=None, eosys=None, user=None, eoh=None, assistant=None, eoa=None, tool=None, eotool=None, separator=None, capability=None, stop_words=None)

	Parameters for chat template.


	参数:

	
	model_name (str [https://docs.python.org/3.10/library/stdtypes.html#str]) – the name of the deployed model. Determine which chat template will be applied.
All the chat template names: lmdeploy list


	system (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – begin of the system prompt.


	meta_instruction (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – system prompt.


	eosys (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – end of the system prompt.


	user (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – begin of the user prompt.


	eoh (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – end of the user prompt.


	assistant (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – begin of the assistant prompt.


	eoa (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – end of the assistant prompt.


	tool (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – begin of the tool prompt.


	eotool (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][str [https://docs.python.org/3.10/library/stdtypes.html#str]]) – end of the tool prompt.


	capability (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][Literal [https://docs.python.org/3.10/library/typing.html#typing.Literal]['completion', 'infilling', 'chat', 'python']]) – the capability of the model, one of
'completion', 'infilling', 'chat', 'python'.
Default to None.


	stop_words (Optional [https://docs.python.org/3.10/library/typing.html#typing.Optional][list [https://docs.python.org/3.10/library/stdtypes.html#list][str [https://docs.python.org/3.10/library/stdtypes.html#str]]]) – list of stop words. Default to None.
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OpenAI 兼容服务器接口


	
POST /abort_request

	Abort Request

Abort an ongoing request.

Request body:

{
  "abort_all":{
    "default":false,
    "title":"Abort All",
    "type":"boolean"
  },
  "abort_message":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"Abort Message"
  },
  "finished_reason":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "title":"Finished Reason"
  },
  "session_id":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":-1,
    "title":"Session Id"
  }
}





Example request:

POST /abort_request HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "abort_all": true,
    "abort_message": "string",
    "finished_reason": {},
    "session_id": 1
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
GET /distserve/engine_info

	Engine Info

Example request:

GET /distserve/engine_info HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
POST /distserve/free_cache

	Free Cache

Request body:

{
  "remote_engine_id":{
    "title":"Remote Engine Id",
    "type":"string"
  },
  "remote_session_id":{
    "title":"Remote Session Id",
    "type":"integer"
  }
}





Example request:

POST /distserve/free_cache HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "remote_engine_id": "string",
    "remote_session_id": 1
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /distserve/p2p_connect

	P2P Connect

Request body:

{
  "protocol":{
    "description":"Migration Transport Protocol.\n\nAttributes:\n    RDMA: IB or RoCEv1/v2.\n    NVLINK: High device-to-device link.\n\nWarning: By now, only `GPU Directed RDMA` is supported in DistServe.\n    We preserve several protocol and will be implemented in the future.",
    "enum":[
      1,
      2,
      3
    ],
    "title":"MigrationProtocol",
    "type":"integer"
  },
  "remote_engine_endpoint_info":{
    "properties":{
      "zmq_address":{
        "title":"Zmq Address",
        "type":"string"
      }
    },
    "required":[
      "zmq_address"
    ],
    "title":"DistServeEngineEndpointInfo",
    "type":"object"
  },
  "remote_engine_id":{
    "title":"Remote Engine Id",
    "type":"string"
  },
  "remote_kvtransfer_endpoint_info":{
    "items":{
      "properties":{
        "endpoint_info":{
          "title":"Endpoint Info",
          "type":"string"
        },
        "protocol":{
          "description":"Migration Transport Protocol.\n\nAttributes:\n    RDMA: IB or RoCEv1/v2.\n    NVLINK: High device-to-device link.\n\nWarning: By now, only `GPU Directed RDMA` is supported in DistServe.\n    We preserve several protocol and will be implemented in the future.",
          "enum":[
            1,
            2,
            3
          ],
          "title":"MigrationProtocol",
          "type":"integer"
        }
      },
      "required":[
        "protocol",
        "endpoint_info"
      ],
      "title":"DistServeKVTransferEndpointInfo",
      "type":"object"
    },
    "title":"Remote Kvtransfer Endpoint Info",
    "type":"array"
  }
}





Example request:

POST /distserve/p2p_connect HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "protocol": 1,
    "remote_engine_endpoint_info": {
        "zmq_address": "string"
    },
    "remote_engine_id": "string",
    "remote_kvtransfer_endpoint_info": [
        {
            "endpoint_info": "string",
            "protocol": 1
        }
    ]
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /distserve/p2p_drop_connect

	P2P Drop Connect

Request body:

{
  "engine_id":{
    "title":"Engine Id",
    "type":"string"
  },
  "remote_engine_id":{
    "title":"Remote Engine Id",
    "type":"string"
  }
}





Example request:

POST /distserve/p2p_drop_connect HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "engine_id": "string",
    "remote_engine_id": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /distserve/p2p_initialize

	P2P Initialize

Request body:

{
  "local_engine_config":{
    "description":"DistServe Engine Config.\n\nIn Disaggregated LLM Serving, we need to get engine info of each\nPD Peer for the following reason:\n    1. Cache: The stride of cache block for correct offset of KV Transfer.\n    2. Parallel: Prefill and decode use different parallel strategy to\n        achieve high SLO Attainment or high throughput. In this situation,\n        we need to caclculate which prefill-decode worker peers need to connect.\n        For example, prefill worker use pp4 and decode worker use tp2pp2,\n        the perfill-decode worker conn peer is (0, 0), (0, 1), (1, 0), (1, 1),\n        (2, 2), (2, 3), (3, 2), (3, 3). Instead, under the situation of\n        (tp4, tp4), perfill-decode worker conn peer is (0, 0), (1, 1), (2, 2),\n        (3, 3).",
    "properties":{
      "block_size":{
        "title":"Block Size",
        "type":"integer"
      },
      "dp_rank":{
        "title":"Dp Rank",
        "type":"integer"
      },
      "dp_size":{
        "title":"Dp Size",
        "type":"integer"
      },
      "ep_size":{
        "title":"Ep Size",
        "type":"integer"
      },
      "num_cpu_blocks":{
        "title":"Num Cpu Blocks",
        "type":"integer"
      },
      "num_gpu_blocks":{
        "title":"Num Gpu Blocks",
        "type":"integer"
      },
      "pp_size":{
        "anyOf":[
          {
            "type":"integer"
          },
          {
            "type":"null"
          }
        ],
        "title":"Pp Size"
      },
      "tp_size":{
        "title":"Tp Size",
        "type":"integer"
      }
    },
    "required":[
      "tp_size",
      "ep_size",
      "dp_size",
      "pp_size",
      "dp_rank",
      "block_size",
      "num_cpu_blocks",
      "num_gpu_blocks"
    ],
    "title":"DistServeEngineConfig",
    "type":"object"
  },
  "local_engine_id":{
    "title":"Local Engine Id",
    "type":"string"
  },
  "nvlink_config":{
    "anyOf":[
      {
        "description":"TODO: Add NVLink Protocol",
        "properties":{},
        "title":"DistServeNVLinkConfig",
        "type":"object"
      },
      {
        "type":"null"
      }
    ]
  },
  "protocol":{
    "description":"Migration Transport Protocol.\n\nAttributes:\n    RDMA: IB or RoCEv1/v2.\n    NVLINK: High device-to-device link.\n\nWarning: By now, only `GPU Directed RDMA` is supported in DistServe.\n    We preserve several protocol and will be implemented in the future.",
    "enum":[
      1,
      2,
      3
    ],
    "title":"MigrationProtocol",
    "type":"integer"
  },
  "rank":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Rank"
  },
  "rdma_config":{
    "anyOf":[
      {
        "description":"DistServe RDMA Config.\n\nArgs:\n    with_gdr: default to True.\n    link_type: default to `RDMALinkType.RoCE`.\n\nWarning: Only GDR is supported by now.\nWarning: Technically, both RoCE and IB are supported.\n    However, IB mode is not tested because of unavailable\n    testing envoriment.",
        "properties":{
          "link_type":{
            "description":"RDMA Link Type.",
            "enum":[
              1,
              2
            ],
            "title":"RDMALinkType",
            "type":"integer"
          },
          "with_gdr":{
            "default":true,
            "title":"With Gdr",
            "type":"boolean"
          }
        },
        "title":"DistServeRDMAConfig",
        "type":"object"
      },
      {
        "type":"null"
      }
    ]
  },
  "remote_engine_config":{
    "description":"DistServe Engine Config.\n\nIn Disaggregated LLM Serving, we need to get engine info of each\nPD Peer for the following reason:\n    1. Cache: The stride of cache block for correct offset of KV Transfer.\n    2. Parallel: Prefill and decode use different parallel strategy to\n        achieve high SLO Attainment or high throughput. In this situation,\n        we need to caclculate which prefill-decode worker peers need to connect.\n        For example, prefill worker use pp4 and decode worker use tp2pp2,\n        the perfill-decode worker conn peer is (0, 0), (0, 1), (1, 0), (1, 1),\n        (2, 2), (2, 3), (3, 2), (3, 3). Instead, under the situation of\n        (tp4, tp4), perfill-decode worker conn peer is (0, 0), (1, 1), (2, 2),\n        (3, 3).",
    "properties":{
      "block_size":{
        "title":"Block Size",
        "type":"integer"
      },
      "dp_rank":{
        "title":"Dp Rank",
        "type":"integer"
      },
      "dp_size":{
        "title":"Dp Size",
        "type":"integer"
      },
      "ep_size":{
        "title":"Ep Size",
        "type":"integer"
      },
      "num_cpu_blocks":{
        "title":"Num Cpu Blocks",
        "type":"integer"
      },
      "num_gpu_blocks":{
        "title":"Num Gpu Blocks",
        "type":"integer"
      },
      "pp_size":{
        "anyOf":[
          {
            "type":"integer"
          },
          {
            "type":"null"
          }
        ],
        "title":"Pp Size"
      },
      "tp_size":{
        "title":"Tp Size",
        "type":"integer"
      }
    },
    "required":[
      "tp_size",
      "ep_size",
      "dp_size",
      "pp_size",
      "dp_rank",
      "block_size",
      "num_cpu_blocks",
      "num_gpu_blocks"
    ],
    "title":"DistServeEngineConfig",
    "type":"object"
  },
  "remote_engine_id":{
    "title":"Remote Engine Id",
    "type":"string"
  },
  "tcp_config":{
    "anyOf":[
      {
        "description":"TODO: Add TCP Protocol",
        "properties":{},
        "title":"DistServeTCPConfig",
        "type":"object"
      },
      {
        "type":"null"
      }
    ]
  }
}





Example request:

POST /distserve/p2p_initialize HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "local_engine_config": {
        "block_size": 1,
        "dp_rank": 1,
        "dp_size": 1,
        "ep_size": 1,
        "num_cpu_blocks": 1,
        "num_gpu_blocks": 1,
        "pp_size": 1,
        "tp_size": 1
    },
    "local_engine_id": "string",
    "protocol": 1,
    "rank": 1,
    "rdma_config": {
        "link_type": 1,
        "with_gdr": true
    },
    "remote_engine_config": {
        "block_size": 1,
        "dp_rank": 1,
        "dp_size": 1,
        "ep_size": 1,
        "num_cpu_blocks": 1,
        "num_gpu_blocks": 1,
        "pp_size": 1,
        "tp_size": 1
    },
    "remote_engine_id": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /generate

	Generate

Request body:

{
  "ignore_eos":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Ignore Eos"
  },
  "image_data":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "items":{
          "anyOf":[
            {
              "type":"string"
            },
            {
              "additionalProperties":true,
              "type":"object"
            }
          ]
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "title":"Image Data"
  },
  "include_stop_str_in_output":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Include Stop Str In Output"
  },
  "input_ids":{
    "anyOf":[
      {
        "items":{
          "type":"integer"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "title":"Input Ids"
  },
  "max_tokens":{
    "default":128,
    "title":"Max Tokens",
    "type":"integer"
  },
  "media_io_kwargs":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "description":"Additional kwargs to pass to the media IO processing, keyed by modality.",
    "title":"Media Io Kwargs"
  },
  "min_p":{
    "default":0.0,
    "title":"Min P",
    "type":"number"
  },
  "mm_processor_kwargs":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "description":"Additional kwargs to pass to the HF processor",
    "title":"Mm Processor Kwargs"
  },
  "prompt":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"Prompt"
  },
  "repetition_ngram_size":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Size",
    "type":"integer"
  },
  "repetition_ngram_threshold":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Threshold",
    "type":"integer"
  },
  "repetition_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Repetition Penalty"
  },
  "return_logprob":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "title":"Return Logprob"
  },
  "return_routed_experts":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Return Routed Experts"
  },
  "session_id":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":-1,
    "title":"Session Id"
  },
  "skip_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Skip Special Tokens"
  },
  "spaces_between_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Spaces Between Special Tokens"
  },
  "stop":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "title":"Stop"
  },
  "stop_token_ids":{
    "anyOf":[
      {
        "items":{
          "type":"integer"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "title":"Stop Token Ids"
  },
  "stream":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Stream"
  },
  "temperature":{
    "default":1.0,
    "title":"Temperature",
    "type":"number"
  },
  "top_k":{
    "default":0,
    "title":"Top K",
    "type":"integer"
  },
  "top_p":{
    "default":1.0,
    "title":"Top P",
    "type":"number"
  }
}





Example request:

POST /generate HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "ignore_eos": true,
    "image_data": "string",
    "include_stop_str_in_output": true,
    "input_ids": [
        1
    ],
    "max_tokens": 1,
    "media_io_kwargs": {},
    "min_p": 1.0,
    "mm_processor_kwargs": {},
    "prompt": "string",
    "repetition_ngram_size": 1,
    "repetition_ngram_threshold": 1,
    "repetition_penalty": 1.0,
    "return_logprob": true,
    "return_routed_experts": true,
    "session_id": 1,
    "skip_special_tokens": true,
    "spaces_between_special_tokens": true,
    "stop": "string",
    "stop_token_ids": [
        1
    ],
    "stream": true,
    "temperature": 1.0,
    "top_k": 1,
    "top_p": 1.0
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
GET /health

	Health

Health check.

Example request:

GET /health HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
GET /is_sleeping

	Is Sleeping

Example request:

GET /is_sleeping HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
GET /metrics

	Metrics

[Optional] Prometheus metrics endpoint.

Example request:

GET /metrics HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Prometheus metrics data


	404 Not Found [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/404] – Metrics Endpoint not enabled













	
POST /pooling

	Pooling

Pooling prompts for reward model.

In vLLM documentation, https://docs.vllm.ai/en/latest/serving/openai_compatible_server.html#pooling-api_1,
the input format of Pooling API is the same as Embeddings API.

Go to https://platform.openai.com/docs/api-reference/embeddings/create
for the Embeddings API specification.

The request should be a JSON object with the following fields:


	model (str): model name. Available from /v1/models.


	input (list[int] | list[list[int]] | str | list[str]): input text to be embed




Request body:

{
  "dimensions":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Dimensions"
  },
  "encoding_format":{
    "default":"float",
    "enum":[
      "float",
      "base64"
    ],
    "title":"Encoding Format",
    "type":"string"
  },
  "input":{
    "anyOf":[
      {
        "items":{
          "type":"integer"
        },
        "type":"array"
      },
      {
        "items":{
          "items":{
            "type":"integer"
          },
          "type":"array"
        },
        "type":"array"
      },
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      }
    ],
    "title":"Input"
  },
  "model":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"Model"
  },
  "user":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"User"
  }
}





Example request:

POST /pooling HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "dimensions": 1,
    "encoding_format": "float",
    "input": [
        1
    ],
    "model": "string",
    "user": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /sleep

	Sleep


	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
GET /terminate

	Terminate

Terminate server.

Example request:

GET /terminate HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
POST /update_weights

	Update Params

Update weights for the model.

Request body:

{
  "finished":{
    "default":false,
    "title":"Finished",
    "type":"boolean"
  },
  "load_format":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"Load Format"
  },
  "serialized_named_tensors":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      },
      {
        "additionalProperties":true,
        "type":"object"
      }
    ],
    "title":"Serialized Named Tensors"
  }
}





Example request:

POST /update_weights HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "finished": true,
    "load_format": "string",
    "serialized_named_tensors": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /v1/chat/completions

	Chat Completions V1

Completion API similar to OpenAI’s API.

Refer to https://platform.openai.com/docs/api-reference/chat/create
for the API specification.

The request should be a JSON object with the following fields:


	model: model name. Available from /v1/models.


	messages: string prompt or chat history in OpenAI format. Chat history example:
[{"role": "user", "content": "hi"}].


	temperature (float): to modulate the next token probability


	top_p (float): If set to float < 1, only the smallest set of most
probable tokens with probabilities that add up to top_p or higher
are kept for generation.


	n (int): How many chat completion choices to generate for each input
message. Only support one here.


	stream: whether to stream the results or not. Default to false.


	stream_options: Options for streaming response. Only set this when you
set stream: true.


	max_completion_tokens (int | None): output token nums. Default to None.


	max_tokens (int | None): output token nums. Default to None.
Deprecated: Use max_completion_tokens instead.


	repetition_penalty (float): The parameter for repetition penalty.
1.0 means no penalty


	stop (str | list[str] | None): To stop generating further
tokens. Only accept stop words that’s encoded to one token idex.


	response_format (dict | None): To generate response according to given
schema. Examples:

{
  "type": "json_schema",
  "json_schema":{
    "name": "test",
    "schema":{
      "properties":{
        "name":{"type":"string"}
      },
      "required":["name"],
      "type":"object"
    }
  }
}





or {"type": "regex_schema", "regex_schema": "call me [A-Za-z]{1,10}"}



	logit_bias (dict): Bias to logits. Only supported in pytorch engine.


	tools (list): A list of tools the model may call. Currently, only
internlm2 functions are supported as a tool. Use this to specify a
list of functions for which the model can generate JSON inputs.


	tool_choice (str | object): Controls which (if any) tool is called by
the model. none means the model will not call any tool and instead
generates a message. Specifying a particular tool via
{"type": "function", "function": {"name": "my_function"}}
forces the model to call that tool. auto or required will put all
the tools informationto the model.




Additional arguments supported by LMDeploy:


	top_k (int): The number of the highest probability vocabulary
tokens to keep for top-k-filtering


	ignore_eos (bool): indicator for ignoring eos


	skip_special_tokens (bool): Whether or not to remove special tokens
in the decoding. Default to be True.


	spaces_between_special_tokens (bool): Whether or not to add spaces
around special tokens. The behavior of Fast tokenizers is to have
this to False. This is setup to True in slow tokenizers.


	min_new_tokens (int): To generate at least numbers of tokens.


	min_p (float): Minimum token probability, which will be scaled by the
probability of the most likely token. It must be a value between
0 and 1. Typical values are in the 0.01-0.2 range, comparably
selective as setting top_p in the 0.99-0.8 range (use the
opposite of normal top_p values)


	repetition_ngram_size (int): N-gram length for repetition early stop
(PyTorch engine). 0 disables.


	repetition_ngram_threshold (int): How many times that n-gram must
repeat to trigger early stop. 0 disables.




Currently we do not support the following features:


	presence_penalty (replaced with repetition_penalty)


	frequency_penalty (replaced with repetition_penalty)




Request body:

{
  "chat_template_kwargs":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "description":"Additional keyword args to pass to the template renderer. Will be accessible by the chat template.",
    "title":"Chat Template Kwargs"
  },
  "do_preprocess":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Do Preprocess"
  },
  "enable_thinking":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "title":"Enable Thinking"
  },
  "frequency_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.0,
    "title":"Frequency Penalty"
  },
  "ignore_eos":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Ignore Eos"
  },
  "include_stop_str_in_output":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Include Stop Str In Output"
  },
  "logit_bias":{
    "anyOf":[
      {
        "additionalProperties":{
          "type":"number"
        },
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Logit Bias"
  },
  "logprobs":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Logprobs"
  },
  "max_completion_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "description":"An upper bound for the number of tokens that can be generated for a completion, including visible output tokens and reasoning tokens",
    "examples":[
      null
    ],
    "title":"Max Completion Tokens"
  },
  "max_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "deprecated":true,
    "examples":[
      null
    ],
    "title":"Max Tokens"
  },
  "media_io_kwargs":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "description":"Additional kwargs to pass to the media IO processing, keyed by modality.",
    "title":"Media Io Kwargs"
  },
  "messages":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "additionalProperties":true,
          "type":"object"
        },
        "type":"array"
      }
    ],
    "examples":[
      [
        {
          "content":"hi",
          "role":"user"
        }
      ]
    ],
    "title":"Messages"
  },
  "min_new_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Min New Tokens"
  },
  "min_p":{
    "default":0.0,
    "title":"Min P",
    "type":"number"
  },
  "mm_processor_kwargs":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "description":"Additional kwargs to pass to the HF processor",
    "title":"Mm Processor Kwargs"
  },
  "model":{
    "title":"Model",
    "type":"string"
  },
  "n":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":1,
    "title":"N"
  },
  "presence_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.0,
    "title":"Presence Penalty"
  },
  "reasoning_effort":{
    "anyOf":[
      {
        "enum":[
          "low",
          "medium",
          "high"
        ],
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"Reasoning Effort"
  },
  "repetition_ngram_size":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Size",
    "type":"integer"
  },
  "repetition_ngram_threshold":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Threshold",
    "type":"integer"
  },
  "repetition_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Repetition Penalty"
  },
  "response_format":{
    "anyOf":[
      {
        "properties":{
          "json_schema":{
            "anyOf":[
              {
                "properties":{
                  "description":{
                    "anyOf":[
                      {
                        "type":"string"
                      },
                      {
                        "type":"null"
                      }
                    ],
                    "title":"Description"
                  },
                  "name":{
                    "title":"Name",
                    "type":"string"
                  },
                  "schema":{
                    "anyOf":[
                      {
                        "additionalProperties":true,
                        "type":"object"
                      },
                      {
                        "type":"null"
                      }
                    ],
                    "examples":[
                      null
                    ],
                    "title":"Schema"
                  },
                  "strict":{
                    "anyOf":[
                      {
                        "type":"boolean"
                      },
                      {
                        "type":"null"
                      }
                    ],
                    "default":false,
                    "title":"Strict"
                  }
                },
                "required":[
                  "name"
                ],
                "title":"JsonSchema",
                "type":"object"
              },
              {
                "type":"null"
              }
            ]
          },
          "regex_schema":{
            "anyOf":[
              {
                "type":"string"
              },
              {
                "type":"null"
              }
            ],
            "title":"Regex Schema"
          },
          "type":{
            "enum":[
              "text",
              "json_object",
              "json_schema",
              "regex_schema"
            ],
            "title":"Type",
            "type":"string"
          }
        },
        "required":[
          "type"
        ],
        "title":"ResponseFormat",
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ]
  },
  "return_token_ids":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Return Token Ids"
  },
  "seed":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Seed"
  },
  "session_id":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":-1,
    "title":"Session Id"
  },
  "skip_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Skip Special Tokens"
  },
  "spaces_between_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Spaces Between Special Tokens"
  },
  "stop":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Stop"
  },
  "stream":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Stream"
  },
  "stream_options":{
    "anyOf":[
      {
        "description":"The stream options.",
        "properties":{
          "include_usage":{
            "anyOf":[
              {
                "type":"boolean"
              },
              {
                "type":"null"
              }
            ],
            "default":false,
            "title":"Include Usage"
          }
        },
        "title":"StreamOptions",
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ]
  },
  "temperature":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.7,
    "title":"Temperature"
  },
  "tool_choice":{
    "anyOf":[
      {
        "description":"The tool choice definition.",
        "properties":{
          "function":{
            "description":"The name of tool choice function.",
            "properties":{
              "name":{
                "title":"Name",
                "type":"string"
              }
            },
            "required":[
              "name"
            ],
            "title":"ToolChoiceFuncName",
            "type":"object"
          },
          "type":{
            "const":"function",
            "default":"function",
            "examples":[
              "function"
            ],
            "title":"Type",
            "type":"string"
          }
        },
        "required":[
          "function"
        ],
        "title":"ToolChoice",
        "type":"object"
      },
      {
        "enum":[
          "auto",
          "required",
          "none"
        ],
        "type":"string"
      }
    ],
    "default":"auto",
    "examples":[
      "none"
    ],
    "title":"Tool Choice"
  },
  "tools":{
    "anyOf":[
      {
        "items":{
          "description":"Function wrapper.",
          "properties":{
            "function":{
              "description":"Function descriptions.",
              "properties":{
                "description":{
                  "anyOf":[
                    {
                      "type":"string"
                    },
                    {
                      "type":"null"
                    }
                  ],
                  "examples":[
                    null
                  ],
                  "title":"Description"
                },
                "name":{
                  "title":"Name",
                  "type":"string"
                },
                "parameters":{
                  "anyOf":[
                    {
                      "additionalProperties":true,
                      "type":"object"
                    },
                    {
                      "type":"null"
                    }
                  ],
                  "title":"Parameters"
                }
              },
              "required":[
                "name"
              ],
              "title":"Function",
              "type":"object"
            },
            "type":{
              "default":"function",
              "examples":[
                "function"
              ],
              "title":"Type",
              "type":"string"
            }
          },
          "required":[
            "function"
          ],
          "title":"Tool",
          "type":"object"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Tools"
  },
  "top_k":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":40,
    "title":"Top K"
  },
  "top_logprobs":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Top Logprobs"
  },
  "top_p":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Top P"
  },
  "user":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"User"
  }
}





Example request:

POST /v1/chat/completions HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "chat_template_kwargs": {},
    "do_preprocess": true,
    "enable_thinking": true,
    "frequency_penalty": 1.0,
    "ignore_eos": true,
    "include_stop_str_in_output": true,
    "logit_bias": {},
    "logprobs": true,
    "max_completion_tokens": 1,
    "max_tokens": 1,
    "media_io_kwargs": {},
    "messages": "string",
    "min_new_tokens": 1,
    "min_p": 1.0,
    "mm_processor_kwargs": {},
    "model": "string",
    "n": 1,
    "presence_penalty": 1.0,
    "reasoning_effort": "low",
    "repetition_ngram_size": 1,
    "repetition_ngram_threshold": 1,
    "repetition_penalty": 1.0,
    "response_format": {
        "json_schema": {
            "description": "string",
            "name": "string",
            "schema": {},
            "strict": true
        },
        "regex_schema": "string",
        "type": "text"
    },
    "return_token_ids": true,
    "seed": 1,
    "session_id": 1,
    "skip_special_tokens": true,
    "spaces_between_special_tokens": true,
    "stop": "string",
    "stream": true,
    "stream_options": {
        "include_usage": true
    },
    "temperature": 1.0,
    "tool_choice": {
        "function": {
            "name": "string"
        },
        "type": "string"
    },
    "tools": [
        {
            "function": {
                "description": "string",
                "name": "string",
                "parameters": {}
            },
            "type": "string"
        }
    ],
    "top_k": 1,
    "top_logprobs": 1,
    "top_p": 1.0,
    "user": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /v1/completions

	Completions V1

Completion API similar to OpenAI’s API.

Go to https://platform.openai.com/docs/api-reference/completions/create
for the API specification.

The request should be a JSON object with the following fields:


	model (str): model name. Available from /v1/models.


	prompt (str): the input prompt.


	suffix (str): The suffix that comes after a completion of inserted text.


	max_completion_tokens (int | None): output token nums. Default to None.


	max_tokens (int | None): output token nums. Default to 16.
Deprecated: Use max_completion_tokens instead.


	temperature (float): to modulate the next token probability


	top_p (float): If set to float < 1, only the smallest set of most
probable tokens with probabilities that add up to top_p or higher
are kept for generation.


	n (int): How many chat completion choices to generate for each input
message. Only support one here.


	stream: whether to stream the results or not. Default to false.


	stream_options: Options for streaming response. Only set this when you
set stream: true.


	repetition_penalty (float): The parameter for repetition penalty.
1.0 means no penalty


	user (str): A unique identifier representing your end-user.


	stop (str | list[str] | None): To stop generating further
tokens. Only accept stop words that’s encoded to one token idex.




Additional arguments supported by LMDeploy:


	ignore_eos (bool): indicator for ignoring eos


	skip_special_tokens (bool): Whether or not to remove special tokens
in the decoding. Default to be True.


	spaces_between_special_tokens (bool): Whether or not to add spaces
around special tokens. The behavior of Fast tokenizers is to have
this to False. This is setup to True in slow tokenizers.


	top_k (int): The number of the highest probability vocabulary
tokens to keep for top-k-filtering


	min_p (float): Minimum token probability, which will be scaled by the
probability of the most likely token. It must be a value between
0 and 1. Typical values are in the 0.01-0.2 range, comparably
selective as setting top_p in the 0.99-0.8 range (use the
opposite of normal top_p values)


	repetition_ngram_size (int): N-gram length for repetition early stop
(PyTorch engine). 0 disables.


	repetition_ngram_threshold (int): How many times that n-gram must
repeat to trigger early stop. 0 disables.




Currently we do not support the following features:


	logprobs (not supported yet)


	presence_penalty (replaced with repetition_penalty)


	frequency_penalty (replaced with repetition_penalty)




Request body:

{
  "echo":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Echo"
  },
  "frequency_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.0,
    "title":"Frequency Penalty"
  },
  "ignore_eos":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Ignore Eos"
  },
  "logprobs":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Logprobs"
  },
  "max_completion_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "description":"An upper bound for the number of tokens that can be generated for a completion, including visible output tokens and reasoning tokens",
    "examples":[
      null
    ],
    "title":"Max Completion Tokens"
  },
  "max_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":16,
    "deprecated":true,
    "examples":[
      16
    ],
    "title":"Max Tokens"
  },
  "min_p":{
    "default":0.0,
    "title":"Min P",
    "type":"number"
  },
  "model":{
    "title":"Model",
    "type":"string"
  },
  "n":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":1,
    "title":"N"
  },
  "presence_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.0,
    "title":"Presence Penalty"
  },
  "prompt":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{},
        "type":"array"
      }
    ],
    "title":"Prompt"
  },
  "repetition_ngram_size":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Size",
    "type":"integer"
  },
  "repetition_ngram_threshold":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Threshold",
    "type":"integer"
  },
  "repetition_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Repetition Penalty"
  },
  "return_token_ids":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Return Token Ids"
  },
  "seed":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Seed"
  },
  "session_id":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":-1,
    "title":"Session Id"
  },
  "skip_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Skip Special Tokens"
  },
  "spaces_between_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Spaces Between Special Tokens"
  },
  "stop":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Stop"
  },
  "stream":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Stream"
  },
  "stream_options":{
    "anyOf":[
      {
        "description":"The stream options.",
        "properties":{
          "include_usage":{
            "anyOf":[
              {
                "type":"boolean"
              },
              {
                "type":"null"
              }
            ],
            "default":false,
            "title":"Include Usage"
          }
        },
        "title":"StreamOptions",
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ]
  },
  "suffix":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"Suffix"
  },
  "temperature":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.7,
    "title":"Temperature"
  },
  "top_k":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":40,
    "title":"Top K"
  },
  "top_p":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Top P"
  },
  "user":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"User"
  }
}





Example request:

POST /v1/completions HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "echo": true,
    "frequency_penalty": 1.0,
    "ignore_eos": true,
    "logprobs": 1,
    "max_completion_tokens": 1,
    "max_tokens": 1,
    "min_p": 1.0,
    "model": "string",
    "n": 1,
    "presence_penalty": 1.0,
    "prompt": "string",
    "repetition_ngram_size": 1,
    "repetition_ngram_threshold": 1,
    "repetition_penalty": 1.0,
    "return_token_ids": true,
    "seed": 1,
    "session_id": 1,
    "skip_special_tokens": true,
    "spaces_between_special_tokens": true,
    "stop": "string",
    "stream": true,
    "stream_options": {
        "include_usage": true
    },
    "suffix": "string",
    "temperature": 1.0,
    "top_k": 1,
    "top_p": 1.0,
    "user": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /v1/embeddings

	Create Embeddings

Creates embeddings for the text.

Request body:

{
  "input":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      }
    ],
    "title":"Input"
  },
  "model":{
    "title":"Model",
    "type":"string"
  },
  "user":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"User"
  }
}





Example request:

POST /v1/embeddings HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "input": "string",
    "model": "string",
    "user": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /v1/encode

	Encode

Encode prompts.

The request should be a JSON object with the following fields:


	input: the prompt to be encoded. In str or list[str] format.


	do_preprocess: whether do preprocess or not. Default to False.


	add_bos: True when it is the beginning of a conversation. False when it
is not. Default to True.




Request body:

{
  "add_bos":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Add Bos"
  },
  "do_preprocess":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Do Preprocess"
  },
  "input":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      }
    ],
    "title":"Input"
  }
}





Example request:

POST /v1/encode HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "add_bos": true,
    "do_preprocess": true,
    "input": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
GET /v1/models

	Available Models

Show available models.

Example request:

GET /v1/models HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
POST /wakeup

	Wakeup


	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}




















Proxy 服务器接口


	
POST /distserve/connection_warmup

	Connection Warmup


	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
POST /distserve/gc

	Cache Block Gc To Be Migrated


	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
POST /nodes/add

	Add Node

Add a node to the manager.


	url (str): A http url. Can be the url generated by
lmdeploy serve api_server.


	status (dict): The description of the node. An example:
{models: ['internlm-chat-7b],  speed: 1}. The speed here can be
RPM or other metric. All the values of nodes should be the same metric.




Request body:

{
  "status":{
    "anyOf":[
      {
        "description":"Status protocol consists of models' information.",
        "properties":{
          "latency":{
            "default":[],
            "examples":[
              []
            ],
            "items":{},
            "title":"Latency",
            "type":"array"
          },
          "models":{
            "default":[],
            "examples":[
              []
            ],
            "items":{
              "type":"string"
            },
            "title":"Models",
            "type":"array"
          },
          "role":{
            "description":"Role of Engine.\n\nNote: In the implementation of LMDeploy-Distserve, all engine is hybrid\n    engine technically, the role of engine is up to what kind of request is\n    sent to the engine. However, taking implementation into the consideration,\n    the role is still need to be identified when starting the engine server\n    for the following reasons:\n        1. Make sure the engine can be correctly discovered by the proxy.\n        2. The create of ModelInputs is different among hybrid, prefill and\n            decode engines in DP Engine (DSV3 DP + EP).",
            "enum":[
              1,
              2,
              3
            ],
            "title":"EngineRole",
            "type":"integer"
          },
          "speed":{
            "anyOf":[
              {
                "type":"integer"
              },
              {
                "type":"null"
              }
            ],
            "examples":[
              null
            ],
            "title":"Speed"
          },
          "unfinished":{
            "default":0,
            "title":"Unfinished",
            "type":"integer"
          }
        },
        "title":"Status",
        "type":"object"
      },
      {
        "type":"null"
      }
    ]
  },
  "url":{
    "title":"Url",
    "type":"string"
  }
}





Example request:

POST /nodes/add HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "status": {
        "latency": [
            {}
        ],
        "models": [
            "string"
        ],
        "role": 1,
        "speed": 1,
        "unfinished": 1
    },
    "url": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /nodes/remove

	Remove Node

Show available models.

Request body:

{
  "status":{
    "anyOf":[
      {
        "description":"Status protocol consists of models' information.",
        "properties":{
          "latency":{
            "default":[],
            "examples":[
              []
            ],
            "items":{},
            "title":"Latency",
            "type":"array"
          },
          "models":{
            "default":[],
            "examples":[
              []
            ],
            "items":{
              "type":"string"
            },
            "title":"Models",
            "type":"array"
          },
          "role":{
            "description":"Role of Engine.\n\nNote: In the implementation of LMDeploy-Distserve, all engine is hybrid\n    engine technically, the role of engine is up to what kind of request is\n    sent to the engine. However, taking implementation into the consideration,\n    the role is still need to be identified when starting the engine server\n    for the following reasons:\n        1. Make sure the engine can be correctly discovered by the proxy.\n        2. The create of ModelInputs is different among hybrid, prefill and\n            decode engines in DP Engine (DSV3 DP + EP).",
            "enum":[
              1,
              2,
              3
            ],
            "title":"EngineRole",
            "type":"integer"
          },
          "speed":{
            "anyOf":[
              {
                "type":"integer"
              },
              {
                "type":"null"
              }
            ],
            "examples":[
              null
            ],
            "title":"Speed"
          },
          "unfinished":{
            "default":0,
            "title":"Unfinished",
            "type":"integer"
          }
        },
        "title":"Status",
        "type":"object"
      },
      {
        "type":"null"
      }
    ]
  },
  "url":{
    "title":"Url",
    "type":"string"
  }
}





Example request:

POST /nodes/remove HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "status": {
        "latency": [
            {}
        ],
        "models": [
            "string"
        ],
        "role": 1,
        "speed": 1,
        "unfinished": 1
    },
    "url": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
GET /nodes/status

	Node Status

Show nodes status.

Example request:

GET /nodes/status HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
POST /nodes/terminate

	Terminate Node

Terminate nodes.

Request body:

{
  "status":{
    "anyOf":[
      {
        "description":"Status protocol consists of models' information.",
        "properties":{
          "latency":{
            "default":[],
            "examples":[
              []
            ],
            "items":{},
            "title":"Latency",
            "type":"array"
          },
          "models":{
            "default":[],
            "examples":[
              []
            ],
            "items":{
              "type":"string"
            },
            "title":"Models",
            "type":"array"
          },
          "role":{
            "description":"Role of Engine.\n\nNote: In the implementation of LMDeploy-Distserve, all engine is hybrid\n    engine technically, the role of engine is up to what kind of request is\n    sent to the engine. However, taking implementation into the consideration,\n    the role is still need to be identified when starting the engine server\n    for the following reasons:\n        1. Make sure the engine can be correctly discovered by the proxy.\n        2. The create of ModelInputs is different among hybrid, prefill and\n            decode engines in DP Engine (DSV3 DP + EP).",
            "enum":[
              1,
              2,
              3
            ],
            "title":"EngineRole",
            "type":"integer"
          },
          "speed":{
            "anyOf":[
              {
                "type":"integer"
              },
              {
                "type":"null"
              }
            ],
            "examples":[
              null
            ],
            "title":"Speed"
          },
          "unfinished":{
            "default":0,
            "title":"Unfinished",
            "type":"integer"
          }
        },
        "title":"Status",
        "type":"object"
      },
      {
        "type":"null"
      }
    ]
  },
  "url":{
    "title":"Url",
    "type":"string"
  }
}





Example request:

POST /nodes/terminate HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "status": {
        "latency": [
            {}
        ],
        "models": [
            "string"
        ],
        "role": 1,
        "speed": 1,
        "unfinished": 1
    },
    "url": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
GET /nodes/terminate_all

	Terminate Node All

Terminate nodes.

Example request:

GET /nodes/terminate_all HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}



















	
POST /v1/chat/completions

	Chat Completions V1

Completion API similar to OpenAI’s API.

Refer to https://platform.openai.com/docs/api-reference/chat/create
for the API specification.

The request should be a JSON object with the following fields:


	model: model name. Available from /v1/models.


	messages: string prompt or chat history in OpenAI format. Chat history
example: [{“role”: “user”, “content”: “hi”}].


	temperature (float): to modulate the next token probability


	top_p (float): If set to float < 1, only the smallest set of most
probable tokens with probabilities that add up to top_p or higher
are kept for generation.


	n (int): How many chat completion choices to generate for each input
message. Only support one here.


	stream: whether to stream the results or not. Default to false.


	max_completion_tokens (int | None): output token nums. Default to None.


	max_tokens (int | None): output token nums. Default to None.
Deprecated: Use max_completion_tokens instead.


	repetition_penalty (float): The parameter for repetition penalty.
1.0 means no penalty


	stop (str | list[str] | None): To stop generating further
tokens. Only accept stop words that’s encoded to one token idex.


	response_format (dict | None): To generate response according to given
schema. Examples:

{
  "type": "json_schema",
  "json_schema":{
    "name": "test",
    "schema":{
      "properties":{
        "name":{"type":"string"}
      },
      "required":["name"],
      "type":"object"
    }
  }
}





or
{"type": "regex_schema", "regex_schema": "call me [A-Za-z]{1,10}"}



	logit_bias (dict): Bias to logits. Only supported in pytorch engine.


	tools (list): A list of tools the model may call. Currently, only
internlm2 functions are supported as a tool. Use this to specify a
list of functions for which the model can generate JSON inputs.


	tool_choice (str | object): Controls which (if any) tool is called by
the model. none means the model will not call any tool and instead
generates a message. Specifying a particular tool via
{"type": "function", "function": {"name": "my_function"}}
forces the model to call that tool. auto or required will put all
the tools information to the model.




Additional arguments supported by LMDeploy:


	top_k (int): The number of the highest probability vocabulary
tokens to keep for top-k-filtering


	ignore_eos (bool): indicator for ignoring eos


	skip_special_tokens (bool): Whether or not to remove special tokens
in the decoding. Default to be True.


	min_new_tokens (int): To generate at least numbers of tokens.


	min_p (float): Minimum token probability, which will be scaled by the
probability of the most likely token. It must be a value between
0 and 1. Typical values are in the 0.01-0.2 range, comparably
selective as setting top_p in the 0.99-0.8 range (use the
opposite of normal top_p values)




Currently we do not support the following features:


	presence_penalty (replaced with repetition_penalty)


	frequency_penalty (replaced with repetition_penalty)




Request body:

{
  "chat_template_kwargs":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "description":"Additional keyword args to pass to the template renderer. Will be accessible by the chat template.",
    "title":"Chat Template Kwargs"
  },
  "do_preprocess":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Do Preprocess"
  },
  "enable_thinking":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "title":"Enable Thinking"
  },
  "frequency_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.0,
    "title":"Frequency Penalty"
  },
  "ignore_eos":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Ignore Eos"
  },
  "include_stop_str_in_output":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Include Stop Str In Output"
  },
  "logit_bias":{
    "anyOf":[
      {
        "additionalProperties":{
          "type":"number"
        },
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Logit Bias"
  },
  "logprobs":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Logprobs"
  },
  "max_completion_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "description":"An upper bound for the number of tokens that can be generated for a completion, including visible output tokens and reasoning tokens",
    "examples":[
      null
    ],
    "title":"Max Completion Tokens"
  },
  "max_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "deprecated":true,
    "examples":[
      null
    ],
    "title":"Max Tokens"
  },
  "media_io_kwargs":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "description":"Additional kwargs to pass to the media IO processing, keyed by modality.",
    "title":"Media Io Kwargs"
  },
  "messages":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "additionalProperties":true,
          "type":"object"
        },
        "type":"array"
      }
    ],
    "examples":[
      [
        {
          "content":"hi",
          "role":"user"
        }
      ]
    ],
    "title":"Messages"
  },
  "min_new_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Min New Tokens"
  },
  "min_p":{
    "default":0.0,
    "title":"Min P",
    "type":"number"
  },
  "mm_processor_kwargs":{
    "anyOf":[
      {
        "additionalProperties":true,
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "description":"Additional kwargs to pass to the HF processor",
    "title":"Mm Processor Kwargs"
  },
  "model":{
    "title":"Model",
    "type":"string"
  },
  "n":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":1,
    "title":"N"
  },
  "presence_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.0,
    "title":"Presence Penalty"
  },
  "reasoning_effort":{
    "anyOf":[
      {
        "enum":[
          "low",
          "medium",
          "high"
        ],
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"Reasoning Effort"
  },
  "repetition_ngram_size":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Size",
    "type":"integer"
  },
  "repetition_ngram_threshold":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Threshold",
    "type":"integer"
  },
  "repetition_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Repetition Penalty"
  },
  "response_format":{
    "anyOf":[
      {
        "properties":{
          "json_schema":{
            "anyOf":[
              {
                "properties":{
                  "description":{
                    "anyOf":[
                      {
                        "type":"string"
                      },
                      {
                        "type":"null"
                      }
                    ],
                    "title":"Description"
                  },
                  "name":{
                    "title":"Name",
                    "type":"string"
                  },
                  "schema":{
                    "anyOf":[
                      {
                        "additionalProperties":true,
                        "type":"object"
                      },
                      {
                        "type":"null"
                      }
                    ],
                    "examples":[
                      null
                    ],
                    "title":"Schema"
                  },
                  "strict":{
                    "anyOf":[
                      {
                        "type":"boolean"
                      },
                      {
                        "type":"null"
                      }
                    ],
                    "default":false,
                    "title":"Strict"
                  }
                },
                "required":[
                  "name"
                ],
                "title":"JsonSchema",
                "type":"object"
              },
              {
                "type":"null"
              }
            ]
          },
          "regex_schema":{
            "anyOf":[
              {
                "type":"string"
              },
              {
                "type":"null"
              }
            ],
            "title":"Regex Schema"
          },
          "type":{
            "enum":[
              "text",
              "json_object",
              "json_schema",
              "regex_schema"
            ],
            "title":"Type",
            "type":"string"
          }
        },
        "required":[
          "type"
        ],
        "title":"ResponseFormat",
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ]
  },
  "return_token_ids":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Return Token Ids"
  },
  "seed":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Seed"
  },
  "session_id":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":-1,
    "title":"Session Id"
  },
  "skip_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Skip Special Tokens"
  },
  "spaces_between_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Spaces Between Special Tokens"
  },
  "stop":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Stop"
  },
  "stream":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Stream"
  },
  "stream_options":{
    "anyOf":[
      {
        "description":"The stream options.",
        "properties":{
          "include_usage":{
            "anyOf":[
              {
                "type":"boolean"
              },
              {
                "type":"null"
              }
            ],
            "default":false,
            "title":"Include Usage"
          }
        },
        "title":"StreamOptions",
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ]
  },
  "temperature":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.7,
    "title":"Temperature"
  },
  "tool_choice":{
    "anyOf":[
      {
        "description":"The tool choice definition.",
        "properties":{
          "function":{
            "description":"The name of tool choice function.",
            "properties":{
              "name":{
                "title":"Name",
                "type":"string"
              }
            },
            "required":[
              "name"
            ],
            "title":"ToolChoiceFuncName",
            "type":"object"
          },
          "type":{
            "const":"function",
            "default":"function",
            "examples":[
              "function"
            ],
            "title":"Type",
            "type":"string"
          }
        },
        "required":[
          "function"
        ],
        "title":"ToolChoice",
        "type":"object"
      },
      {
        "enum":[
          "auto",
          "required",
          "none"
        ],
        "type":"string"
      }
    ],
    "default":"auto",
    "examples":[
      "none"
    ],
    "title":"Tool Choice"
  },
  "tools":{
    "anyOf":[
      {
        "items":{
          "description":"Function wrapper.",
          "properties":{
            "function":{
              "description":"Function descriptions.",
              "properties":{
                "description":{
                  "anyOf":[
                    {
                      "type":"string"
                    },
                    {
                      "type":"null"
                    }
                  ],
                  "examples":[
                    null
                  ],
                  "title":"Description"
                },
                "name":{
                  "title":"Name",
                  "type":"string"
                },
                "parameters":{
                  "anyOf":[
                    {
                      "additionalProperties":true,
                      "type":"object"
                    },
                    {
                      "type":"null"
                    }
                  ],
                  "title":"Parameters"
                }
              },
              "required":[
                "name"
              ],
              "title":"Function",
              "type":"object"
            },
            "type":{
              "default":"function",
              "examples":[
                "function"
              ],
              "title":"Type",
              "type":"string"
            }
          },
          "required":[
            "function"
          ],
          "title":"Tool",
          "type":"object"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Tools"
  },
  "top_k":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":40,
    "title":"Top K"
  },
  "top_logprobs":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Top Logprobs"
  },
  "top_p":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Top P"
  },
  "user":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"User"
  }
}





Example request:

POST /v1/chat/completions HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "chat_template_kwargs": {},
    "do_preprocess": true,
    "enable_thinking": true,
    "frequency_penalty": 1.0,
    "ignore_eos": true,
    "include_stop_str_in_output": true,
    "logit_bias": {},
    "logprobs": true,
    "max_completion_tokens": 1,
    "max_tokens": 1,
    "media_io_kwargs": {},
    "messages": "string",
    "min_new_tokens": 1,
    "min_p": 1.0,
    "mm_processor_kwargs": {},
    "model": "string",
    "n": 1,
    "presence_penalty": 1.0,
    "reasoning_effort": "low",
    "repetition_ngram_size": 1,
    "repetition_ngram_threshold": 1,
    "repetition_penalty": 1.0,
    "response_format": {
        "json_schema": {
            "description": "string",
            "name": "string",
            "schema": {},
            "strict": true
        },
        "regex_schema": "string",
        "type": "text"
    },
    "return_token_ids": true,
    "seed": 1,
    "session_id": 1,
    "skip_special_tokens": true,
    "spaces_between_special_tokens": true,
    "stop": "string",
    "stream": true,
    "stream_options": {
        "include_usage": true
    },
    "temperature": 1.0,
    "tool_choice": {
        "function": {
            "name": "string"
        },
        "type": "string"
    },
    "tools": [
        {
            "function": {
                "description": "string",
                "name": "string",
                "parameters": {}
            },
            "type": "string"
        }
    ],
    "top_k": 1,
    "top_logprobs": 1,
    "top_p": 1.0,
    "user": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
POST /v1/completions

	Completions V1

Completion API similar to OpenAI’s API.

Go to https://platform.openai.com/docs/api-reference/completions/create
for the API specification.

The request should be a JSON object with the following fields:


	model (str): model name. Available from /v1/models.


	prompt (str): the input prompt.


	suffix (str): The suffix that comes after a completion of inserted text.


	max_completion_tokens (int | None): output token nums. Default to None.


	max_tokens (int): output token nums. Default to 16.
Deprecated: Use max_completion_tokens instead.


	temperature (float): to modulate the next token probability


	top_p (float): If set to float < 1, only the smallest set of most
probable tokens with probabilities that add up to top_p or higher
are kept for generation.


	n (int): How many chat completion choices to generate for each input
message. Only support one here.


	stream: whether to stream the results or not. Default to false.


	repetition_penalty (float): The parameter for repetition penalty.
1.0 means no penalty


	user (str): A unique identifier representing your end-user.


	stop (str | list[str] | None): To stop generating further
tokens. Only accept stop words that’s encoded to one token idex.




Additional arguments supported by LMDeploy:


	ignore_eos (bool): indicator for ignoring eos


	skip_special_tokens (bool): Whether or not to remove special tokens
in the decoding. Default to be True.


	top_k (int): The number of the highest probability vocabulary
tokens to keep for top-k-filtering




Currently we do not support the following features:


	logprobs (not supported yet)


	presence_penalty (replaced with repetition_penalty)


	frequency_penalty (replaced with repetition_penalty)




Request body:

{
  "echo":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Echo"
  },
  "frequency_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.0,
    "title":"Frequency Penalty"
  },
  "ignore_eos":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Ignore Eos"
  },
  "logprobs":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Logprobs"
  },
  "max_completion_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "description":"An upper bound for the number of tokens that can be generated for a completion, including visible output tokens and reasoning tokens",
    "examples":[
      null
    ],
    "title":"Max Completion Tokens"
  },
  "max_tokens":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":16,
    "deprecated":true,
    "examples":[
      16
    ],
    "title":"Max Tokens"
  },
  "min_p":{
    "default":0.0,
    "title":"Min P",
    "type":"number"
  },
  "model":{
    "title":"Model",
    "type":"string"
  },
  "n":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":1,
    "title":"N"
  },
  "presence_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.0,
    "title":"Presence Penalty"
  },
  "prompt":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{},
        "type":"array"
      }
    ],
    "title":"Prompt"
  },
  "repetition_ngram_size":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Size",
    "type":"integer"
  },
  "repetition_ngram_threshold":{
    "default":0,
    "minimum":0.0,
    "title":"Repetition Ngram Threshold",
    "type":"integer"
  },
  "repetition_penalty":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Repetition Penalty"
  },
  "return_token_ids":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Return Token Ids"
  },
  "seed":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "title":"Seed"
  },
  "session_id":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":-1,
    "title":"Session Id"
  },
  "skip_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Skip Special Tokens"
  },
  "spaces_between_special_tokens":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":true,
    "title":"Spaces Between Special Tokens"
  },
  "stop":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "items":{
          "type":"string"
        },
        "type":"array"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ],
    "title":"Stop"
  },
  "stream":{
    "anyOf":[
      {
        "type":"boolean"
      },
      {
        "type":"null"
      }
    ],
    "default":false,
    "title":"Stream"
  },
  "stream_options":{
    "anyOf":[
      {
        "description":"The stream options.",
        "properties":{
          "include_usage":{
            "anyOf":[
              {
                "type":"boolean"
              },
              {
                "type":"null"
              }
            ],
            "default":false,
            "title":"Include Usage"
          }
        },
        "title":"StreamOptions",
        "type":"object"
      },
      {
        "type":"null"
      }
    ],
    "examples":[
      null
    ]
  },
  "suffix":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"Suffix"
  },
  "temperature":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":0.7,
    "title":"Temperature"
  },
  "top_k":{
    "anyOf":[
      {
        "type":"integer"
      },
      {
        "type":"null"
      }
    ],
    "default":40,
    "title":"Top K"
  },
  "top_p":{
    "anyOf":[
      {
        "type":"number"
      },
      {
        "type":"null"
      }
    ],
    "default":1.0,
    "title":"Top P"
  },
  "user":{
    "anyOf":[
      {
        "type":"string"
      },
      {
        "type":"null"
      }
    ],
    "title":"User"
  }
}





Example request:

POST /v1/completions HTTP/1.1
Host: example.com
Content-Type: application/json

{
    "echo": true,
    "frequency_penalty": 1.0,
    "ignore_eos": true,
    "logprobs": 1,
    "max_completion_tokens": 1,
    "max_tokens": 1,
    "min_p": 1.0,
    "model": "string",
    "n": 1,
    "presence_penalty": 1.0,
    "prompt": "string",
    "repetition_ngram_size": 1,
    "repetition_ngram_threshold": 1,
    "repetition_penalty": 1.0,
    "return_token_ids": true,
    "seed": 1,
    "session_id": 1,
    "skip_special_tokens": true,
    "spaces_between_special_tokens": true,
    "stop": "string",
    "stream": true,
    "stream_options": {
        "include_usage": true
    },
    "suffix": "string",
    "temperature": 1.0,
    "top_k": 1,
    "top_p": 1.0,
    "user": "string"
}






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}








	422 Unprocessable Entity [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/422] – Validation Error

Example response:

HTTP/1.1 422 Unprocessable Entity
Content-Type: application/json

{
    "detail": [
        {
            "ctx": {},
            "input": {},
            "loc": [
                "string",
                1
            ],
            "msg": "string",
            "type": "string"
        }
    ]
}



















	
GET /v1/models

	Available Models

Show available models.

Example request:

GET /v1/models HTTP/1.1
Host: example.com






	Status Codes:

	
	200 OK [https://developer.mozilla.org/en-US/docs/Web/HTTP/Reference/Status/200] – Successful Response

Example response:

HTTP/1.1 200 OK
Content-Type: application/json

{}






















            

          

      

      

    

  

  
    
    

    命令行工具
    

    

    

    

    
 
  

    
      
          
            
  
命令行工具


lmdeploy - CLI interface

The CLI provides a unified API for converting, compressing and deploying large language models.

lmdeploy [-h] [-v] {lite,serve,check_env,chat} ...






lmdeploy options


	-h, --help - show this help message and exit


	-v, --version - show program’s version number and exit






lmdeploy lite

Compressing and accelerating LLMs with lmdeploy.lite module

lmdeploy lite [-h] {auto_awq,auto_gptq,calibrate,smooth_quant} ...






lmdeploy lite options


	-h, --help - show this help message and exit







lmdeploy lite auto_awq

Perform weight quantization using AWQ algorithm.

lmdeploy lite auto_awq [-h] [--revision REVISION] [--download-dir DOWNLOAD_DIR]
                       [--work-dir WORK_DIR]
                       [--calib-dataset {wikitext2,c4,pileval,gsm8k,neuralmagic_calibration,open-platypus,openwebtext}]
                       [--calib-samples CALIB_SAMPLES] [--calib-seqlen CALIB_SEQLEN]
                       [--batch-size BATCH_SIZE] [--search-scale]
                       [--dtype {auto,float16,bfloat16}] [--trust-remote-code]
                       [--device DEVICE] [--w-bits W_BITS] [--w-sym]
                       [--w-group-size W_GROUP_SIZE]
                       model






lmdeploy lite auto_awq positional arguments


	model - The path of model in hf format (default: None)






lmdeploy lite auto_awq options


	-h, --help - show this help message and exit


	--revision REVISION - The specific model version to use. It can be a branch name, a tag name, or a commit id. If unspecified, will use the default version.


	--download-dir DOWNLOAD_DIR - Directory to download and load the weights, default to the default cache directory of huggingface.


	--work-dir WORK_DIR - The working directory to save results (default: ./work_dir)


	--calib-dataset CALIB_DATASET - The calibration dataset name. (default: wikitext2)


	--calib-samples CALIB_SAMPLES - The number of samples for calibration (default: 128)


	--calib-seqlen CALIB_SEQLEN - The sequence length for calibration (default: 2048)


	--batch-size BATCH_SIZE - The batch size for running the calib samples. Low GPU mem requires small batch_size. Large batch_size reduces the calibration time while costs more VRAM (default: 1)


	--search-scale - Whether search scale ratio. Default to be disabled, which means only smooth quant with 0.5 ratio will be applied


	--dtype DTYPE - data type for model weights and activations. The "auto" option will use FP16 precision for FP32 and FP16 models, and BF16 precision for BF16 models. This option will be ignored if the model is a quantized model (default: auto)


	--trust-remote-code - Whether to trust remote code from model repositories.


	--device DEVICE - Device for weight quantization (cuda or npu) (default: cuda)


	--w-bits W_BITS - Bit number for weight quantization (default: 4)


	--w-sym - Whether to do symmetric quantization


	--w-group-size W_GROUP_SIZE - Group size for weight quantization statistics (default: 128)







lmdeploy lite auto_gptq

Perform weight quantization using GPTQ algorithm.

lmdeploy lite auto_gptq [-h] [--revision REVISION] [--work-dir WORK_DIR]
                        [--calib-dataset {wikitext2,c4,pileval,gsm8k,neuralmagic_calibration,open-platypus,openwebtext}]
                        [--calib-samples CALIB_SAMPLES] [--calib-seqlen CALIB_SEQLEN]
                        [--batch-size BATCH_SIZE] [--dtype {auto,float16,bfloat16}]
                        [--trust-remote-code] [--w-bits W_BITS] [--w-group-size W_GROUP_SIZE]
                        model






lmdeploy lite auto_gptq positional arguments


	model - The path of model in hf format (default: None)






lmdeploy lite auto_gptq options


	-h, --help - show this help message and exit


	--revision REVISION - The specific model version to use. It can be a branch name, a tag name, or a commit id. If unspecified, will use the default version.


	--work-dir WORK_DIR - The working directory to save results (default: ./work_dir)


	--calib-dataset CALIB_DATASET - The calibration dataset name. (default: wikitext2)


	--calib-samples CALIB_SAMPLES - The number of samples for calibration (default: 128)


	--calib-seqlen CALIB_SEQLEN - The sequence length for calibration (default: 2048)


	--batch-size BATCH_SIZE - The batch size for running the calib samples. Low GPU mem requires small batch_size. Large batch_size reduces the calibration time while costs more VRAM (default: 1)


	--dtype DTYPE - data type for model weights and activations. The "auto" option will use FP16 precision for FP32 and FP16 models, and BF16 precision for BF16 models. This option will be ignored if the model is a quantized model (default: auto)


	--trust-remote-code - Whether to trust remote code from model repositories.


	--w-bits W_BITS - Bit number for weight quantization (default: 4)


	--w-group-size W_GROUP_SIZE - Group size for weight quantization statistics (default: 128)







lmdeploy lite calibrate

Perform calibration on a given dataset.

lmdeploy lite calibrate [-h] [--work-dir WORK_DIR]
                        [--calib-dataset {wikitext2,c4,pileval,gsm8k,neuralmagic_calibration,open-platypus,openwebtext}]
                        [--calib-samples CALIB_SAMPLES] [--calib-seqlen CALIB_SEQLEN]
                        [--batch-size BATCH_SIZE] [--search-scale]
                        [--dtype {auto,float16,bfloat16}] [--trust-remote-code]
                        model






lmdeploy lite calibrate positional arguments


	model - The name or path of the model to be loaded (default: None)






lmdeploy lite calibrate options


	-h, --help - show this help message and exit


	--work-dir WORK_DIR - The working directory to save results (default: ./work_dir)


	--calib-dataset CALIB_DATASET - The calibration dataset name. (default: wikitext2)


	--calib-samples CALIB_SAMPLES - The number of samples for calibration (default: 128)


	--calib-seqlen CALIB_SEQLEN - The sequence length for calibration (default: 2048)


	--batch-size BATCH_SIZE - The batch size for running the calib samples. Low GPU mem requires small batch_size. Large batch_size reduces the calibration time while costs more VRAM (default: 1)


	--search-scale - Whether search scale ratio. Default to be disabled, which means only smooth quant with 0.5 ratio will be applied


	--dtype DTYPE - data type for model weights and activations. The "auto" option will use FP16 precision for FP32 and FP16 models, and BF16 precision for BF16 models. This option will be ignored if the model is a quantized model (default: auto)


	--trust-remote-code - Whether to trust remote code from model repositories.







lmdeploy lite smooth_quant

Perform w8a8 quantization using SmoothQuant.

lmdeploy lite smooth_quant [-h] [--work-dir WORK_DIR] [--device DEVICE]
                           [--calib-dataset {wikitext2,c4,pileval,gsm8k,neuralmagic_calibration,open-platypus,openwebtext}]
                           [--calib-samples CALIB_SAMPLES] [--calib-seqlen CALIB_SEQLEN]
                           [--batch-size BATCH_SIZE] [--search-scale]
                           [--dtype {auto,float16,bfloat16}]
                           [--quant-dtype {int8,float8_e4m3fn,float8_e5m2,fp8}]
                           [--revision REVISION] [--download-dir DOWNLOAD_DIR]
                           [--trust-remote-code]
                           model






lmdeploy lite smooth_quant positional arguments


	model - The name or path of the model to be loaded (default: None)






lmdeploy lite smooth_quant options


	-h, --help - show this help message and exit


	--work-dir WORK_DIR - The working directory for outputs. defaults to "./work_dir"


	--device DEVICE - Device for weight quantization (cuda or npu) (default: cuda)


	--calib-dataset CALIB_DATASET - The calibration dataset name. (default: wikitext2)


	--calib-samples CALIB_SAMPLES - The number of samples for calibration (default: 128)


	--calib-seqlen CALIB_SEQLEN - The sequence length for calibration (default: 2048)


	--batch-size BATCH_SIZE - The batch size for running the calib samples. Low GPU mem requires small batch_size. Large batch_size reduces the calibration time while costs more VRAM (default: 1)


	--search-scale - Whether search scale ratio. Default to be disabled, which means only smooth quant with 0.5 ratio will be applied


	--dtype DTYPE - data type for model weights and activations. The "auto" option will use FP16 precision for FP32 and FP16 models, and BF16 precision for BF16 models. This option will be ignored if the model is a quantized model (default: auto)


	--quant-dtype QUANT_DTYPE - data type for the quantized model weights and activations.Note "fp8" is the short version of "float8_e4m3fn" (default: int8)


	--revision REVISION - The specific model version to use. It can be a branch name, a tag name, or a commit id. If unspecified, will use the default version.


	--download-dir DOWNLOAD_DIR - Directory to download and load the weights, default to the default cache directory of huggingface.


	--trust-remote-code - Whether to trust remote code from model repositories.







lmdeploy serve

Serve LLMs with openai API

lmdeploy serve [-h] {api_server,proxy} ...






lmdeploy serve options


	-h, --help - show this help message and exit







lmdeploy serve api_server

Serve LLMs with restful api using fastapi.

lmdeploy serve api_server [-h] [--server-name SERVER_NAME] [--server-port SERVER_PORT]
                          [--allow-origins ALLOW_ORIGINS [ALLOW_ORIGINS ...]]
                          [--allow-credentials]
                          [--allow-methods ALLOW_METHODS [ALLOW_METHODS ...]]
                          [--allow-headers ALLOW_HEADERS [ALLOW_HEADERS ...]]
                          [--proxy-url PROXY_URL]
                          [--max-concurrent-requests MAX_CONCURRENT_REQUESTS]
                          [--backend {pytorch,turbomind}]
                          [--log-level {CRITICAL,FATAL,ERROR,WARN,WARNING,INFO,DEBUG,NOTSET}]
                          [--api-keys [API_KEYS ...]] [--ssl] [--model-name MODEL_NAME]
                          [--max-log-len MAX_LOG_LEN] [--disable-fastapi-docs]
                          [--allow-terminate-by-client] [--enable-abort-handling]
                          [--trust-remote-code] [--chat-template CHAT_TEMPLATE]
                          [--tool-call-parser TOOL_CALL_PARSER]
                          [--reasoning-parser REASONING_PARSER] [--revision REVISION]
                          [--download-dir DOWNLOAD_DIR] [--adapters [ADAPTERS ...]]
                          [--device {cuda,ascend,maca,camb}] [--eager-mode]
                          [--disable-vision-encoder]
                          [--logprobs-mode {None,raw_logits,raw_logprobs}]
                          [--dllm-block-length DLLM_BLOCK_LENGTH]
                          [--dllm-unmasking-strategy {low_confidence_dynamic,low_confidence_static,sequential}]
                          [--dllm-denoising-steps DLLM_DENOISING_STEPS]
                          [--dllm-confidence-threshold DLLM_CONFIDENCE_THRESHOLD]
                          [--enable-return-routed-experts]
                          [--distributed-executor-backend {uni,mp,ray}]
                          [--kernel-block-size KERNEL_BLOCK_SIZE]
                          [--dtype {auto,float16,bfloat16}] [--tp TP]
                          [--session-len SESSION_LEN] [--max-batch-size MAX_BATCH_SIZE]
                          [--cache-max-entry-count CACHE_MAX_ENTRY_COUNT]
                          [--cache-block-seq-len CACHE_BLOCK_SEQ_LEN]
                          [--enable-prefix-caching]
                          [--max-prefill-token-num MAX_PREFILL_TOKEN_NUM]
                          [--quant-policy {QuantPolicy.NONE,QuantPolicy.INT4,QuantPolicy.INT8,QuantPolicy.TURBO_QUANT}]
                          [--model-format {hf,awq,gptq,compressed-tensors,fp8,mxfp4}]
                          [--hf-overrides HF_OVERRIDES] [--disable-metrics] [--dp DP]
                          [--ep EP] [--enable-microbatch] [--enable-eplb]
                          [--role {Hybrid,Prefill,Decode}]
                          [--migration-backend {DLSlime,Mooncake}] [--node-rank NODE_RANK]
                          [--nnodes NNODES] [--cp CP]
                          [--rope-scaling-factor ROPE_SCALING_FACTOR]
                          [--num-tokens-per-iter NUM_TOKENS_PER_ITER]
                          [--max-prefill-iters MAX_PREFILL_ITERS] [--async {0,1}]
                          [--communicator {nccl,native,cuda-ipc}]
                          [--dist-init-addr DIST_INIT_ADDR]
                          [--vision-max-batch-size VISION_MAX_BATCH_SIZE]
                          [--speculative-algorithm {eagle,eagle3,deepseek_mtp,qwen3_5_mtp}]
                          [--speculative-draft-model SPECULATIVE_DRAFT_MODEL]
                          [--speculative-num-draft-tokens SPECULATIVE_NUM_DRAFT_TOKENS]
                          model_path






lmdeploy serve api_server positional arguments


	model_path - The path of a model. it could be one of the following options: - i) a local directory path of a turbomind model which is converted by lmdeploy convert command or download from ii) and iii). - ii) the model_id of a lmdeploy-quantized model hosted inside a model repo on huggingface.co, such as "internlm/internlm-chat-20b-4bit", "lmdeploy/llama2-chat-70b-4bit", etc. - iii) the model_id of a model hosted inside a model repo on huggingface.co, such as "internlm/internlm-chat-7b", "qwen/qwen-7b-chat ", "baichuan-inc/baichuan2-7b-chat" and so on (default: None)






lmdeploy serve api_server options


	-h, --help - show this help message and exit


	--server-name SERVER_NAME - Host ip for serving (default: 0.0.0.0)


	--server-port SERVER_PORT - Server port (default: 23333)


	--allow-origins ALLOW_ORIGINS - A list of allowed origins for cors (default: ['*'])


	--allow-credentials - Whether to allow credentials for cors


	--allow-methods ALLOW_METHODS - A list of allowed http methods for cors (default: ['*'])


	--allow-headers ALLOW_HEADERS - A list of allowed http headers for cors (default: ['*'])


	--proxy-url PROXY_URL - The proxy url for api server. (default: None)


	--max-concurrent-requests MAX_CONCURRENT_REQUESTS - This refers to the number of concurrent requests that the server can handle. The server is designed to process the engine’s tasks once the maximum number of concurrent requests is reached, regardless of any additional requests sent by clients concurrently during that time. Default to None. (default: None)


	--backend BACKEND - Set the inference backend (default: turbomind)


	--log-level LOG_LEVEL - Set the log level (default: WARNING)


	--api-keys API_KEYS - Optional list of space separated API keys (default: None)


	--ssl - Enable SSL. Requires OS Environment variables 'SSL_KEYFILE' and 'SSL_CERTFILE'


	--model-name MODEL_NAME - The name of the served model. It can be accessed by the RESTful API /v1/models. If it is not specified, model_path will be adopted (default: None)


	--max-log-len MAX_LOG_LEN - Max number of prompt characters or prompt tokens being printed in log. Default: Unlimited (default: None)


	--disable-fastapi-docs - Disable FastAPI’s OpenAPI schema, Swagger UI, and ReDoc endpoint


	--allow-terminate-by-client - Enable server to be terminated by request from client


	--enable-abort-handling - Enable server to handle client abort requests


	--trust-remote-code - Whether to trust remote code from model repositories.


	--chat-template CHAT_TEMPLATE - A JSON file or string that specifies the chat template configuration. Please refer to https://lmdeploy.readthedocs.io/en/latest/advance/chat_template.html for the specification (default: None)


	--tool-call-parser TOOL_CALL_PARSER - The registered tool parser name dict_keys(['glm47', 'internlm', 'intern-s1', 'qwen3coder', 'interns2-preview', 'llama3', 'qwen2d5', 'qwen', 'qwen3']). Default to None. (default: None)


	--reasoning-parser REASONING_PARSER - The registered reasoning parser name: dict_keys(['default', 'deepseek-v3']). Legacy names: ['qwen-qwq', 'intern-s1', 'deepseek-r1']. Default to None. (default: None)


	--revision REVISION - The specific model version to use. It can be a branch name, a tag name, or a commit id. If unspecified, will use the default version.


	--download-dir DOWNLOAD_DIR - Directory to download and load the weights, default to the default cache directory of huggingface.






lmdeploy serve api_server PyTorch engine arguments


	--adapters ADAPTERS - Used to set path(s) of lora adapter(s). One can input key-value pairs in xxx=yyy format for multiple lora adapters. If only have one adapter, one can only input the path of the adapter. (default: None)


	--device DEVICE - The device type of running (default: cuda)


	--eager-mode - Whether to enable eager mode. If True, cuda graph would be disabled


	--disable-vision-encoder - disable multimodal encoder


	--logprobs-mode LOGPROBS_MODE - The mode of logprobs. (default: None)


	--dllm-block-length DLLM_BLOCK_LENGTH - Block length for dllm (default: None)


	--dllm-unmasking-strategy DLLM_UNMASKING_STRATEGY - The unmasking strategy for dllm. (default: low_confidence_dynamic)


	--dllm-denoising-steps DLLM_DENOISING_STEPS - The number of denoising steps for dllm. (default: None)


	--dllm-confidence-threshold DLLM_CONFIDENCE_THRESHOLD - The confidence threshold for dllm. (default: 0.85)


	--enable-return-routed-experts - Whether to output routed expert ids for replay


	--distributed-executor-backend DISTRIBUTED_EXECUTOR_BACKEND - The distributed executor backend for pytorch engine. (default: None)


	--kernel-block-size KERNEL_BLOCK_SIZE - The length of the token sequence in a k/v block for kernels. Only supported by Pytorch Engine. When set to a different value than –cache-block-seq-len, memory allocators and prefix cache use –cache-block-seq-len as the block size, while kernels use –kernel-block-size. (default: -1)


	--dtype DTYPE - data type for model weights and activations. The "auto" option will use FP16 precision for FP32 and FP16 models, and BF16 precision for BF16 models. This option will be ignored if the model is a quantized model (default: auto)


	--tp TP - GPU number used in tensor parallelism. Should be 2^n (default: 1)


	--session-len SESSION_LEN - The max session length of a sequence (default: None)


	--max-batch-size MAX_BATCH_SIZE - Maximum batch size. If not specified, the engine will automatically set it according to the device (default: None)


	--cache-max-entry-count CACHE_MAX_ENTRY_COUNT - The percentage of free gpu memory occupied by the k/v cache, excluding weights (default: 0.8)


	--cache-block-seq-len CACHE_BLOCK_SEQ_LEN - The length of the token sequence in a k/v block. For Turbomind Engine, if the GPU compute capability is >= 8.0, it should be a multiple of 32, otherwise it should be a multiple of 64. For Pytorch Engine, if Lora Adapter is specified, this parameter will be ignored (default: 64)


	--enable-prefix-caching - Enable cache and match prefix


	--max-prefill-token-num MAX_PREFILL_TOKEN_NUM - the max number of tokens per iteration during prefill (default: 8192)


	--quant-policy QUANT_POLICY - KV cache quantization policy. 0: no quantization; 4: 4-bit; 8: 8-bit; 42: TurboQuant (K4V2) (default: 0)


	--model-format MODEL_FORMAT - The format of input model. hf means hf_llama, awq and gptq refer to 4-bit grouped quantization, compressed-tensors refers to pack-quantized grouped int4 checkpoints and is usually auto-detected from the model config, fp8 refers to blocked fp8 checkpoints, and mxfp4 refers to MXFP4 expert weights. (default: None)


	--hf-overrides HF_OVERRIDES - Extra arguments to be forwarded to the HuggingFace config. (default: None)


	--disable-metrics - disable metrics system


	--dp DP - data parallelism. dp_rank is required when pytorch engine is used. (default: 1)


	--ep EP - expert parallelism. dp is required when pytorch engine is used. (default: 1)


	--enable-microbatch - enable microbatch for specified model


	--enable-eplb - enable eplb for specified model


	--role ROLE - Hybrid for Non-Disaggregated Engine; Prefill for Disaggregated Prefill Engine; Decode for Disaggregated Decode Engine (default: Hybrid)


	--migration-backend MIGRATION_BACKEND - kvcache migration management backend when PD disaggregation (default: DLSlime)


	--node-rank NODE_RANK - The current node rank. (default: 0)


	--nnodes NNODES - The total node nums (default: 1)






lmdeploy serve api_server TurboMind engine arguments


	--dtype DTYPE - data type for model weights and activations. The "auto" option will use FP16 precision for FP32 and FP16 models, and BF16 precision for BF16 models. This option will be ignored if the model is a quantized model (default: auto)


	--tp TP - GPU number used in tensor parallelism. Should be 2^n (default: 1)


	--session-len SESSION_LEN - The max session length of a sequence (default: None)


	--max-batch-size MAX_BATCH_SIZE - Maximum batch size. If not specified, the engine will automatically set it according to the device (default: None)


	--cache-max-entry-count CACHE_MAX_ENTRY_COUNT - The percentage of free gpu memory occupied by the k/v cache, excluding weights (default: 0.8)


	--cache-block-seq-len CACHE_BLOCK_SEQ_LEN - The length of the token sequence in a k/v block. For Turbomind Engine, if the GPU compute capability is >= 8.0, it should be a multiple of 32, otherwise it should be a multiple of 64. For Pytorch Engine, if Lora Adapter is specified, this parameter will be ignored (default: 64)


	--enable-prefix-caching - Enable cache and match prefix


	--max-prefill-token-num MAX_PREFILL_TOKEN_NUM - the max number of tokens per iteration during prefill (default: 8192)


	--quant-policy QUANT_POLICY - KV cache quantization policy. 0: no quantization; 4: 4-bit; 8: 8-bit; 42: TurboQuant (K4V2) (default: 0)


	--model-format MODEL_FORMAT - The format of input model. hf means hf_llama, awq and gptq refer to 4-bit grouped quantization, compressed-tensors refers to pack-quantized grouped int4 checkpoints and is usually auto-detected from the model config, fp8 refers to blocked fp8 checkpoints, and mxfp4 refers to MXFP4 expert weights. (default: None)


	--nnodes NNODES - The total node nums (default: 1)


	--node-rank NODE_RANK - The current node rank. (default: 0)


	--hf-overrides HF_OVERRIDES - Extra arguments to be forwarded to the HuggingFace config. (default: None)


	--disable-metrics - disable metrics system


	--dp DP - data parallelism. dp_rank is required when pytorch engine is used. (default: 1)


	--cp CP - context parallelism size in attention for turbomind backend, tp must be a multiple of cp. (default: 1)


	--rope-scaling-factor ROPE_SCALING_FACTOR - Rope scaling factor (default: 0.0)


	--num-tokens-per-iter NUM_TOKENS_PER_ITER - the number of tokens processed in a forward pass (default: 0)


	--max-prefill-iters MAX_PREFILL_ITERS - the max number of forward passes in prefill stage (default: 1)


	--async ASYNC_ - Enable async execution (default: 1, enabled). Set to 0 to disable async mode, 1 to enable it. (default: 1)


	--communicator COMMUNICATOR - Communication backend for multi-GPU inference. The "native" option is deprecated and serves as an alias for "cuda-ipc" (default: nccl)


	--dist-init-addr DIST_INIT_ADDR (default: None)






lmdeploy serve api_server Vision model arguments


	--vision-max-batch-size VISION_MAX_BATCH_SIZE - the vision model batch size (default: 1)






lmdeploy serve api_server Speculative decoding arguments


	--speculative-algorithm SPECULATIVE_ALGORITHM - The speculative algorithm to use. None means speculative decoding is disabled (default: None)


	--speculative-draft-model SPECULATIVE_DRAFT_MODEL - The path to speculative draft model (default: None)


	--speculative-num-draft-tokens SPECULATIVE_NUM_DRAFT_TOKENS - The number of speculative tokens to generate per step (default: 1)







lmdeploy serve proxy

Proxy server that manages distributed api_server nodes.

lmdeploy serve proxy [-h] [--server-name SERVER_NAME] [--server-port SERVER_PORT]
                     [--serving-strategy {Hybrid,DistServe}] [--dummy-prefill]
                     [--routing-strategy {random,min_expected_latency,min_observed_latency}]
                     [--disable-cache-status] [--migration-protocol {RDMA,NVLINK}]
                     [--link-type {RoCE,IB}] [--disable-gdr] [--api-keys [API_KEYS ...]]
                     [--ssl]
                     [--log-level {CRITICAL,FATAL,ERROR,WARN,WARNING,INFO,DEBUG,NOTSET}]






lmdeploy serve proxy options


	-h, --help - show this help message and exit


	--server-name SERVER_NAME - Host ip for proxy serving (default: 0.0.0.0)


	--server-port SERVER_PORT - Server port of the proxy (default: 8000)


	--serving-strategy SERVING_STRATEGY - the strategy to serve, Hybrid for colocating Prefill and Decodeworkloads into same engine, DistServe for Prefill-Decode Disaggregation (default: Hybrid)


	--dummy-prefill - dummy prefill for performance profiler


	--routing-strategy ROUTING_STRATEGY - the strategy to dispatch requests to nodes (default: min_expected_latency)


	--disable-cache-status - Whether to disable cache status of the proxy. If set, the proxy will forget the status of the previous time


	--migration-protocol MIGRATION_PROTOCOL - transport protocol of KV migration (default: RDMA)


	--link-type LINK_TYPE - RDMA Link Type (default: RoCE)


	--disable-gdr - with GPU Direct Memory Access


	--api-keys API_KEYS - Optional list of space separated API keys (default: None)


	--ssl - Enable SSL. Requires OS Environment variables 'SSL_KEYFILE' and 'SSL_CERTFILE'


	--log-level LOG_LEVEL - Set the log level (default: WARNING)







lmdeploy check_env

Check the environmental information.

lmdeploy check_env [-h] [--dump-file DUMP_FILE]






lmdeploy check_env options


	-h, --help - show this help message and exit


	--dump-file DUMP_FILE - The file path to save env info. Only support file format in json, yml, pkl (default: None)







lmdeploy chat

lmdeploy chat [-h] [--backend {pytorch,turbomind}] [--chat-template CHAT_TEMPLATE]
              [--revision REVISION] [--download-dir DOWNLOAD_DIR] [--trust-remote-code]
              [--adapters [ADAPTERS ...]] [--device {cuda,ascend,maca,camb}] [--eager-mode]
              [--dllm-block-length DLLM_BLOCK_LENGTH] [--dtype {auto,float16,bfloat16}]
              [--tp TP] [--session-len SESSION_LEN]
              [--cache-max-entry-count CACHE_MAX_ENTRY_COUNT] [--enable-prefix-caching]
              [--quant-policy {QuantPolicy.NONE,QuantPolicy.INT4,QuantPolicy.INT8,QuantPolicy.TURBO_QUANT}]
              [--model-format {hf,awq,gptq,compressed-tensors,fp8,mxfp4}]
              [--rope-scaling-factor ROPE_SCALING_FACTOR]
              [--communicator {nccl,native,cuda-ipc}] [--cp CP] [--async {0,1}]
              [--speculative-algorithm {eagle,eagle3,deepseek_mtp,qwen3_5_mtp}]
              [--speculative-draft-model SPECULATIVE_DRAFT_MODEL]
              [--speculative-num-draft-tokens SPECULATIVE_NUM_DRAFT_TOKENS]
              model_path






lmdeploy chat positional arguments


	model_path - The path of a model. it could be one of the following options: - i) a local directory path of a turbomind model which is converted by lmdeploy convert command or download from ii) and iii). - ii) the model_id of a lmdeploy-quantized model hosted inside a model repo on huggingface.co, such as "internlm/internlm-chat-20b-4bit", "lmdeploy/llama2-chat-70b-4bit", etc. - iii) the model_id of a model hosted inside a model repo on huggingface.co, such as "internlm/internlm-chat-7b", "qwen/qwen-7b-chat ", "baichuan-inc/baichuan2-7b-chat" and so on (default: None)






lmdeploy chat options


	-h, --help - show this help message and exit


	--backend BACKEND - Set the inference backend (default: turbomind)


	--chat-template CHAT_TEMPLATE - A JSON file or string that specifies the chat template configuration. Please refer to https://lmdeploy.readthedocs.io/en/latest/advance/chat_template.html for the specification (default: None)


	--revision REVISION - The specific model version to use. It can be a branch name, a tag name, or a commit id. If unspecified, will use the default version.


	--download-dir DOWNLOAD_DIR - Directory to download and load the weights, default to the default cache directory of huggingface.


	--trust-remote-code - Whether to trust remote code from model repositories.






lmdeploy chat PyTorch engine arguments


	--adapters ADAPTERS - Used to set path(s) of lora adapter(s). One can input key-value pairs in xxx=yyy format for multiple lora adapters. If only have one adapter, one can only input the path of the adapter. (default: None)


	--device DEVICE - The device type of running (default: cuda)


	--eager-mode - Whether to enable eager mode. If True, cuda graph would be disabled


	--dllm-block-length DLLM_BLOCK_LENGTH - Block length for dllm (default: None)


	--dtype DTYPE - data type for model weights and activations. The "auto" option will use FP16 precision for FP32 and FP16 models, and BF16 precision for BF16 models. This option will be ignored if the model is a quantized model (default: auto)


	--tp TP - GPU number used in tensor parallelism. Should be 2^n (default: 1)


	--session-len SESSION_LEN - The max session length of a sequence (default: None)


	--cache-max-entry-count CACHE_MAX_ENTRY_COUNT - The percentage of free gpu memory occupied by the k/v cache, excluding weights (default: 0.8)


	--enable-prefix-caching - Enable cache and match prefix


	--quant-policy QUANT_POLICY - KV cache quantization policy. 0: no quantization; 4: 4-bit; 8: 8-bit; 42: TurboQuant (K4V2) (default: 0)






lmdeploy chat TurboMind engine arguments


	--dtype DTYPE - data type for model weights and activations. The "auto" option will use FP16 precision for FP32 and FP16 models, and BF16 precision for BF16 models. This option will be ignored if the model is a quantized model (default: auto)


	--tp TP - GPU number used in tensor parallelism. Should be 2^n (default: 1)


	--session-len SESSION_LEN - The max session length of a sequence (default: None)


	--cache-max-entry-count CACHE_MAX_ENTRY_COUNT - The percentage of free gpu memory occupied by the k/v cache, excluding weights (default: 0.8)


	--enable-prefix-caching - Enable cache and match prefix


	--quant-policy QUANT_POLICY - KV cache quantization policy. 0: no quantization; 4: 4-bit; 8: 8-bit; 42: TurboQuant (K4V2) (default: 0)


	--model-format MODEL_FORMAT - The format of input model. hf means hf_llama, awq and gptq refer to 4-bit grouped quantization, compressed-tensors refers to pack-quantized grouped int4 checkpoints and is usually auto-detected from the model config, fp8 refers to blocked fp8 checkpoints, and mxfp4 refers to MXFP4 expert weights. (default: None)


	--rope-scaling-factor ROPE_SCALING_FACTOR - Rope scaling factor (default: 0.0)


	--communicator COMMUNICATOR - Communication backend for multi-GPU inference. The "native" option is deprecated and serves as an alias for "cuda-ipc" (default: nccl)


	--cp CP - context parallelism size in attention for turbomind backend, tp must be a multiple of cp. (default: 1)


	--async ASYNC_ - Enable async execution (default: 1, enabled). Set to 0 to disable async mode, 1 to enable it. (default: 1)






lmdeploy chat Speculative decoding arguments


	--speculative-algorithm SPECULATIVE_ALGORITHM - The speculative algorithm to use. None means speculative decoding is disabled (default: None)


	--speculative-draft-model SPECULATIVE_DRAFT_MODEL - The path to speculative draft model (default: None)


	--speculative-num-draft-tokens SPECULATIVE_NUM_DRAFT_TOKENS - The number of speculative tokens to generate per step (default: 1)
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      	__init__() （lmdeploy.Pipeline 方法）
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      	chat() （lmdeploy.Pipeline 方法）


  

  	
      	ChatTemplateConfig（lmdeploy 中的类）
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      	GenerationConfig（lmdeploy 中的类）


  

  	
      	get_ppl() （lmdeploy.Pipeline 方法）
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      	infer() （lmdeploy.Pipeline 方法）
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      	pipeline()（在 lmdeploy 模块中）


  

  	
      	Pipeline（lmdeploy 中的类）


      	PytorchEngineConfig（lmdeploy 中的类）
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      	stream_infer() （lmdeploy.Pipeline 方法）
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      	TurbomindEngineConfig（lmdeploy 中的类）
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常见问题


ModuleNotFoundError


No module named ‘mmengine.config.lazy’

可能是因为已经有旧版本的mmengine缓存在了本机。更新到最新班应该可以解决这个问题。

pip install --upgrade mmengine







No module named ‘_turbomind’

可能是因为：


	您没有安装 lmdeploy 的预编译包。_turbomind是 turbomind c++ 的 pybind部分，涉及到编译。推荐您直接安装预编译包。




pip install lmdeploy[all]






	如果已经安装了，还是出现这个问题，请检查下执行目录。不要在 lmdeploy 的源码根目录下执行 python -m lmdeploy.turbomind.*下的package，换到其他目录下执行。




但是如果您是开发人员，通常需要在本地进行开发和编译。每次安装 whl 的效率太低了。您可以通过符号链接在编译后指定 lib 的路径。

# 创建 bld 和进行本地编译
mkdir bld && cd bld && bash ../generate.sh && ninja -j$(nproc)

# 从 bld 中切到 lmdeploy 子目录并设置软链接
cd ../lmdeploy && ln -s ../bld/lib .

# 切换到 lmdeploy 根目录
cd ..

# 使用 python command 比如 check_env
python3 -m lmdeploy check_env





如果您仍然遇到在本地机器上找不到 turbomind so 的问题，这意味着您的本地机器上可能存在多个 Python 环境，并且在编译和执行过程中 Python 的版本不匹配。在这种情况下，您需要根据实际情况设置 lmdeploy/generate.sh 中的 PYTHON_EXECUTABLE，例如 -DPYTHON_EXECUTABLE=/usr/local/bin/python3，并且需要重新编译。




Libs


libnccl.so.2 not found

确保通过 pip install lmdeploy[all] 安装了 lmdeploy (>=v0.0.5)。

如果安装之后，问题还存在，那么就把libnccl.so.2的路径加入到环境变量 LD_LIBRARY_PATH 中。

# 获取nvidia-nccl-cu11 package的安装目录
pip show nvidia-nccl-cu11|grep Location
# 把"libnccl.so.2"的路径加入到 LD_LIBRARY_PATH
export LD_LIBRARY_PATH={Location}/nvidia/nccl/lib:$LD_LIBRARY_PATH







symbol cudaFreeAsync version libcudart.so.11.0 not defined in file libcudart.so.11.0 with link time reference

很可能是机器上的 cuda 版本太低导致的。LMDeploy运行时要求 cuda 不低于 11.2




推理


RuntimeError: [TM][ERROR] CUDA runtime error: out of memory /workspace/lmdeploy/src/turbomind/utils/allocator.h

通常这是因为 k/v cache内存比例过大导致的。比例的控制参数是 TurbomindEngineConfig.cache_max_entry_count。该参数在不同版本的 lmdeploy中，含义略有不同。具体请参考代码中的演进说明 [https://github.com/InternLM/lmdeploy/blob/52419bd5b6fb419a5e3aaf3c3b4dea874b17e094/lmdeploy/messages.py#L107]

如果在使用 pipeline 接口遇到该问题，请调低比例，比如

from lmdeploy import pipeline, TurbomindEngineConfig

backend_config = TurbomindEngineConfig(cache_max_entry_count=0.2)

pipe = pipeline('internlm/internlm2_5-7b-chat',
                backend_config=backend_config)
response = pipe(['Hi, pls intro yourself', 'Shanghai is'])
print(response)





如果在使用 CLI 工具时遇到此问题，请传入参数--cache-max-entry-count，调低 k/v cache缓存使用比例。比如，

# chat 命令
lmdeploy chat internlm/internlm2_5-7b-chat --cache-max-entry-count 0.2

# server 命令
lmdeploy serve api_server internlm/internlm2_5-7b-chat --cache-max-entry-count 0.2








服务


Api 服务器获取超时

API 服务器的图像 URL 获取超时可通过环境变量 LMDEPLOY_FETCH_TIMEOUT 进行配置。默认情况下，请求可能需要长达 10 秒才会超时。

请参阅 lmdeploy/vl/utils.py [https://github.com/InternLM/lmdeploy/blob/7b6876eafcb842633e0efe8baabe5906d7beeeea/lmdeploy/vl/utils.py#L31] 了解用法。




量化


RuntimeError: [enforce fail at inline_container.cc:337] . unexpected pos 4566829760 vs 4566829656

请检查你的硬盘空间。

这个错误是因为保存权重时硬盘空间不足导致的，在量化 70B 模型时可能会遇到



ModuleNotFoundError: No module named ‘flash_attn’

量化 qwen 模型需要安装 flash-attn。但是，根据社区用户的反馈，flash-attn 比较难安装。所以，lmdeploy 从依赖列表中移除 flash-attn，用户在用到的时候，可以进行手动安装。
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PyTorchEngine 多线程推理

自 PR2907 [https://github.com/InternLM/lmdeploy/pull/2907] 起，我们废除了 PytorchEngine 的 thread_safe 模式以保证引擎能够更高效的运行。我们鼓励用户尽可能使用服务接口或协程来实现高并发,
如果你确实有多线程推理的需求，那么可以进行简单的封装，来实现类似的效果。

import threading
from queue import Queue
import asyncio
from lmdeploy import pipeline, PytorchEngineConfig

model_path = 'Llama-3.2-1B-Instruct'


async def _batch_infer(inque: Queue, outque: Queue, pipe):
    while True:
        if inque.empty():
            await asyncio.sleep(0)
            continue

        input = inque.get_nowait()
        output = await pipe.async_batch_infer(input)
        outque.put(output)


def server(inques, outques):
    event_loop = asyncio.new_event_loop()
    asyncio.set_event_loop(event_loop)
    pipe = pipeline(model_path, backend_config=PytorchEngineConfig())
    for inque, outque in zip(inques, outques):
        event_loop.create_task(_batch_infer(inque, outque, pipe))
    event_loop.run_forever()

def client(inque, outque, message):
    inque.put(message)
    print(outque.get().text)


inques = [Queue(), Queue()]
outques = [Queue(), Queue()]

t_server = threading.Thread(target=server, args=(inques, outques))
t_client0 = threading.Thread(target=client, args=(inques[0], outques[0], 'Hakuna Matata'))
t_client1 = threading.Thread(target=client, args=(inques[1], outques[1], 'giraffes are heartless creatures'))

t_server.start()
t_client0.start()
t_client1.start()

t_client0.join()
t_client1.join()






[!WARNING]
我们不鼓励这样实现，多线程会带来额外的开销，使得推理性能不稳定
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直接读取 huggingface 模型

从 v0.1.0 开始，Turbomid 添加了直接读取 Huggingface 格式权重的能力。


支持的类型

目前，TurboMind 支持加载三种类型的模型：


	在 huggingface.co 上面通过 lmdeploy 量化的模型，如 llama2-70b-4bit [https://huggingface.co/lmdeploy/llama2-chat-70b-4bit], internlm-chat-20b-4bit [https://huggingface.co/internlm/internlm-chat-20b-4bit]


	huggingface.co 上面其他 LM 模型，如Qwen/Qwen-7B-Chat






使用方式


1) 通过 lmdeploy 量化的模型

对于通过 lmdeploy.lite 量化的模型，TurboMind 可以直接加载，比如 llama2-70b-4bit [https://huggingface.co/lmdeploy/llama2-chat-70b-4bit], internlm-chat-20b-4bit [https://huggingface.co/internlm/internlm-chat-20b-4bit].

repo_id=internlm/internlm-chat-20b-4bit
model_name=internlm-chat-20b

# or
# repo_id=/path/to/downloaded_model

# Inference by TurboMind
lmdeploy chat $repo_id --model-name $model_name


# Serving with Restful API
lmdeploy serve api_server $repo_id --model-name $model_name --tp 1







2) 其他的 LM 模型

其他 LM 模型比如 Qwen/Qwen-7B-Chat, baichuan-inc/Baichuan2-7B-Chat。LMDeploy 模型支持情况可通过 lmdeploy list 查看。

repo_id=Qwen/Qwen-7B-Chat
model_name=qwen-7b
# or
# repo_id=/path/to/Qwen-7B-Chat/local_path

# Inference by TurboMind
lmdeploy chat $repo_id --model-name $model_name

# Serving with Restful API
lmdeploy serve api_server $repo_id --model-name $model_name --tp 1
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TurboMind 配置

TurboMind 是 LMDeploy 的推理引擎，在用它推理 LLM 模型时，需要把输入模型转成 TurboMind 模型。在 TurboMind 的模型文件夹中，除模型权重外，TurboMind 模型还包括其他一些文件，其中最重要的是和推理性能息息相关的配置文件triton_models/weights/config.ini。

如果你使用的是 LMDeploy 0.0.x 版本，请参考turbomind 1.0 配置章节，了解配置中的相关内容。如果使用的是 LMDeploy 0.1.x 版本，请阅读turbomind 2.x 配置了解配置细节。


TurboMind 2.x 配置

以 llama-2-7b-chat 模型为例，在 TurboMind 2.x 中，它的config.ini内容如下：

[llama]
model_name = "llama2"
tensor_para_size = 1
head_num = 32
kv_head_num = 32
vocab_size = 32000
num_layer = 32
inter_size = 11008
norm_eps = 1e-06
attn_bias = 0
start_id = 1
end_id = 2
session_len = 4104
weight_type = "fp16"
rotary_embedding = 128
rope_theta = 10000.0
size_per_head = 128
group_size = 0
max_batch_size = 64
max_context_token_num = 1
step_length = 1
cache_max_entry_count = 0.5
cache_block_seq_len = 128
cache_chunk_size = 1
enable_prefix_caching = false
quant_policy = 0
max_position_embeddings = 2048
rope_scaling_factor = 0.0
use_logn_attn = 0





这些参数由模型属性和推理参数组成。模型属性包括层数、head个数、维度等等，它们不可修改

model_name = "llama2"
head_num = 32
kv_head_num = 32
vocab_size = 32000
num_layer = 32
inter_size = 11008
norm_eps = 1e-06
attn_bias = 0
start_id = 1
end_id = 2
rotary_embedding = 128
rope_theta = 10000.0
size_per_head = 128





和 TurboMind 1.0 config 相比，TurboMind 2.x config 中的模型属性部分和 1.0 一致，但推理参数发生了变化。

在接下来的章节中，我们重点介绍推理参数。


数据类型

和数据类型相关的参数是 weight_type 和 group_size。它们不可被修改。

weight_type 表示权重的数据类型。目前支持 fp16 和 int4。int4 表示 4bit 权重。当 weight_type为 4bit 权重时，group_size 表示 awq 量化权重时使用的 group 大小。目前，在 LMDeploy 的预编译包中，使用的是 group_size = 128。



批处理大小

仍通过 max_batch_size 设置最大批处理量。默认值由原来的 32 改成 64。
在 TurboMind 2.x 中，max_batch_size 和 cache_max_entry_count无关。



k/v 缓存大小

cache_block_seq_len 和 cache_max_entry_count 用来调节 k/v cache 的内存大小。

TurboMind 2.x 实现了 Paged Attention，按块管理 k/v cache。

cache_block_seq_len 表示一块 k/v block 可以存放的 token 序列长度，默认 128。TurboMind 按照以下公式计算 k/v block 的内存大小：

cache_block_seq_len * num_layer * kv_head_num * size_per_head * 2 * sizeof(kv_data_type)





对于 llama2-7b 模型来说，以 half 类型存放 k/v 时，一块 k/v block 的内存为：128 * 32 * 32 * 128 * 2 * sizeof(half) = 64MB

cache_max_entry_count 根据取值不同，表示不同的含义：


	当值为 (0, 1) 之间的小数时，cache_max_entry_count 表示 k/v block 使用的内存百分比。比如 A100-80G 显卡内存是80G，当cache_max_entry_count为0.5时，表示 k/v block 使用的内存总量为 80 * 0.5 = 40G


	当 lmdeploy 版本大于 0.2.1 时，cache_max_entry_count 将空闲内存的百分比用于 k/v blocks，默认值为 0.8。例如，在 A100-80G GPU 上运行 Turbomind 加载 13b 模型时，k/v blocks 使用的内存为 (80 - 26) * 0.8 = 43.2G，即利用剩余 54G 中的 80%


	当值为 > 1的整数时，表示 k/v block 数量




cache_chunk_size 表示在每次需要新的 k/v cache 块时，开辟 k/v cache 块的大小。不同的取值，表示不同的含义：


	当为 > 0 的整数时，开辟 cache_chunk_size 个 k/v cache 块


	当值为 -1 时，开辟 cache_max_entry_count 个 k/v cache 块


	当值为 0 时，时，开辟 sqrt(cache_max_entry_count) 个 k/v cache 块






前缀缓存开关

enable_prefix_caching是前缀缓存（Prefix Caching）功能的开关。值为True时表示开启，False表示关闭，默认为False。

前缀缓存功能主要适用于多个请求具有相同的prompt前缀（比如system prompt）的场景，该相同前缀部分的 k/v block 会被缓存起来，被多个请求重复利用，从而节省了重复计算的开销，提高推理性能。相同prompt前缀长度越长，性能提升越大。

由于前缀缓存对 k/v 重复利用的最小粒度是block，如果相同prompt前缀不足一个block（前缀长度<cache_block_seq_len），则推理性能不会有提升。



kv 量化推理开关

quant_policy是 kv 量化和推理开关。


	quant_policy=4 代表 4bit k/v 量化和推理


	quant_policy=8 代表 8bit k/v 量化和推理




具体使用方法，请参考 kv quant 部署文档



外推能力开关

默认 rope_scaling_factor = 0 不具备外推能力。设置为 1.0，可以开启 RoPE 的 Dynamic NTK 功能，支持长文本推理。

关于 Dynamic NTK 的原理，详细请参考：


	https://www.reddit.com/r/LocalLLaMA/comments/14mrgpr/dynamically_scaled_rope_further_increases


	https://kexue.fm/archives/9675




设置 use_logn_attn = 1，可以开启 LogN attention scaling [https://kexue.fm/archives/8823]。




TurboMind 1.0 配置

以 llama-2-7b-chat 模型为例，在 TurboMind 1.0 中，它的config.ini内容如下：

[llama]
model_name = "llama2"
tensor_para_size = 1
head_num = 32
kv_head_num = 32
vocab_size = 32000
num_layer = 32
inter_size = 11008
norm_eps = 1e-06
attn_bias = 0
start_id = 1
end_id = 2
session_len = 4104
weight_type = "fp16"
rotary_embedding = 128
rope_theta = 10000.0
size_per_head = 128
group_size = 0
max_batch_size = 32
max_context_token_num = 4
step_length = 1
cache_max_entry_count = 48
cache_chunk_size = 1
use_context_fmha = 1
quant_policy = 0
max_position_embeddings = 2048
use_dynamic_ntk = 0
use_logn_attn = 0





这些参数由模型属性和推理参数组成。模型属性包括层数、head个数、维度等等，它们不可修改

model_name = "llama2"
head_num = 32
kv_head_num = 32
vocab_size = 32000
num_layer = 32
inter_size = 11008
norm_eps = 1e-06
attn_bias = 0
start_id = 1
end_id = 2
rotary_embedding = 128
rope_theta = 10000.0
size_per_head = 128





在接下来的章节中，我们重点介绍推理参数。


数据类型

和数据类型相关的参数是 weight_type 和 group_size。它们不可被修改。

weight_type 表示权重的数据类型。目前支持 fp16 和 int4。int4 表示 4bit 权重。当 weight_type为 4bit 权重时，group_size 表示 awq 量化权重时使用的 group 大小。目前，在 LMDeploy 的预编译包中，使用的是 group_size = 128。



批处理大小

可通过max_batch_size调节推理时最大的 batch 数。一般，batch 越大吞吐量越高。但务必保证 max_batch_size <= cache_max_entry_count



k/v cache 大小

TurboMind 根据 session_len、 cache_chunk_size 和 cache_max_entry_count 开辟 k/v cache 内存。


	session_len 表示一个序列的最大长度，即 context window 的大小。


	cache_chunk_size 表示当新增对话序列时，每次要开辟多少个序列的 k/v cache


	cache_max_entry_count 表示最多缓存多少个对话序列






kv int8 开关

当启动 8bit k/v 推理时，需要修改参数 quant_policy 和 use_context_fmha。详细内容请查阅 kv int8 部署文档。



外推能力开关

设置 use_dynamic_ntk = 1，可以开启 RoPE 的 Dynamic NTK 选项，支持长文本推理。

关于 Dynamic NTK 的原理，详细请参考：


	https://www.reddit.com/r/LocalLLaMA/comments/14mrgpr/dynamically_scaled_rope_further_increases


	https://kexue.fm/archives/9675




设置 use_logn_attn = 1，可以开启 LogN attention scaling [https://kexue.fm/archives/8823]。
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Code Llama


模型介绍

codellama [https://github.com/facebookresearch/codellama] 支持很多种编程语言，包括 Python, C++, Java, PHP, Typescript (Javascript), C#, Bash 等等。具备代码续写、代码填空、对话、python专项等 4 种能力。

它在 HuggingFace [https://huggingface.co/codellama] 上发布了基座模型，Python模型和指令微调模型：



	基座模型

	Python微调模型

	指令模型





	codellama/CodeLlama-7b-hf [https://huggingface.co/codellama/CodeLlama-7b-hf]

	codellama/CodeLlama-7b-Python-hf [https://huggingface.co/codellama/CodeLlama-7b-Python-hf]

	codellama/CodeLlama-7b-Instruct-hf [https://huggingface.co/codellama/CodeLlama-7b-Instruct-hf]



	codellama/CodeLlama-13b-hf [https://huggingface.co/codellama/CodeLlama-13b-hf]

	codellama/CodeLlama-13b-Python-hf [https://huggingface.co/codellama/CodeLlama-13b-Python-hf]

	codellama/CodeLlama-13b-Instruct-hf [https://huggingface.co/codellama/CodeLlama-13b-Instruct-hf]



	codellama/CodeLlama-34b-hf [https://huggingface.co/codellama/CodeLlama-34b-hf]

	codellama/CodeLlama-34b-Python-hf [https://huggingface.co/codellama/CodeLlama-34b-Python-hf]

	codellama/CodeLlama-34b-Instruct-hf [https://huggingface.co/codellama/CodeLlama-34b-Instruct-hf]






模型和能力的对应关系为：



	模型

	代码续写

	代码填空

	对话

	Python专项





	基座模型

	Y

	Y(7B,13B), N(34B)

	N

	N



	Python微调模型

	Y

	N

	N

	Y



	指令微调模型

	Y

	Y(7B,13B), N(34B)

	Y

	N








推理

根据前文模型的能力表，在本小节中，我们讲通过具体的示例展示使用 CodeLlama 各能力的方法


代码续写

from lmdeploy import pipeline, GenerationConfig, ChatTemplateConfig

pipe = pipeline('meta-llama/CodeLlama-7b-hf',
                chat_template_config=ChatTemplateConfig(
                    model_name='codellama',
                    capability='completion'
                ))

response = pipe(
    'import socket\n\ndef ping_exponential_backoff(host: str):',
    gen_config=GenerationConfig(
        top_k=10,
        temperature=0.1,
        top_p=0.95
    )
)
print(response.text)







代码填空

from lmdeploy import pipeline, GenerationConfig, ChatTemplateConfig

pipe = pipeline('meta-llama/CodeLlama-7b-hf',
                chat_template_config=ChatTemplateConfig(
                    model_name='codellama',
                    capability='infilling'
                ))

prompt = """
def remove_non_ascii(s: str) -> str:
    \"\"\"
    <FILL>
    \"\"\"
    return result
"""
response = pipe(
    prompt,
    gen_config=GenerationConfig(
        top_k=10,
        temperature=0.1,
        top_p=0.95,
        max_new_tokens=500
    )
)
print(response.text)







对话

from lmdeploy import pipeline, GenerationConfig, ChatTemplateConfig

pipe = pipeline('meta-llama/CodeLlama-7b-Instruct-hf',
                chat_template_config=ChatTemplateConfig(
                    model_name='codellama',
                    capability='chat'
                ))

response = pipe(
    'implement quick sort in C++',
    gen_config=GenerationConfig(
        top_k=10,
        temperature=0.1,
        top_p=0.95
    )
)
print(response.text)







Python 专项

from lmdeploy import pipeline, GenerationConfig, ChatTemplateConfig

pipe = pipeline('meta-llama/CodeLlama-7b-Python-hf',
                chat_template_config=ChatTemplateConfig(
                    model_name='codellama',
                    capability='python'
                ))

response = pipe(
    'implement quick sort',
    gen_config=GenerationConfig(
        top_k=10,
        temperature=0.1,
        top_p=0.95
    )
)
print(response.text)








量化

TBD



服务

准备好对话模板文件，比如说“codellama.json”，参考如下示例，填写 CodeLlama 的能力：

{
    "model_name": "codellama",
    "capability": "completion"
}





然后，启动推理服务：

lmdeploy serve api_server meta-llama/CodeLlama-7b-Instruct-hf --chat-template codellama.json





在服务启动成功后，可以通过openai客户端接口，访问服务：

from openai import OpenAI
client = OpenAI(
    api_key='YOUR_API_KEY',
    base_url="http://0.0.0.0:23333/v1"
)
model_name = client.models.list().data[0].id
response = client.chat.completions.create(
  model=model_name,
  messages=[
    {"role": "user", "content": "import socket\n\ndef ping_exponential_backoff(host: str):"},
  ],
    temperature=0.1,
    top_p=0.95,
    max_tokens=500
)
print(response)





关于 api_server 的详细介绍，请参考这份文档。
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